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ABSTRACT 


There are several levels for multimodal biometric fusion: decision, 


sensor, feature and match-score levels. In this paper, a novel 


method is proposed to fuse information from two or more 


biometric sources at feature level. It employs an optimization 


procedure to regulate the contribution of each individual 


biometric modality to the concatenated feature vector. The 


effectiveness of the method is demonstrated by integrating 


features of static face images and text-independent speech 


segments. The experimental results show that the proposed 


method outperforms those without feature fusion and those based 


on intuition feature fusion.   


Keywords 


Biometrics, information fusion, feature fusion. 


1. INTRODUCTION 
Although single modal biometric systems have been shown to be 


effective and robust under certain conditions, such systems have 


some disadvantages: they become more susceptible to noisy 


sensory data, restricted degrees of freedom, enrollment failure, 


spoof attacks and mismatch between training and testing 


environments. The use of multi-modal biometrics has the potential 


of improving greatly performance of single modal systems by 


taking advantages of various modality traits. Another advantage of 


using multi-modal systems is that it is more difficult for identity 


thefts to steal multiple biometric traits from a true user. The 


multiple modalities of biometrics may come from retinas, irises, 


fingerprints, hand geometries, signatures, audio, faces, palm 


prints, ears, gait, DNA, etc.  


The goal of this research is to devise an effective method to 


integrate information from two or more biometric modalities. In 


order to test the proposed technique, visual-static images and text-


independent speech clips are integrated with this method at 


feature level in the experimental study. 


There are four basic modules in a single modal biometric system: 


sensor module, feature extraction module, matching score module, 


and decision module. Accordingly, information presented from 


multiple biometric traits can also be integrated at the levels of 


sensor, feature, score and decision [10]. Figure 1 shows the 


procedures of integrating biometric information of biometric A 


and biometric B in several level fusions. Among those levels, 


sensor level is extremely rare in multimodal biometric systems 


because the raw data obtained from the various sensors are not 


usually compatible [16]. On the other hand, integrating multi-


modal data at the match score and decision levels has been 


extensively studied in the literature [1] [2] [3] [6] [7] [10] [16]. 


Fusion at feature level, however, is a relatively understudied 


research topic. In theory, integrating biometric information at 


feature level is expected to obtain better recognition results, 


because the features extracted from different signals can present 


much more information than those in other level fusions [10]. The 


general framework for feature level fusion is specified in detail in 


Figure 2. There exist different algorithms for the procedures of 


feature fusion and classification. In Figure 2, the algorithms for 


feature fusion procedure can be genetic algorithm (GA) and tabu 


search (TS), etc. Also, some classification methods can be 


employed such as least square (LS), weighted least square (WLS) 


and probability neural network (PNN) methods. 


 


Figure 1.  Fusion of biometric A and B at various levels 


 


Figure 2.  General framework for feature level fusion 


In this paper, feature fusion problem is formulated as an 


optimization one first. As a solution strategy, GA is proposed to 


find its optimal solution, though in this case, other optimization 


algorithms may be as efficient as GA is. As a case study, the 


proposed approach is applied to integrate feature data from a 


virtual AV system which consists of 40 subjects.  
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The remainder of this paper is organized as follows:  Section 2 


provides some preliminaries; and Section 3 discusses the 


proposed fusion method along with GA algorithm. The idea is 


illustrated by integrating features from two biometric sources. 


Some results from experimental studies are presented and 


discussed in Section 4, and the paper ends with concluding 


remarks in Section 5.   


2. Preliminaries 
As a case study, an AV system composed of static face images 


and text-independent speeches is investigated in this paper. For 


readability and completeness, some relevant basic concepts and 


algorithms are reviewed here. 


In the AV system under investigation, visual features are extracted 


by the Pyramidal Gabor wavelet with Eigenface (PGE) algorithm 


[8] [9] and audio features are extracted by the Mel Frequency 


Cepstrum Coefficients (MFCCs) algorithm [4].  


2.1 Face Feature Extraction 
A pyramidal procedure is applied to obtain face features from 


photo images. Some of its characteristics have been discussed in 


[15].  


After obtaining Gabor features by the pyramidal procedure, 


applying Eigenface procedure [18] to the result of Gabor filtering 


further reduces feature redundancy. The algorithm of PGE is 


summarized below: 


Step 1: Acquire training set and testing set. 


Step 2: Implement Pyramidal Gabor Wavelet (PGW) to training 


set and testing set. 


Step 3: Extract Gabor feature vectors from step 2. 


Step 4: Normalize Gabor features and obtain augmented feature 


representations. 


Step 5: Apply PCA (Principal Component Analysis) to the 


augmented feature representation of training set to obtain face 


feature vectors.  


Gabor function at location (x, y) is described in (1). If the function 


is tuned to frequency f0, orientation θ0, and centered at the origin 


(x0 = 0, y0=0), it can be rewritten by (2). 
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where gx and gy are the 1-D Gaussian function )exp( 2axgx   , 


)exp( 2ayg y  and 
0


1)/2ln3( fa   . Each block in (2) is a 


1-D filtering operation. By performing a constrained least-square 


minimization of the error of the frequency response [15], four 1-D 


filter masks can be obtained and are shown in Table 1. According 


to [15], when θ0 is 00, 450, 900, 1350, respectively, these filters can 


be used to obtain Gabor features in four orientations and four 


levels. Note that one may use different number of orientations and 


different scale levels, which results in different length of the 


feature vector.   


Table 1  Filter Masks for PGE 


Filter Mask 


θ=00 or 900, p=0 
0    17   0   -62   0   90     0   -62    0    17   0 


θ=00 or 900, p=1 
-8    0   37    0   -82   0    82     0   -37    0    8 


θ=450 or 1350, p=0 
3   -5  -27  -27  25  62   25    -27 -27   -5    3 


θ=450 or 1350, p=1 
4   13   5   -34  -52   0   52    34    -5  -13  -4 


Gaussian (X or Y) 
4    9   19   31   41  45   41   31   19      9    4 


 


2.2 Audio feature extraction 
Speech signals are non-stationary. However, their short-term 


segments can be considered to be stationary, which means that 


spectral analysis can be applied to short segments of speech on a 


frame-by-frame basis. The reason for achieving short-term 


spectrum features is that human ear performs a quasi-frequency 


analysis, which takes place on a nonlinear frequency scale (known 


as the Mel scale). This scale is approximately linear up to about 


1000 Hz and is approximately logarithmic thereafter. So, speech 


feature extraction usually performs a frequency warping of the 


frequency axis after spectral computation. In particular, MFCCs 


have been widely applied to extract audio features. 


A Mel filter bank is a set of band-pass filters. The mapping from 


actual frequency f to Mel frequency fMel is defined as follows: 


)700/1log(2595 ff Mel    (3) 


After each input spectrum is processed by Mel filter bank, the 


output of these filters forms a spectral envelope which has 


enhanced those more important frequencies and reduced spectrum 


dimension to the number of filters in the filter bank. After that, a 


discrete cosine transform (DCT) is applied to obtain the MFCCs.  


Considering the amount of features, MFCCs must be compressed. 


Vector quantization (VQ) [12] is one of popular algorithms 


utilized for this purpose. Figure 3 presents the procedures of 


feature extraction for audio signals by MFCCs methodology.  


 


Figure 3.  Procedure of audio feature extraction. 


In Figure 3, a high-pass filter is used to enhance those high 


frequencies in signals that are generally attenuated during 


recording process. After Hamming window, short-term speech 


segments with a length of 20ms and an overlap of 10ms per frame 


are processed by Fast Fourier Transform and Mel filter banks to 


obtain the Mel spectra.  
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3. A Proposed Fusion Method 
In this section, biometric fusion problem is formulated as an 


optimization one. The cost function, constraints and solution 


strategies are discussed below.      


Assuming that each subject’s feature vectors are extracted and 


normalized from M sources: D1, D2… and DM, the task is to 


combine them so as to optimize certain performance criteria, such 


as computational cost and accuracy. The notations used are 


defined below: 


M: number of modalities.  


Di: the ith modality, where ],......,2,1[ Mi . 


Ni: number of features in modality
iD . 


Pij: the jth component in the ith normalized feature type.  


ij : weight for the jth component in the ith feature type.  


The objective for information fusion from M modalities is to 


obtain best performance by choosing the right weights, ij , to 


each feature in different modalities: 
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The weights of the one of feature types can be set to 1. As an 


example, suppose that there are two types of modalities in the 


systems, and the features in each type are equally weighted.  In 


this case, 
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One can then select 1 such that a performance measure is 


optimized.  Once 1 is obtained, the integrated feature vector is 


then 
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The following remarks can be made about the solutions of the 


proposed problem: 


 Random search [17] is a method aimed at reaching an 


acceptable solution. The eventual solution is obtained 


simply by taking the choice of 
ij  that is used to fuse the 


information and yields the best performance of the 


multimode system among the randomly tested candidate 


solutions. Such a strategy may take a long time to achieve 


the suitable weights 
ij for the system. 


 Gradient search is probably the easiest way to find the 


extreme. Visually the strategy of a gradient search is to pick 


the direction that is steepest uphill (or downhill) from the 


guess, and move in that direction until the graph levels out. 


Mathematically, in each step, the gradient is used as the 


direction of search. The process is repeated until the 


gradient approaches zero. Therefore, such a method 


attempts only to find a local maximum or minimum [11] 


[13]. 


 Genetic algorithm (GA) is a search technique for seeking 


optimal solutions. It is based on the principle of natural 


selection to simulate the search problem. The search starts 


with a randomly generated initial population.  At each step, 


the algorithm selects individuals randomly from the current 


population to be parents to produce children for the next 


generation. Over successive generations, the population will 


evolve toward one containing the optimal one. 


GA is employed in this paper to find the optimal solution for the 


biometric fusion problem, and there are several building blocks in 


GA [19]: initialization, selection, reproduction and termination. 


Initially a set of individual solutions are randomly generated to 


form the initial population, whose size typically contains 


hundreds of possible solutions and covers a wide range of the 


search space. During each successive generation, a new 


generation is bred after selecting a portion of the existing 


population with a fitness function, which rates the fitness of each 


solution and preferentially selects the better individuals. Roulette 


wheel selection is one of popular and well-studied selection 


methods. Its fitness level is used to associate a probability of 


selection with each individual chromosome. If fi is the fitness of 


individual i in the population, its probability of being selected is, 
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where N is the number of individuals in the population.  


Crossovers and mutation are employed to generate children from 


those “parents” selected for mating with the procedure similar the 


one outlined above. A new solution is created which typically 


shares many of the characteristics of its "parents". Such process 


continues until a new population of solutions of appropriate size 


is generated. 


The following steps illustrate the core of the GA algorithm: 


Step 1:  Randomly choose the initial population; 


Step 2:  Evaluate the fitness of each individual in the population; 


Step 3:  Repeat the following until a new population is generated: 


 1) Select individuals based on, say, Roulette wheel 


procedure; 


2) Breed new generation by applying crossover and 


mutation; 


Step 4:  Repeat Steps 2 & 3 till the solution is not improved more. 


There exists a variety of variations to the procedure outlined 


above. The two-point crossover algorithm [19] creates two 


children by exchanging genes of pairs of parents in the current 


population. Occasional mutation makes small random changes to 


the individuals in the population. Meanwhile, a way to speed up 


the convergence of the algorithm is to keep a number of the best 


solutions from one generation to another. Another way of 


speeding up the algorithm is to have a set of initial guesses based 


on the physical constraints of the problem.  For the biometric 


fusion problem, the following steps are applied to obtain the 


weights
ij : 
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Step 1: Assumed the information vectors are equally weighted 


within any one type of modalities; 


MiforiiNii i
,......,2,1......21    (8) 


where i is for the ith modality, Ni is the number of information 


vectors in the ith modality Di, which are to be fused with others 


from other modalities.   


Step 2: Use 
i to be the center of the ranges for unknown 


ij  and 


apply the GA algorithm to find
ij  . 


 
iiijii DD      (9) 


where threshold Di is given according to experiments, and 


Mi ,......,2,1 . 


In Step 1, the values of  may be determined by a simple 


optimization procedure as the number of parameters involved in 


this stage is relatively much smaller.  Furthermore, if only two 


modalities are involved, one unknown 
1 needs to be determined 


in this step. In such a case, the golden ratio method, which is very 


efficient for such an application, can be applied to find the value 


of 1. 


In the case of feature level fusion, once the fused feature vectors 


are obtained with the proposed method, these will be used for 


classification (Figure 1).  Among various classification methods, 


Probability Neural Network (PNN) and Weighted Least-Square 


(WLS) algorithm are viable candidates.  


The activation function in PNN is derived from an estimation of 


probability density functions (pdf) based on a set of training set. 


The pdf of input x belonging to subject Ci can be estimated by 


(10) and classified by (11): 
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where  i = 1, 2, … N, N  the number of subject classes,  p is the 


length of x, σ the smoothing parameter, xi the pattern of subject 


Ci. 


Least square method [5] is used to compute estimations of 


parameters and to fit a set of data. There exist several variations, 


and a more sophisticated version is WLS, which often performs 


better because it can emphasize the importance of each 


observation. The idea is to assign to each observation a weight 


that reflects the uncertainty of the measurement. The error vectors 


∆Fi in WLS can be defined as 


jjj xff                        (12) 


 Mi ffF  ,,1 
    (13) 


where fj is the feature of training subjects, xj is the jth feature 


vector representing the subject under test, j = 1, 2, … M, and M is 


the number of feature vectors for each subject.  Furthermore, i = 


1, 2 … N, where N is the number of subject classes. Let the 


weights  M ,,, 21  , the objective function can be defined 


as  
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Then (14) is rewritten as  


   i


T


i
i


FF min                                  (16) 


In experimental studies we find that PNN produces similar results 


to WLS. However, the WLS algorithm does not suffer as much 


the problem of “curse of dimensionality”, in comparison to the 


PNN procedure. Also, the WLS algorithm is much simpler to 


implement. 


 


4. AV Case Study 


4.1 Database Setup 
The database consisted of the audio part and face (visual) part 


with 40 subjects. In audio part, training set included text-


independent speeches obtained from public speeches of various 


topics in noisy backgrounds and a testing set with 40 voices of the 


same subjects also addressing different topics. The lengths of 


audio for training and testing were approximately 30 and 15 


seconds per segment, respectively. To take the temporal variation 


of speech into consideration, the time interval between the 


training and testing recordings was at least two weeks.  


The visual part of the database was from AT&T database. There 


are 40 subjects and each subject has 10 face images taken with 


different poses and expressions. Six and five out of the 10 images 


of each subject were randomly picked to construct the visual 


training sets 1 and 2, respectively, and the remaining formed the 


related visual testing sets 1 and 2.  


4.2 AV Person Recognition 
In order to compare the performance of the proposed method with 


that of the two related single modal methods, several experiments 


were conducted. In these experiments, it was decided that, for 


each virtual subject, the length of the audio signals was 25 


seconds for training and 12.5 seconds for testing, respectively. In 


addition, the codebook size for VQ was initialized to 128. 


Furthermore, the number of MFCC coefficients was set to 12. In 


the GA algorithm, the two-point crossover method was used with 


crossover rate 0.8, the elite size was 2, and the mutation rate was 


set as 0.002. 


From Table 2, the best performances of PGE method were 96.0% 


and 98.5% for original data session 1 and 2, respectively. These 


results indicate that PGE was very suitable for recognizing 


persons. The Gabor wavelet representation facilitates recognition 


without correspondence in PGE algorithm, because it captures the 
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local structure corresponding to spatial frequency, spatial 


localization, and orientation selectivity.  


Also, shown in Table 2 are some testing results for text-


independent audio-based single modal person recognition. The 


experimental result suggested that the recognition rate was 


improved from 47.5% to 67.5% after audio signals for both 


testing and training were de-noised. This is expected, as the 


performance of speaker recognition heavily relies on the clearness 


of audio signals, and the de-noising procedure reduces the 


deleterious effect of background noise. 


The proposed fusion method was compared with single modal 


systems under the classification methods of PNN and WLS 


algorithms. The results from PNN and WLS methods were 


identical, which was expected. Thus, in the subsequent 


experiments, we used WLS method to classify the fused features 


of visual and audio signals. The results presented in Table 2 


indicate that the former performed much better than the latter.  


It was shown in [9] that the sub-system based on the visual 


modality outperformed the one based on the audio modality. In 


this experiment study, we would also check the robustness of the 


proposed approach by feeding the algorithm with lower resolution 


photos and de-noised audio signals in order to obtain closer 


recognition results from both of the single modal systems.   


As to the visual data, the resolution of face images in the AV 


database is decreased by 4 and 8 times, respectively. Moreover, 


audio signals were de-noised before feature extraction to increase 


the recognition rate, because noise affected the performance of 


audio-based systems. In visual sessions 1 and 2, different photos 


were used.  In both cases, however, the lengths of audio segment 


for training and testing were 25s and 12.5s, respectively. The 


number of MFCC coefficients was set to 12.  Figure 4 shows the 


images whose effective resolution [14] was reduced by 2 and 4 


times, respectively. Table 2 also presents a comparison of the 


results obtained by different approaches. 


   


Figure 4.  Examples for reducing the effective resolution. 


(a)The original image. (b) Image downgraded by 2. (c) Image 


downgraded by 4. 


From this table, the recognition rates of visual-based person 


recognition system were downgraded by reducing the effective 


resolution of the images. Without changing the resolution, 


recognition rates for Session 1 and 2 were 96% and 98.5%, 


respectively. After image resolution was down by 4 and 8, the 


performance of the visual-based system was dramatically 


worsened to 90% and 81.3% for visual session 1 and to 93.5% 


and 83.0% for visual session 2, respectively; however the 


proposed integrated AV system still performed well.  


Because the single modal recognition system with face only 


information performed much better than the voice only modal 


system, the features from the visual part will gain more weight 


than those from audio part in the AV system. In the tests 


performed in this section, weights for the audio part were assumed 


to be equal to 1, which only leaves the weights for the visual part 


remaining unknown. After employing golden ratio method, the 


initial values of 2 for visual parts are obtained and listed in Table 


3. Meanwhile, each individual feature has a different influence in 


person recognition. After applying GA method to search the 


parameters, the weights for visual features were obtained for the 


integration of the features extracted from visual and audio signals 


(Table 3). This illustrates the relative importance of each 


coefficient in person recognition. 


 


Table 2 Comparison result under various conditions


Visual session 1 Visual session 2 


Approach Recognition rates Approach Recognition rates 


AV fusion Original visual info 100% AV fusion Original visual info 100% 


Down 4 visual info 100% Down 4 visual info 100% 


Down 8 visual info 97.5% Down 8 visual info 97.5% 


Visual only Original visual info 96.0% Visual only Original visual info 98.5% 


Down 4 visual info 90.0% Down 4 visual info 93.5% 


Down 8 visual info 81.3% Down 8 visual info 83.0% 


Audio only Original audio info 47.5% 


Denoised audio info 67.5% 
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Table 3 Weights for visual part in the virtual AV system 


 2 21 22 23 24 25 26 


Original visual 22.01 23.6742 22.6813 22.0118 22.0307 23.9000 20.8905 


Down 4 visual  21.18 20.5679 20.2311 21.4008 23.5144 21.2964 21.1230 


Down 8 visual 21.80 22.4153 23.7919 22.7807 21.6588 20.4468 20.2479 


5. CONCLUSION 
In this paper, a feature fusion method is proposed for the 


integration of multi-modal biometric data, and as a special case, it 


is applied to a person recognition system utilizing photos and 


text-independent speech signals. The weights of individual feature 


vectors are obtained with a GA algorithm and subsequently used 


in a classification procedure for person recognition. In order to 


test the effectiveness of the proposed approach, a number of 


experiments were carried out. The results obtained from these 


experiments revealed that integrating information through the 


proposed method achieved much better performance and 


maintained much more robust results in comparison with any of 


the single modal systems from which it was derived. 
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ABSTRACT 
Understanding the environment is one of the main requirements 
for autonomous vehicle operations. The perception system must 
classify and/or identify the terrain surface, static objects, and 
moving objects.  In this paper, lane object detection and tracking 
system using two cameras is introduced.  Two cameras are 
mounted above the side view mirrors on a sensor bridge.  This 
computer vision system was applied to Team GatorNation’s 
DARPA Urban Challenge 2007 vehicle. 


Keywords 
Lane tracking system, Computer vision, Hough transforms, Least 
Square Estimator, Mobile robots 


1. INTRODUCTION 
A road is defined by several characteristics.  These may include 
color, shape, texture, edges etc.  Because the outdoor environment 
presents an array of difficulties including dynamic lighting 
conditions, poor road conditions, and road networks which are not 
consistent from region to region, it was decided that a multi-tiered 
approach was needed to identify the region of the road.  Thus, for 
the targeted application of the Urban Challenge 2007 it was 
decided that a more adaptive lane tracking system would be 
needed.  A lane tracking and lane center estimation system was 
developed that utilizes two cameras in order to produce an easier 
and more robust lane tracking system than one based on a single 
camera [1]. 


 
Figure 1. The Urban NaviGator autonomous vehicle at the 


DARPA Urban Challenge 2007 


2. System  
The target system for this research is the University of Florida 
DARPA Urban Challenge team vehicle.  The Urban NaviGator is 
a modified 2006 Toyota Highlander Hybrid SUV equipped with 
numerous laser measurement systems, cameras, a differential GPS, 


and an inertial measurement unit (IMU).  In this vision-based lane 
tracking system, two cameras are utilized.  Cameras are mounted 
above the side view mirrors on a sensor bridge and face the 
ground.  Figure 2 shows two camera locations on the Urban 
NaviGator vehicle. 
 


 
Figure 2. Wing cameras location  


 
The Matrix-Vision’s BlueFox USB 2.0 camera provides up to 
100Hz color frame grabbing rates with 640 × 480 resolutions; 
however, area of interest is smaller than the camera’s field of view. 
Source images resolutions are reduced to two 280 × 144 for the 
camera.  Both cameras’ fields of view are from the front axis of 
vehicle to 14M ahead of the vehicle.  In this field of view model, 
the vision system can see the lane lines even if another vehicle 
drivers or stays just in front of the vehicle, since the camera see 
around the vehicle.  Figure 3 (A) shows both camera’s field of 
view in an open area and (B) shows the fields of view in traffic. 


 
                                                  (A) 


 
  (B) 


Figure 3. Camera field of view  
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3. Adaptive Lane Tracking 
3.1 Edge Detection 
Edge detection is accomplished by use of the Canny edge 
detector.  The Canny filter uses multiple steps for optimally 
detected edge.  The steps are noise reduction by Gaussian 
smoothing, x and y directional edge detection using the Sobel 
method, finding single pixel edge using non-maximum 
suppression, and low, high edge thread holding and linking. 
Because of the multiple steps in the edge detecting process, the 
Canny filter provides Omni-directional line edge information and 
is good a match for road lane extracting application [2]. 


To further enhance the edge detector’s performance, only the red 
channel of the source image is processed. This channel is used 
because it has the greatest content in both the yellow and white 
colors and can thus provide the greatest contrast between 
yellow/white regions and background.  Figure 4 depicts the results 
of the canny edge filter. 


  
Figure 4. Canny filtered images 


 


3.2 Hough Transform 
The Hough transform is a technique that locates a certain shape 


in an image [3] and it is a robust tool for extracting lines, circles 
and ellipses.  For extracting certain shape in the source image, 
grouping candidate pixels and computing desired shape 
parameters are a key role in this job.  Since the Hough transform 
uses an accumulator space, also called Hough space both grouping 
and computing the lane line parameters are solved at once by the 
Hough transform technique.  


 


  
                      (A)                                         (B) 


  
                      (C)                                        (D) 


Figure 5. Detected lines by Hough transform  
The Hough transform was applied to the canny filtered edge 


based map which is shown at figure 4 [1].  The Hough transform 
generate a first order line which I sufficient for this application. 
However, the Hough transform can’t classify only the lines which 
consist of painted road lines, because other vehicles and many 
other artificial road artifacts are also detected by the Hough 
transform.  When the vehicle is passing the cross road area, stop 


lines or crosswalk lane lines are also detected by the Hough 
transform, most of which are horizontal lines.  Figure 5(A, B) 
shows Hough transform result lines in the straight road 
environment and (C, D) shows Hough transform result lines when 
the vehicle passes a stop line area. 


3.3 Lane Model 
Because of a property of the Hough transform, many lines, which 
include not just road lane lines but also other lines, are detected 
but only lane lines are need to be classified [4].  Therefore a 
search method is applied to detect only both lane lines among the 
many line candidates.  Line angle and distance parameters are 
used for this procedure.  However, sometimes more than two lines 
meet these line angle and distance conditions.  In that case, the 
closest line is selected as the lane line. 


Those angle and distance parameters are also employed for 
verifying the lane model assumption in which the road is modeled 
as plane and the lane lines are parallel to each other in the global 
view.  Also, this lane line model assumption can be applied not 
only as the vehicle drives a straight road but also as the vehicle 
drives along a curved road.  Since the camera field of view is local 
and the update rate is around 20Hz, the far area lane correction 
error caused by first order line assumption can be ignored. 


A global coordinate view, also called a bird’s eye view, is a good 
coordinate system for checking the lane model.  Figure 6 (A) 
shows detected lines on a straight road and figure 6(B) shows 
detected lines on the curved road in the bird’s eye view. 


 
          (A) 


 
            (B) 


Figure 6. Bird’s eye view image  


3.4 Estimator 
In the real world, road conditions may be such that only one 
demarcation is visible.  Even on roads in good repair with proper 
striping, the problem of losing a lane reference may occur.  This 
happens in regions such as segmented line painting, intersections, 
cross-roads, or lane merges.  For these instances, a parameter 
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estimation technique is employed to estimate the likely location of 
the missing lane boundary.  


The Linear Least Square estimation technique is applied to 
estimate first order lane line’s angle and intersection parameters. 
Whenever a lane line is detected, N numbers of line angle and 
intersection parameters are stored in a buffer.  Then when the 
vehicle passes the segmented road line area or cross road area, 
those stored parameters are employed for estimating the likely 
position of line.  This method can be applied without an accurate 
vehicle dynamic model. 


Let y be the observation vector and N the observation number.  
The observation vector can be written as 


 [ (1),..., ( )]ty y y N= . (1) 


The Least Square estimate is the value of h that minimizes the 
square deviation 


 ( ) ( ) ( )TJ h y Xh y Xh= − −  (2) 


 where X is an N × P matrix where P is the order of the 
polynomial model of the function. 


The solution can be written simply as 


 1( )T Th X X X y−=  .    (3) 


Figure 7 depicts sample results of the lane estimation result.  
Figures 7(A) and (C) show two sequential source images from the 
left camera.  Figures (B) and (D) show the detected line (blue) and 
the estimated line (orange) when the vehicle passes the segmented 
line area.  From figure 7, it is clear that the estimation process can 
effectively determine the location of the missing boundary and is 
useful when dealing with segmented lines.   


    
(A)                                                  (B) 


  
(C)                                                   (D) 


Figure 7. Two sequence source image and detected and 
estimated line  


Figure 8 shows the linear least square estimator result for the 
estimated angle parameter.  The blue dots are detected line angles 
and the orange dots are estimated line angles using N number of 
previous detected line angle data.  Therefore, the lane tracking 
system continues to generate output most of time and 
experimentation has shown the output to be reasonable. 


 


 


 
Figure 8.  Linear least square estimator result 


 


3.5 Lane center computation 
Information such as the estimated center of the current lane combined 
with lane width is used to determine the vehicle orientation within the 
lane.  After converting data from the image coordinate system to the 
real world coordinate system, both distances between the detected or 
the estimated lane lines and the vehicle are computed (Figure 9 
purple arrows).  From these distance values, lane correction data 
(Figure 9 blue arrow) and lane width (Figure 9 red arrow) are easily 
computed.  Also, the cameras’ field of view starts from the vehicle 
front axis and the accuracy of the lane width and lane center is better 
than a camera with a far field of view.  


Certain distance points, specifically 4, 9 and 14 meters from the 
vehicle reference position, are selected for computing lane correction 
data,  These values are collected by the LFSS Arbiter component 
along with other sensor data for estimating the future trajectory of the 
real ahead.  


 


 
 


Figure 9. Lane correction value definition 
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3.6 Lane Color Identifier 
Since painted road lines are only yellow or white, a simple 
histogram matching method is applied to identify lane color.  First, 
lane line mask images are generated by using the bottom part of 
the image, because this contains the most vivid color and it helps 
reducing computation.  A part of the detected or estimated Hough 
lines are used for generating the mask images.  Figure 10 shows 
both mask images.  
 


  
Figure 10. Mask images for lane line color  


 
After generating lane line mask images, the color distance 
between the lane line color and the lane color look-up table is  
calculated by Eq (4).  In this procedure, asphalt color distance is 
also calculated and those pixels are ignored.  Finally, color 
distance values are utilized for creating a histogram and deciding 
the lane color which has minimum sum of color distances [5].
   
 2 2 2min ( ) ( ) ( )d r r g g b bC p L p L p L= − + − + −          (4)  


Table 1. Lane color look-up table 


Color Red Green Blue 


Yellow 255 255 150 


White 255 255 255 


Blue 0 0 255 
 


3.7 Confidence value 
Another challenge is computing confidence values.  Even though 
the vision based lane tracking system gives reliable output in most 
cases, there will be occasions when we risk poor or even 
erroneous output from the system, and these cases need to be 
identified. Therefore, confidence values in addition to the lane 
tracking outputs are provided.  


A root mean square deviation (RMSD) value is used for 
determining the confidence value of the lane tracking system 


output, such as lane center corrections, lane width, and lane color.  
The RMSD measures the difference between actual measurement 
values and predicted values.  Therefore, it is assumed that the 
previous data is measurement value and the current measurement 
or estimate data is the predicted value.  From this assumption, the 
RMSD is calculated as the confidence value using Eq (5).  


 2ˆ ˆ ˆRMSD( ) MSE( ) E(( ) )θ θ θ θ= = −  (5) 


 


4. CONCLUSION 
This paper describes a proven dual cameras-based lane tracking 
system for autonomous vehicle development.  The entire process 
which consists of feature extraction, line detection, estimation and 
confidence value reporting delivers a stable output that is needed 
to efficiently navigate through an urban environment. 


A least square estimator computes lane line parameters even if  
the vehicle passed a cross road or segmented road line area.  
Therefore the system provides lane line information continuously 
in most cases. For better understanding of the environment, lane 
properties such as lane width and lane line colors are also 
calculated.  


 


5. REFERENCES 
[1] Velat, S., Lee, J., Johnson, N. and Crane, C. Vision Based 


Vehicle Localization for Autonomous Navigation. City, 2007. 
[2] Nixon, M. and Aguado, A. S. Feature Extraction in 


Computer Vision and Image Processing, 2nd. Newnes, 2008. 
[3] Duda, R. O. and Hart, P. E. Use of the Hough transformation 


to detect lines and curves in pictures. Commun. ACM, 15, 1 
1972), 11-15. 


[4] Hashimoto, K., Nakayama, S., Saito, T., Ishida, S., Unuora, 
K., Ishii, J., Oono, N. and Okada, Y. An image processing 
architecture and a motion control method for an autonomous 
vehicle. City, 2004. 


[5] Krishnan, N., Banu, M. S. and Christiyana, C. C. Content 
Based Image Retrieval Using Dominant Color Identification 
Based on Foreground Objects. City, 2007. 


 
 


 








  


Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Boca Raton, Florida, May 21-22, 2009                                        1 


Design of Energy Harvesters with Taguchi Optimization 
Techniques 


Mustafa Demetgul  
Marmara University 


Mechanical Department 
Technical Education Faculty 


Istanbul, TURKEY 


mdemetgul@marmara.edu.tr 


 Ibrahim Nur Tansel  
Florida International University, 
Department of Mechanical and 


Materials Engineering, 10555 W. 
Flagler St., EC 3400, Miami, FL 


33174, USA 


tanseli@fiu.edu 
 


ABSTRACT 
Energy harvesters convert vibration into electricity. Piezoelectric 
stripe actuators are highly efficient at the conversion of 
mechanical energy into electricity and may be used for the 
manufacturing of energy harvesters.  In this study, relationship 
among the experimental condition (frequency), actuator geometry 
(beam length, and mass) and generated electricity (voltage) was 
studied.  The test parameters were determined by using Taguchi 
experimental design method. Orthogonal arrays of Taguchi, the 
signal-to-noise (S/N) ratio, the analysis of variance (ANOVA) 
were used for determination of the optimal parameters to obtain 
the maximum electricity.  Confirmation tests were performed to 
evaluate the effectiveness of Taguchi optimization method. The 
study indicated that the Taguchi method is suitable for selection of 
the optimum dimensions of the piezo electric actuators.  


Keywords 
Energy Harvester, Taguchi technique, Optimization, Piezoelectric. 


1. INTRODUCTION 
The low energy need of the recent electronic components and 
sensors encouraged new methods for on the spot energy 
generation. Energy harvesting from the vibration has been added 
to the conventional solar, wind, and thermoelectric power 
generation systems.  Piezoelectric materials or tiny generators 
converted ambient vibrations into electricity to power devices 
directly or store the energy in capacitors or batteries for later use. 
The main attraction of the power harvesting is elimination of need 
for wiring and battery replacement [1-6]. They have been used for 
powering very low energy consuming systems [7] including 
sensor networks, radio frequency identification devices (RFID) 
and watches. Energy harvesters may be very useful to realize the 
intelligent structures with hundreds of sensors, actuators and 
control electronics [8].  
Taguchi’s approach has been used for statistical design of 
experiments [9-15], and selection of the optimal solutions [14]. 
This approach identifies the significance of each parameter on the 
targeted outputs [12-15] and has been widely used by the 
researchers [9–11]. 
In this paper, Taguchi’s design methodology is used for selection 
of the optimal parameters of energy harvesters based on the 
experimental results. 


2. EXPERIMENTAL SETUP and DATA 
COLLECTION 
American Piezo Ceramics, Inc. (APCI) (Catalog No. 40-1010 
(600/200/0.60-SA)) piezoelectric stripe actuators were used in the 
experiments. Their dimensions were 53 mm by 20 mm with the 
thickness of 0.6 mm. The diagram of the experimental setup is 
presented in Fig. 1.  The beam was attached to a V6100-6 VT5 
Vibration Test System.  A harmonic signal was generated using a 
BK Precision 4017 signal generator connected to the MacroTech 
Crown XTI 1000 power amplifier of the exciter.  The signal of the 
function generator and the output of the piezoelectric actuator 
were connected to a Nicolet Integra 10 digital oscilloscope.   
 


 
Figure1.  Diagram of the experimental setup. 


The experimental data was collected with three different lead 
weights attached to the beam tip with 1.9, 4.7, and 6.85 g masses. 
The lengths of the beam were set to 21, 32, and 43 mm in the 
experiments.  Each experiment was repeated with 10 Hz intervals 
between 10 and 190 Hz.  One more experiment was carried out 
for each beam length and mass combination to find the resonance 
frequency and the maximum amplitudes of the generated voltage 
and tool tip displacements.  The experimental data was collected 
by using the Integra 10 digital oscilloscope.  The data was stored 
on the floppy disks.  The experimental data was inspected with 
Excel program and peak to peak voltage was found for each 
experiment.                             
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3. TAGUCHI METOD, DESIGN of 
EXPERIMENT 
The best combination of parameters was selected by using the 
Taguchi analysis. The generated voltage was correlated by the 
frequency, beam length and mass. In the experiments the 
following parameters were used: 
Frequency: 20, 30, 40, 50, 60, 70 Hz,  
Beam Length: 21, 32, 43mm, and  
Mass: 1.9, 4.7, 6.85g.  
Possibility parameter values are presented in Table 1. The 
experimental data was arranged as standard L18 (6**1 3**2) 
orthogonal array. Each row of the matrix represents one trial. 
However, the sequence in which these trials are carried out is 
randomized. The three levels of each factor are represented by a 
‘1’ or a ‘2’ or a ‘3’ for B and C in the matrix. The six levels of 
each factor are represented by a ‘1’, ‘2’, ‘3’, “4”, “5”, or a “6” for 
B and C in the matrix.  


       Table1. Factors and their levels 


Samp Condi. L 1 L 2 L 3 L 4 L5 L6 


A Frequency 
(Hz) 20 30 40 50 60 70 


B 
Beam 
Length 
(mm) 


21 32 43    


C 
Mass 
 (g) 


1.9 4.7 6.85    


 


Taguchi used the signal-to-noise (S/N) ratio as the quality 
characteristic of choice. S/N ratio is used as a measurable value 
instead of standard deviation.  When the mean decreases, the 
standard deviation also decreases.  The collected experimental 
data is presented in Fig.2. 


3. 1. Analysis of variance (ANOVA) 
 Sir Ronald Fisher developed the ANOVA method in the 1930s 
for analysis of the  agricultural experiments. Today, ANOVA is a 
well known statistical tool for objective decision-making. The 
relative effect of the different factors is determined from the 
calculated variance values. The confidence intervals and the error 
variance are calculated.   The relative importance of the factors is 
determined from the S/N ratio. 


4. RESULTS 
To generate electricity piezoelectric stripe actuators with two 
wafers (45.974 x 20.574 x 0.254 mm) were used. The 
experimental conditions and the results are presented in Table 2 
and Fig. 2 respectively. To achieve the best possible accuracy, 
experimental data was collected by exciting the beam at the 
selected frequencies instead of applying white noise and 
calculating the frequency domain characteristic 
 
 
 
 


Table2. Parameter of Experiments 


Experiments 
Beam 


Length 
(mm) 


Mass 
(g) 


1 21 1.9 
2 21 4.7 
3 21 6.85 
4 32 1.9 
5 32 4.7 
6 32 6.85 
7 43 1.9 
8 43 4.7 
9 43 6.85 
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Figure2. Experimental Result 


The objective of experiment is to determine the optimal 
parameters to get the maximum voltage. Appendix1 lists the 
experimental results.  In the table, the generated voltage, factors 
(frequency, displacement and mass) along with their computed 
S/N ratio, mean and designation are presented. Tables 3 and 4 
show the mean S/N ratio for each levels. The values in these 
tables were plotted in Figs. 3 and 4, respectively.  


    Table3. Voltage  response table for design 
 
 
 
 
 
 
 
 
 
 


 
Level 


A B C 


 1 0.1705 0.8103 0.9037 
2 2.0638 1.2682 0.6617 
3 2.0168 1.4901 2.0031 
4 1.3894   
5 1.0471   
6 0.3496   
∆ 1.9463 0.6798 1.3414 


Rank 1 2 3 
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The response tables for each level of the design parameters 
(frequency, displacement, and mass) were created in the 
integrated manner and the results are listed in Table 3. Maximum 
values were A2 (2.0638), B3 (1.4901), and C3 (2.0031).  They 
were selected to be used for the optimization. The n response table 
for each level of the design parameters (Tables 1 and Appendix1) 
(frequency, displacement, and mass) is presented in Table 4. 


           Table4. S/N response table for voltage 
 
 
 
 
 
 
 
 
 
 
 


The effect of the frequency, displacement and mass on the power 
generation is outlined in Table 5. The P values in the table shows 
the significance levels (suitable and unsuitable) of the parameters. 
Based on the P values, the influences of the parameters 
(Frequency (A), displacement (B), mass (C)) are 36.599%, 
23.122%, 13.580% respectively.  The A (Frequency) and B 
(Displacement) make the largest contribution to the overall 
performance.  
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Figure3. Response table for voltage 
The optimum generated voltage is calculated from the values 
listed in Appendix1 and Table3 by using the following equations: 
Predicted Mean (Maximum voltage) 
= A2+ B3+C3 −2x(Y) 
= 2.1168+1.4901+2.0031-2X(1.190)= 3.23 
Similarly, the maximum S/N ratio is calculated to determine 
whether or not the maximum voltage is acceptable. 
Predicted S/N Ratio(Maximum voltage) 
= nA3+nB3+nC3-2X(n) 


 
= -4.8285-4.9071+0.4287-2X(-6.40)=3.4931 
where n is the average value of generated voltage or S/N ratio. 
The energy harvester creates the best voltage (V = 3.23 V) within 
the range of selected parameters in Table 1.  


Table5.  ANOVA results for voltage for design energy 
harvester 
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Figure4.  The smaller the better S/N graph for voltage. 
5. CONCLUSION 
Taguchi method was used in this study for the selection of the 
optimum design parameters to generate the maximum voltage 
with energy harvesters.   


 Experiments were statistically designed based on 
Taguchi methods.  L18 orthogonal array was prepared 
and used to estimate the maximum voltage. Also, the 
conceptual S/ N ratio was calculated for the selected 
experimental conditions. 


 Conceptual S/N ratio and ANOVA approaches made 
similar estimations. 


 Statistical results at the 95% confidence level showed 
that the Frequency (A), Displacement (B), and Mass (C) 
influenced the generated voltage.  Their contributions or 
priorities were found 36.599%, 23.122%, and 13.580% 
respectively. 


 In this study, the analysis of the confirmation 
experiments for energy harvester has shown that 
Taguchi method estimated the optimum design 
parameters (A2B3C3).  The parameters at the optimal 
operating conditions were the following: Frequency= 30 
Hz (A1), Displacement=43 mm (B1), and Mass= 6.85 g 
(C3). 


 
Level 


A B C 


 1 -7.4917 -8.2611 -9.7916 
2 -4.8285 -6.0324 -9.8377 
3 2.3083 -4.9071 0.4287 
4 0.4266   
5 -6.0843   
6 -12.7315   
∆ 19.7999 3.3540 10.2664 


Rank 1 3 2 


Source DF SS  Ms F P               P(%)  


A 5 16.285 2.057 0.60 0.901       36.599  
B 2 10.442 0.721 0.21 0.614       23.122 
C 2 6.133 3.067 0.90 0.445       13.580 
Error 8 12.301 3.413                                        21.280 
Total 17 45.161                             100.00 
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                  Appendix1. Experimental results for voltage and its corresponding S/N ratio,mean and designation  


Experiments Frequency 
(Hz) 


Displacement 
(mm) 


Mass 
 (g) 


Voltage 
(V) 


S/N Ratio 
(dB) 


Mean Designation 


1 1 1 1 0.066 -22.74392 -0.49454 A1B1C1 
2 1 2 2 0.1062 -20.56138 -0.27862 A1B2C2 
3 1 3 3 0.3393 -9.169648 1.284659 A1B3C3 
4 2 1 1 0.09541 -10.08077 1.398725 A2B1C1 
5 2 2 2 0.3438 -7.898235 1.614644 A2B2C2 
6 2 3 3 5.75208 3.4935 3.177922 A2B3C3 
7 3 1 2 0.26417 -2.990148 1.209784 A3B1C2 
8 3 2 3 3.97 9.50498 3.009111 A3B2C3 
9 3 3 1 2.11625 0.40999 2.131525 A3B3C1 
10 4 1 3 0.93125 5.39465 1.823761 A4B1C3 
11 4 2 1 2.791 -2.596946 1.182225 A4B2C1 
12 4 3 2 0.44583 -1.517798 1.162094 A4B3C2 
13 5 1 2 2.7145 -11.38271 0.140087 A5B1C2 
14 5 2 3 0.23575 1.11242 1.939415 A5B2C3 
15 5 3 1 0.19108 -7.982572 1.061829 A5B3C1 
16 6 1 3 0.7905 -7.763515 0.784012 A6B1C3 
17 6 2 1 0.1625 -15.75511 0.142476 A6B2C1 
18 6 3 2 0.095833 -14.67597 0.122345 A6B3C2 
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ABSTRACT 
The designed robot, “Tim TeBOT”, plays paper football against a 
human opponent.  It operates with the function of hitting a yellow 
paper football to score a touchdown, then allowing the human 
opponent to take their turn.  All components are interfaced with 
an ATmega 128 processor.  A CMU Cam 2+ is used for vision 
sensing of a yellow paper football on the field.  A custom stadium 
was designed for the robot to play which allowed for a more 
desirable and consistent autonomous operation.  Ultrasonic 
sensors are used to determine distances and robot location on the 
field.  The robot was able to play the game as desired with only 
minor issues in actual execution. 


Keywords 
Paper Football, Robotics, Vision Sensing, Color Tracking 


1. INTRODUCTION 
The autonomous robot, named “Tim TeBOT”, was designed as a 
project for the Intelligent Machine Design Laboratory course at 
the University of Florida.  His intended objective is to play a 
game of paper football against a human opponent autonomously.  
The robot will have the ability to identify the football on the 
playing field, approach it at a proper angle to hit the ball so that it 
stays in the playing field, and hit it with a variable force 
depending on the robot’s location on the field. 


A background of the rules and objectives of paper football will be 
given, after which the designs, both mechanical and electrical, 
will be discussed of the robot and environment.  Finally a 
discussion of experimentation and results will be given to 
evaluate the performance of the autonomous robot. 


The robot will begin behind his end zone and progress through a 
routine to search the field from right to left beginning at his goal 
line.  If the football is found TeBOT will proceed at a right angle 
to hit the football and align itself with the opposing end zone wall 
to hit the football.  If no football is found, TeBOT will move 
forward up the field and repeat its search until it has reached the 
end of the field, in which case it should have found the football 
otherwise resulting in a failure of operation. 


2. PAPER FOOTBALL RULES 
The rules used in the robot’s adaptation of paper football were 
heavily influenced by the standard rules of paper football [1].  
The overall objective of the game is to score touchdowns and 2 
point conversions by sliding the football across the playing field 
in a single fluid motion.  (Humans usually use a single finger to 
flick the “ball.”)  If the ball stops before the opposing player’s 


goal line, the opposing player has a turn to hit the football from its 
current location.  If the ball is slid past the back of the end zone, 
the ball is placed at the 20 yard line in the middle of the field and 
play resumes with the other player’s turn.  The robot will be 
unable to retrieve a football hit beyond the back of the end zone, 
this must be done by the human to recover and reposition the 
football at the 20 yard line.  The robot assumes that it is his turn 
to play 20 seconds after his previous play.  A touchdown is scored 
when a football stops with part of it on the goal line.  The adapted 
rules are listed below:  


1. How to Win: Score points with “Touchdowns” (6 points), 
“2-Point Conversions” (2 points) 


2. Game Length: Players decide beforehand that either: a) the 
first player who scores a pre-determined number of points 
wins, or b) the game is timed and the player with the most 
points when the clock runs down is the winner. Begin by 
flipping a coin to determine which player will choose to kick 
or receive the football. 


3. Touchdowns are easily determined by observing if any part 
of the football passes finishes on the opposing player’s goal 
line (prior to hitting the endzone wall). 


4. The kickoff is played by placing the ball at the 20 yard line 
in the center of the field. 


5. Opponents take turns sliding the football back and forth 
across a table top using your fingers in either a “flicking 
motion” with the index/middle finger or with a single 
“bump” with two fingers, once per turn. In the robot’s case 
this is done by spinning its wheel.  An extended pushing of 
the ball is against the rules, the football is placed back to its 
original location and the offending player loses his turn. 


6. Touchdowns, which are worth 6 points, count when after 
flicking or kicking off the football it stops with any part of it 
hanging over the edge of the goal line. 


7. If a touchdown is scored the scoring player must attempt a 
“2-Point Conversion.” 


8. 2 Point Conversion: The football is placed in the middle of 
the table (this approximates the 50 yard line on the field) and 
is given only one flick or bump to try to have the ball stop 
with part of it hanging over the goal line as in a touchdown. 
If part of the football is hanging over the goal line then 2 
points are scored; if not, then no 2-point conversion points 
are scored. Either way, the game then continues with a kick 
off from the player who scored the touchdown. 


9. An “Out-of-Bounds” occurs when the football is flicked or 
kicked off and touches the “out of bounds” territory 
identified by the side lines of the field. Then the human 
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Figure 1. Integrated system design for the autonomous mobile robot Tim TeBOT. 


simply judges which “yard line” the ball left the field and 
places the ball as they wish back onto the playing field at 
that point, and the ball is in play again. 


10. A “touchback” occurs when the football is flicked or kicked 
off and goes out of the end-zone. Then the person defending 
simply places the football at the 20 yard line taking 
possession at the 20; the ball is in play again. 


3. INTEGRATED SYSTEM 
The robotic system consists of the following components which 
are visually depicted in a block diagram in Figure 1. 


The components comprising the Tim TeBOT system and their 
purposes are listed below: 
 ATmega 128 [2]– This is the central processing unit for the 


entire system.  All code executes on this device and 
interfaces with all of the components on the platform except 
the camera servo which is managed by the CMU Cam 2+. 


 LEDs – Visual indicators of the state of the robot.   


 Debug LCD –Used to display data for debugging purposes. 
 Servo Motors –Used for motion of the robot. 
 Servo Motor –Used to move the DC-motor into a docked (no 


hitting) and undocked (hitting) state.   
 DC Motor - Used to spin the hitting wheel to a calculated 


speed in order to hit the football the desired distance. 
 Ultrasonic Sensors (F) –Used to determine the robot’s 


distance from the end zone and to align itself with the wall in 
front of it. 


 Ultrasonic Sensors (B) –Used to determine a distance behind 
the robot when backing up. 


 CMU Cam 2+ - This vision sensing device performs all of 
the image processing in order to identify a color (the yellow 


football) and to track the football when the robot is in 
motion.  Since all of the image processing is performed on 
this device, the CMU Cam’s processor on is considered a 
coprocessor to the ATmega. 


4. MOBILE PLATFORM 
4.1 Design 
The platform underwent two revisions during its development.  
The second revision maintained all of the functionality of the first 
platform while adding other functions such as a spinning wheel 
mechanism to hit the football down the field. 


The platform is approximately 9” wide by 10” long by 7.5” in 
height.  The robot structure has two rear wheels driven by two 
standard hobby servos (hacked for continuous rotation), with two 
front weight supporting pegs that do not guide in robot 
movement.  The servos and pegs are mounted to an enclosed box 
that contains all of the electrical components.  Refer to Figure 2 
for a CAD image of Tim TeBOT.  The CMU Cam 2+ (omitted 
from the CAD drawing) was mounted atop the robot on the front 


in order to have an over head view of the front of the robot.  
There is third un-hacked servo (between the two rear wheel 
hacked servos) that controls the hitting wheel’s location by being 
in the docked (up) or undocked (down) position.  See Figure 3. 


 







  


Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Boca Raton, Florida, May 21-22, 2009                                        3 


Figure 2. Mobile platform CAD drawing made in Solid 
Works. 


 


Figure 3. Docked hitting wheel in center of the platform. 


Figure 4 shows the robot.  The platform top has cutouts for a 16x2 
character LCD screen and 6 LEDs.  Four holes were created in the 
front to mount two ultrasonic sensors (SRF04) [3,4]; the rear has a 
single ultrasonic sensor mounted in the middle.  A JTAG port 
penetrates the robot body to in order to facilitate easy 
reprogramming and debugging of the microprocessor on the 
enclosed electronics board. 


Below the robot platform (see Figure 3) is an servo-driven arm 
that moves a DC motor attached to the hitting wheel.  The servo is 
used to keep it out of the way when not in use (docked).  When 
undocked position, the hitting wheel is enabled to hit the ball. 


Movement of the robot is performed by spinning the hacked 
servos either in the same direction (forward or backward) or in 
opposite directions (to turn left and right).  Spinning both the 
servos for turning allows the robot to pivot about a point closer to 
the center of the robot; spinning only a single wheel causes wide 
turns and slipping of the other motor, and should generally be 
avoided. 


The CMU Cam 2+ was used for image detection and image 
processing to track the football.  This piece of hardware (omitted 
from Figure 1) was placed atop the platform (see Figure 4).  A 
hobby servo was used to allow the CMU Cam 2+ to tilt when 
tracking an object.  This servo was the only servo not directly 
controlled by the system microprocessor; instead the CMU Cam 
2+ coprocessor controlled the servo movement (which would 
ultimately get movement commands issued from the main 
ATmega 128 processor).  Figure 4 shows to is an image of Tim 
TeBOT upon final completion which includes the CMU Cam 2+. 


 


 


Figure 4. CMU Cam 2+ in tracking (top) and non-tracking 
(bottom) configurations 


4.2 Turning Delays 
Approaching the football at a right angle is crucial to hitting the 
football and keeping it in bounds.  As an example, if the robot is 
in the middle of the field and the football is to the right of the 
robot, TeBOT must approach the ball at a right angle to hit it 
straight down the field. Otherwise, if TeBOT approached the 
football straight on, the ball would be hit out of bounds to the 
right sideline. 


To ensure proper turn values when searching for and approaching 
the football, measurements were taken to observe how long to 
keep turning the servos when turning the robot in a certain 
direction.  (The longer the delay, the farther the larger the turn.)  
Measurements were taken to determine the proper delays for turns 
of 90°, 45°, 0°, -45°, and -90°.  These values were then 


extrapolated to a linear function to estimate the turning delays for 
other turning angles.  The calculated delays are shown in Table 1. 


5. OPERATING ENVIRONMENT 
Four inch tall walls were required to be constructed around the 
field to allow the ultrasonic sensors on the robot to determine the 
distance from the walls.  This gave rise for the need of a dedicated 
playing environment for the robot to operate in.  Although pieces 
of wood around the perimeter of the field may have sufficed for 
proper operation of the robot, a more controlled environment was 
desired that had a known playing floor friction/smoothness for 
proper ball sliding, floor color, lighting, goal lines side lines, 
robot movement area, robot waiting area, and human playing 
area.  Refer to Figure 5 for a conceptual design of the field and 
Figure 6 for a picture of the constructed environment. 


Table 1. Turning Delays 


Measured 


Delay (ms)


Calculated 


Delay(ms)


‐1 1 10
‐2 2 21
‐3 3 31
‐4 4 41
‐5 5 52


‐10 10 104
‐15 15 157
‐20 20 211
‐30 30 317
‐40 40 425
‐45 45 480 480
‐50 50 536
‐60 60 645
‐70 70 756
‐80 80 868
‐90 90 910 910


Angle
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Figure 5. Conceptual CAD design created in Solid Works. 


 
Figure 6. Constructed environment for robot operation. 


The features of the stadium and purposes are listed below: 


 Slick surface - Allows for consistent servo movement 
operation every time robot is used.  For example, using 
different tables resulted in inaccurate 90° turns that are 
required for proper operation.   


 Stadium lighting - Allows for consistent lighting conditions 
for the camera to operate properly and guarantee that it will 
be able to see the yellow football the same each time the 
robot is used.  There are four stadium lights. 


 Walls - This allows the robot to use its ultrasonic sensors to 
determine its distance to the goal line once it has approached 
the paper football.  The walls also provide the robot with a 
means to align itself perpendicularly so that it can hit the ball 
in a line perpendicular with the goal line. 


 Goal line - This provides a consistent goal line distance for 
the robot.  It is also aesthetically pleasing. 


 Centerfield “F” - This was intended to be a stumbling block 
for the design to ensure that the robot can properly 
distinguish the yellow football from the orange 'F' in the 
field.  (The “F” stands for the Florida of the University of 
Florida.) 


 Horseshoe “U” stadium design - This gives an open end for 
the human user to easily play against the robot without 
having to reach over the stands. 


 Green field - This provides a good background to give a 
contrast between the yellow paper football and the field. 


 Looks like a stadium - It was initially understood early on in 
the design process that a playing environment was necessary.  
The look of a stadium is purely for aesthetic purposes. 


 Jumbotron – This fully functional LCD panel (digital picture 
frame) had no purpose other that to provide an aesthetic 
addition to the project.  The Jumbotron played prerecorded 
credits and Gator videos during game. 


6. ACTUATION 
The actuation mechanisms of the robot consist of four total 
servos, two hacked for locomotion, one for camera tilt, and one 
for docking and undocking the hitting mechanism.  The final 
piece of actuation is the DC motor used to spin the hitting wheel 
that hit the football. 


The operation and functionality of the locomotion, camera, and 
dock/undock servos were discussed previously.  The DC motor 
operates by receiving a PWM signal, just as the servos do.  The 
PWM signal allows for varied motor spinning speeds while 
operating on a constant 5V supply [5].  The switching of the 
PWM to operate the DC motor is done by using an H-bridge 
circuit to enable or disable the motor.  The larger the duty cycle 
of the PWM signal to the H-bridge the faster the DC motor spins. 


Measurements were taken at various PWM speed values.  Ten 
measurements were taken for each speed value (900, 1050, 1200, 
1350, and 1500) and an average of the corresponding hit distances 
were determined.  These values were then extrapolated to an 
exponential, linear, and 3rd order polynomial approximations 
shown in Figure 7 and Figure 8, and in Table 2. 


 
Figure 7. Servo values versus estimated distances for an 


exponential and a linear approximation. 
 


The 3rd order polynomial’s trend curve was given by the 
following equation where x is the servo value and y is the 
calculated distance,  


y = 1.25 x2 – 17.50 x + 56.67    . 


 
Figure 8. Best case approximation using a 3rd Order 
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Polynomial function. 
 


The 3rd order polynomial approximation was the lowest order 
approximation that accurately determined the servo values for 
hitting strengths of the ball with the DC motor.  These values 
were then hard coded into the behavior of the robot to determine 
hitting strengths based on distance from the end zone.  Since the 
robot operates in a controlled environment, it would be expected 
that the hitting distances would remain consistent over multiple 


hit attempts, however it was observed that there was a large 
variation in the distances that the ball would travel upon being hit.  
It is hypothesized that this occurred because of the orientation of 
the football when being hit.  It was theorized that if more of the 
football was covered when the hitting mechanism engages with 
the ball, then the football would travel further than if less was 
covered.  This issue can be overcome in future versions by 
analyzing the orientation of the football first and aligning the 
robot in order to obtain a consistent hitting surface area. 


7. SENSORS 


7.1 Ultrasonic Sensors 
Two ultrasonic sensors in the front of the robot are used for 
distance measurements to determine how far away the robot is 
from the end zone.  These sensors are also used for alignment 
with a perpendicular wall.  By taking multiple measurements and 
averaging them on both sensors, an error value can be determined 
between the left and right side.  If the right side is farther than the 
left, then the robot is turned too far to the right; similarly, if the 
left sensor is larger than the right, the robot is turned too far to the 
left.  By continuously measurements, the robot was able to align 
itself with any wall on the field (as long as the ultrasonic sensors 
were detecting the same wall and not two adjacent walls).  The re-
alignment function helps to correct for errors when turning the 
robot with timing delays.  This helps to approach the football at a 
right angle and for the robot to return to its starting position. 


The third ultrasonic sensor on the back of the robot is used for 
distance detection when the robot is moving in reverse, primarily 
for when it returns to its starting position and when it backs up 
slightly to approach the football. 


7.2 CMU Cam 2+ 
The CMU Cam 2+ [6] is connected directly to the Atmel ATmega 
128 communicating through a through a serial port (UART).  The 
power to the camera is supplied directly from the 8.5V voltage 
regulator. 


Since there is a controlled environment for the robot, the color of 
the football is hardcoded into the robot, i.e., no color calibration is 
necessary.  In most situations, when the environment is not well 
controlled, it is critical to calibrate the CUM Cam for every use. 
The camera is used to detect the paper football on the playing 
field.  After detection, the robot approaches the paper football at 
the proper right angle to hit the ball straight down the field. 


The “track color” command of the CMU Cam 2+ is used to 
identify the football and to keep the football in the image; the tilt 
servo attached to the camera (which is controlled by the CMU 
Cam 2+ and not the ATmega 128 processor) performs this 
function.  This is done by sending 4-byte commands and 
receiving a standard packet of data via UART identifying where 
the ball is located in the camera’s field of vision. 


7.3 Football Color (CMU Cam 2+ Extension) 
Five football colors were considered and tested: red, green, blue, 
purple, and yellow.  A comparison can be seen between the five 
colors in Figure 9 (Red), Figure 10 (Green), Figure 11 (Blue), 
Figure 12 (Purple), and Figure 13 (Yellow). 


 
Figure 9. Red blends too easily with orange wall. (R 255 G 0 B 0) 


Table 2: Hitting strengths and distances.  The servo value 
are used to set the duty cycle of the 50 Hz PWM signal. 


Servo 


Value


Exponential 


Distance (Inches)


Linear 


Distance 


(Inches)


Actual 


Values


Polynomial 


Distance 


(Inches)


850 64 42 46


875 57 40 43


900 51 38 41.4 41


925 45 37 38


950 41 35 36


975 36 34 34


1000 33 32 32


1025 29 30 30


1050 26 29 26.1 28


1075 23 27 26


1100 21 26 24


1125 19 24 22


1150 17 22 20


1175 15 21 18


1200 13 19 18 17


1225 12 18 15


1250 11 16 14


1275 9 14 12


1300 8 13 11


1325 8 11 10


1350 7 10 8.3 8


1375 6 8 7


1400 5 7 6


1425 5 5 5


1450 4 3 4


1475 4 2 3


1500 3 0 2.55 3


1525 3 ‐1 2


1550 3 ‐3 1  
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Figure 10. Green blends too well with green field. (R 0 G 255 B 0) 


 
Figure 11. Light blue has slight confusion with field however remains 


relatively consistent. (R 173 G 216 B 230) 


 
Figure 12. Purple blends intolerably with orange wall. (R 128 G 0 B 


128) 


 
Figure 13. Yellow is extremely identifiable and does not get confused 


with any other colors in the image. (R 255 G 255 B 0) 


8. FUNCTIONAL BEHAVIOR 
The robot works by starting at the goal line in the center of the 
field and booting up with an initialization sequence that requires 
about 8 seconds (including the time for the camera to adjust to 
lighting conditions).  The robot then proceeds to search for the 
yellow colored football directly in front of it, looking at three 
different angles of tilt with the camera (away, middle, and close).  
If nothing is found TeBOT will turn 45° to the right and perform 


the same three angle searches; if nothing is found again realign 
and then turn 45° to the left.  If the football found, TeBOT will 
approach the football at a right angle by aligning to a wall to his 
right or left and then proceeding a calculated distance, depending 
on the angle of the robot with respect to the football position.  He 
will then turn 90 degrees to face the football.  This is what is 
meant by approaching at a right angle. 


A simplified flow chart of the search algorithm is shown in Figure 
14.  For readability, the algorithm has been simplified for this 
figure.  The 45° turns (executed 3 times) are actually 15 degree 
turns (executed 7 times).  Additionally, the track color boxes are 
more complex in the actual software, since they have three angles 
for tilting when searching in a particular direction. 


 


Figure 14. Simplified software flow of the search algorithm. 


When Tim TeBOT is close enough to the football, he will stop at 
a fixed distance from the ball.  After stopping, the robot will align 
itself with the football. The robot will then drive over the football, 
pass it, undock its hitting motor and start to spin it at a certain 
speed based on the distance of the robot from the end zone.  Once 
spinning, the robot will drive backwards over the football to hit it 
towards the end zone.  The robot will then return back to its 
starting position using its distance sensors and alignment 
algorithms.  
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9. RESULTS AND CONCLUSION 
The robot functioned very closely to its desired behavior.  He 
consistently and reliably located a football directly in front of him 
and hit it a reasonable distance toward the goal line.  Similarly, 
for footballs at the side of the robot, the algorithm to identify balls 
to the left and the right worked properly and did not experience 
any false detections due to the lighting or other colors in the 
arena. 


Upgrades that would make Tim TeBOT more successful in 
playing (and winning) the game include improvements in the 
distance measurements (for hitting strength), a more reliable 
turning algorithm, better lighting when the ball is close to the 
robot (when the robot’s shadow blocks the stadium lighting), an 
edge detection algorithm to determine how to better align with the 
football, and a more reliable alignment algorithm. 


Distance measurements taken with the SRF04 are only reliable 
with a resolution of 2-3 cm when approximately 100 cm (the 
length of the field).  This caused slight variations in the hitting 
strength.  Distance sensors with better resolution would allow for 
improvements in the alignment algorithm. The slight variations in 
the returned values lead to errors that were unavoidable with the 
present sensor resolution.  This caused the robot to be several 
degrees off from its desired perpendicular line. 


When the robot approaches the ball and the camera is directly on 
top of the ball, the camera can no longer track the object since the 
camera casts a shadow on the object reducing the lighting 
conditions.  To alleviate this issue, lights could be placed on the 
camera board to allow for better light when close to the football. 


As stated previously, an edge detection algorithm used by the 
CMU Cam 2+ would be ideal to determine the orientation of the 
football.  Knowing the football orientation would allow the robot 
to achieve more reliable hits.  However an edge detection 
algorithm for a color tracking does not exist in the CMU Cam 2+ 
hardware that was used.  The CMU Cam 3 is an open source 
version of the CMU Cam 2+ and could be used to accomplish this 
task.  The CMU Cam 3 is significantly more expensive than the 
2+.  Another very popular open source camera that could be used 
for this application is the AVRcam. 


10. ACKNOWLEDGMENT 
This project was supported by the Intelligent Machine Design 
Laboratory and Machine Intelligence Laboratory at the University 
of Florida, with the aid of Mike Pridgen, Thomas Vermeer, Dr. 
Eric Schwartz, and Dr. Antonio Arroyo. 


 


11. REFERENCES 
[1] “How to Play Paper Football,” http://www.wikihow.com/ 


Play-Paper-Football, April 2009. 
[2] “Atmel ATmega128: 8-bit AVR Microcontroller with 128K 


Bytes In-System Programmable Flash,” www.atmel.com/ 
atmel/acrobat/doc2467.pdf , June 2008. 


[3] “Devantech SRF04 Ultrasonic Range Finder,” 
http://www.acroname.com/robotics/parts/R93-SRF04p.pdf, 
2003. 


[4] “SRF04 - Ultra-Sonic Ranger Technical Specification,” 
http://info.hobbyengineering.com/specs/devantech-srf04-
tech.pdf, May 2003. 


[5] F. Vahid, T. Givargis, “Embedded System Design A Unified 
Hardware/Software Introduction,” 2002, pp. 92-95. 


[6] “CMUcam2 Vision Senor: User Guide,” http://www.cs. 
cmu.edu/~cmucam2/CMUcam2_manual.pdf, 2003. 


 


John Kurien earned his Master’s of Science 
degree in Electrical Engineering in May 2009 
from the University of Florida (UF). He 
previously earned a Bachelor of Science degree 
from UF.  John has accepted a position with 
Raytheon Company’s Integrated Defense 
System business division as a participant in the 
Rotational Engineering Leadership Development 
Program (RELDP) in Sudbury, Massachusetts.  
He will begin his employment at Raytheon in 
July 2009.   


The work presented here was conducted with the 
Intelligent Machine Design Laboratory and the Machine Intelligence 
Laboratory at the University of Florida, under the direction of Dr. Eric 
Schwartz, Dr. Antonio Arroyo, and Dr. Carl Crane. 


 


 








 - 1 - 


2009 Florida Conference on Recent Advances in Robotics, FCRAR 2009 Boca Raton, Florida, May 21-22, 2009 


Analysis of a Straight Ladder Slippage 
Oren Masory 


Florida Atlantic University 
Department of Mechanical Engineering 


Boca Raton, FL 33431 
(561) 297-3424 


masoryo@fau.edu 


 
 


ABSTRACT 


Keywords 
Ladder, Straight ladder, Extension ladder, Ladder safety 


1. INTRODUCTION 
"The number of emergency room visits from ladder-related 
injuries totaling more than 222,000 more than those for lawn 
mowers and home workshop saws combined," warns John 
Drengenberg, manager of Consumer Affairs at Underwriters 
Laboratories Inc.”[1]. Clearly the financial loses due to these 
accidents are measured in hundreds of dollars per year. 


There is a large number of publications that discuss the safety and 
the proper use of the different variety of ladders. This paper deals 
only with straight or extension ladders. These ladders can be 
mounted in two different ways as shown in Figure 1: 


1. “Wall Mounting” – In this case, the top of the ladder 
leans against a wall, as shown in Figure 1a; and 


2. “Edge Mounting” – In this case, the ladder is leaning 
against an edge at some point along its length as shown 
in Figure 1b. 


 
 
 
 
 
 
 
 
 
 
 
 
 
  (a)   (b) 


Figure 1: Straight ladder mounting. 


 
“Wall Mounting” is very common in applications such as 
cleaning, painting etc. In depth analysis of this case is given in 
[2]. Two important conclusions are provided: 


1. The static coefficient of friction at the ladder’s foot 
should be at least 0.7104, regardless the surface and its 
condition, in order to prevent slip out. 


2. The stability of the ladder is relatively insensitive to the 
coefficient of friction between the wall and the top of 
the ladder. 


 


Further investigations and experimental result of the case of 
mounting are described in [3-6]. The major conclusions of these 
studies are: 


1. The ladder mounting angle, θ, is the most critical 
parameter affecting the required friction at the ladder’s 
feet (for ascending or descending). 


2. The required coefficient of friction, at the ladder feet, 
and the associated slip out risk increase as the subject 
climbs higher. 


 


“Edge Mounting” is very common when a person is climbing to 
higher surface, such as a roof.  For unknown reason no analysis of 
this case was found. This paper will attempt to evaluate the 
stability conditions of a ladder that is mounted this way 


2. ANALYSIS 
 


In impending motion conditions, when the ladder just starting to 
slide, only one of the friction forces F1 or F2, shown in Figure 2, 
reaches its maximum available value of: 


 F = µN     (1) 


where N is the normal force and µ is the static coefficient of 
friction (COF) at the contact points. Since it is not known at 
which point slippage first ocurrs, the values of F1 or F2, cannot be 
assigned according to Eq. 1.  
 
As a first step in the analysis, it is important to determine where 
the slippage occurred, at the bottom (point A) or at the top (Point 
B) contact point. Three equilibrium equations are available in 
equilibrium: 
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where W represents the equivalent of all vertical loads, Wi, applied 


at a distance ai from the bottom of the ladder: 
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where a is the point of application of W along the ladder as shown 
in Figure 1. The relationship between the two friction forces can 
be obtained from Eq. 2: 


αα cos2sin
2 BA F
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Since FA should be positive, this result indicates that the friction 
force at the bottom of the ladder is always larger than the friction 
force at the top of the ladder. For similar COF at A and B it means 
that the friction force FA will reach its maximum available value 
first.  


 


 


 


 


 


 


 


 


 


 


 


 


 


 


 


 


 


 


 


 


Figure 2: Free Body diagram of a ladder leaning on edge. 


 


Case I: No friction at point B 


In this case µB=0 and therefore FB=0. At impending motion, FA 
reaches it maximum value of µANA .  Eq. 2 becomes: 
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Thus, the avoid slippage: 
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Defining k=a/L (0<k<1) yields: 
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The graphs in Figure 3 illustrate the required COF for stability as 
function of k for different mounting angles. The following 
conclusions can be drawn: 


1. As the loading point is closer to point B higher value of COF 
is required for stability (no slip out). 


2. As the mounting angle increases, lower value of COF is 
needed for stability. 


3. For α=75.52° (recommended by ANSI A14.2) the COF 
should be higher than 0.5 for k>0.675 which might be one 
rung above the mid point of the ladder span from ground to 
the edge support. (COF=0.5 is considered to be the threshold 
in Slip & Fall cases). 


 


Required COF versus load location and mounting angle
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Figure 3: Required COF at point A to avoid slippage. 


 


Case II: No friction at point A 


In this case µA=0 and therefore FA=0. At impending motion, FB 
reaches it maximum value of µBNB .  Eq. 2 becomes: 
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Thus, the avoid slippage: 


αµ tan≥B  (9) 


 The result in Eq. 9 indicates the required COF at point 


B for mounting angles in the range of 65°<α<85°  , commonly 


practiced, is very high which is very high 2.144<µB <11.43 and 


cannot be achieved in most working conditions. 


3. TESTING 
 


In case of slippage it is important to determine the COF at both 
points of contact A and B in order to determine the cause of the 
accident. In the following a simple testing method, by which µA 
can be determined easily is discussed. 


As shown in Figure 4, the ladder is suspended, at its top or any 
other known location such that l>a, by a vertical cable and it 
bottom foot is on the floor. A horizontal force, P, is applied and 
slowly increased until impending motion occurs. 


 


 


 


 


 


 


 


 


 


 


 


 


 


Figure 4: Free body diagram of a suspended ladder. 


In this case the equilibrium equations are given by: 
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The solution of these equations is given by: 
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In low friction conditions it might be difficult to measure the 
value of P accurately. One solution for that is to add a known 
vertical load, Q, as close to point A, as shown in Figure 5. 


 


 


 


 


 


 


 


 


 


 


 


 


 


 


Figure 5: Additional load to the system of Figure 4. 
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Once the COF µΑ is found, the COF at point B can be easily 
determined by the following experiment. Small wheels are 
installed at the bottom of the ladder and the mounting angle is 
decreased from 90° to the point where the ladder loses its 
stability. At this point the angle α is recorded and Eq. 9 can be 
used to determine µB. 


4. CONCLUSIONS 
 


The stability of a straight ladder leaning against an edge was 
analyzed. It is evident the friction between the ladder and the edge 
has small contribution toward the stability of the ladder. 
Therefore, it is extremely important to mount the ladder on a high 
friction surface. To ward that the user has to make sure that the 
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ladder’s feet are installed with rubber pads and the mounting 
angle is approximately 75°. 
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ABSTRACT 
The following report outlines the design guidelines associated 
with ATD: The Autonomous Test Driver.  ATD’s design allows it 
to quickly navigate a walled course, utilizing fast integrated 
sensors to accurately detect the course and to a rudimentary job in 
learning to navigate the course.  After a slow first traversal of a 
course, when ATD learns the required sequence and locations of 
turns, on subsequent loops around the track, he will drive the 
course aggressively, attempting to complete it as quickly as 
possible.  ATD was by an Atmega128 microcontroller integrated 
with an small array of commercial rangefinders in order to avoid 
the track walls and a gyroscope to record information about the 
course turns. Crude course mapping and a slight speed increase 
were implemented. ATD also utilized LCD and LED for 
debugging feedback and for demonstration purposes. 


Keywords 
Robotics, Automobile, Sensor Fusion, Mapping 


1. INTRODUCTION 
As automobile manufacturers strive for vehicles that maintain 
both high performance and exceptional fuel economy, the 
requirements of automotive testing become more and more 
stringent. With component and system complexity ever 
increasing, the probability of an individual failure impacting the 
overall vehicle performance is increased as well. To aid 
manufacturers in the testing of these vehicles, an autonomous test 
driving (ATD) system would allow the manufacturer to test 
vehicles on various track designs without risking human life in an 
accident.  An ATD would also allow the vehicle to be driven 
repeatedly to its precise limitations in order to assess component 
wear and vehicle performance.  


A small autonomous car, appropriately named ATD, was 
constructed to meet these objectives. ATD drives around a walled 
course, and attempts to navigate around this course as quickly as 
possible. This robot provides a small-scale solution to car testing 
problem, and will also lays the groundwork for a possible full-
scale robotic platform in the future. The following documentation 
outlines the specifications and design of ATD: the Autonomous 
Test Driver.  


2. INTEGRATED SYSTEM 
ATD was originally designed to consist of a variety of sensors, 
electronics, and motors connected to a central microcontroller 
board. These components were integrated via device drivers in 
software and high-level arbitration subroutines that govern the 


logic and intelligence of the robot.  Figure 1, shown on the next 
page, details the components and interface bus layout of the 
electrical system as originally specified. 


The PV Robotics [1] board serves as the main controller for the 
entire autonomous platform. The Atmega128 microcontroller on 
this board receives sensory inputs, outputs motor control signals, 
and drives the LCD and LED displays. The ATmega128 
processes all AI algorithms and controls the autonomous vehicle 
throughout its operation. The board makes use of its extensive 
memory to record basic data gained from the sensors, and stores 
calibration data obtained during the vehicle’s startup calibration 
sequence. 


 
Figure 1: PV Robotics Controller Board 


The LCD display is a GDM1602K from Sparkfun Electronics. 
The LCD screen is used to provide text feedback during 
calibration and testing of the robotic platform. The LED array 
consists of three LEDs (red, yellow, and green) which indicate 
operating modes, and serve as sensor indicators. As the vehicle 
steers, two of the LEDs indicate which direction it is attempting 
to steer. As it crosses the lap marker, all three LEDs light up to 
indicate completion of a lap. Due to issues with software 
overhead, during the driving phase, the LCDs are not used since 
they effectively slow down the control loop.  


The primary sensor system was intended to be an array of 
individually tuned IR rangefinder emitter/detector pairs. Each 
sensor would receive IR reflections of a transmitted square wave 
at a specific tuned frequency. The intensity of this reflection 
indicates the relative distance from the reflecting surface. Each 
element of the array was to contain additional circuitry to filter 
and interface the sensor outputs to the microcontroller. This 
sensor would have been used to visualize the course ahead of the 
robot, as the driving algorithm will require a high amount of 
sensory data to properly maneuver the course. Due to issues with 
construction, this sensor was not completed. The analog circuitry 







  


Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Boca Raton, Florida, May 21-22, 2009                                        2 


worked as expected, but coupled noise from an unknown source 
on the receiver board effectively negated effective operation. The 
circuitry was thus abandoned near the end of the semester in favor 
of using successfully operating sensors to accomplish the same 
behaviors, but with reduced capability.  


For wall-following and rear obstacle avoidance, commercial 
Sharp IR GPD12DY rangefinders [2] are used in pairs on both 
sides of the robot. This arrangement will allow the vehicle to 
precisely align parallel to a wall, and allow it to drift closer or 
farther from a specific wall. These sensors are used to avoid side 
obstacles. Due to issues with the primary IR array, these sensors 
also serve as the primary sensors for determining steering 
directions for the robot. 


The servo and drive motors serve to maneuver the robot around 
the field. The servo motor is a standard R/C hobby servo, and 
controls the Ackermann steering mechanism of the car chassis. 
The DC drive motor applies power to the rear wheels and is 
controlled via the electronic speed controller (ESC). The ESC is a 
hobbyist digital-proportional motor controller that is controlled by 
outputs from the microcontroller. It applies the proper voltages to 
the drive motor to operate at various speeds.  


The accelerometer is a MEMS device that is used to provide PID 
feedback control for the robot. Rather than use a shaft encoder, 
the motor control feedback is based on the positive or negative 
acceleration detected by the accelerometer. This would allow the 
autonomous agent to accelerate or decelerate precisely. The 
gyroscope allows the vehicle to record the sequence and relative 
angle of each turn on the course [3]. Experimental testing of the 
accelerometer indicated that vibration from the motor provides a 
source of noise. As a result, both of these sensors are filtered by 
running average filters implemented by the ATmega128. While 
this smoothed the gyro output, it did not fully stabilize the 
accelerometer, and the negligible enhancement to operation 
resulted in a complete removal of the accelerometer from the 


software system. Both of these devices were connected to the PV 
Robotics board utilizing an SPI enabled MAX1113 ADC chip [4]. 


The power distribution system consists of two separate battery 
packs. The main drive motor battery pack is a 7.2V NiMH battery 
pack used solely to drive the main DC Motor. The second battery 
pack is a 7.2V NiMH battery pack which provides the power for 
the steering servo and the main electronics package. Two on/off 
switches allow either of these supplies to be independently 
activated. One of these switches is mounted on the ESC, while the 
other is directly mounted on the wooden superstructure.  


In addition to these devices, a CdS cell and LED illuminator were 
added to detect the presence of a starting strip, implemented with 
black strip of tape along the ground. The CdS cell was connected 
via a simple voltage divider into one of the ports on the 
MAX1113 ADC originally used for the accelerometer. Utilization 
of this sensor allowed the robot to detect when it had completed a 
lap, as well as allowing ATD to detect two strips of tape in rapid 
succession and use this condition as a stop trigger. 


3. MOBILE PLATFORM 
The design of a curving, winding test track present special 
difficulties in mechanical platform design. The vehicle must be 
able to turn precisely while driving forwards, and be able to 
perform both small and large turns without having to resort to 
stopping to complete the maneuver accurately. Utilizing a 
platform with the same mechanical design as a modern 
automobile would satisfy these requirements and allow the 
electronics and mathematics of the robot to be directly scalable to 
a full size vehicle.  


In order to fulfill these requirements, the mobile platform consists 
of a 1/18th scale R/C Car Chassis, the Team LOSI Mini-T. This 
chassis contains spring suspension, an Ackermann steering 
mechanism, and a rear-wheel differential drive train. These 
mechanical systems allow the platform to maneuver as a real car 


 


Figure 2: Integrated System 
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maneuvers, and allows it to brake, accelerate, and turn 
simultaneously in a smooth fashion. This mechanical platform 
provides the best solution to the kinematic challenges of driving a 
winding course at high speed.  


 


Figure 3: Assembled Robotic Platform 


Furthermore, the mechanical platform contains a wooden 
superstructure attached to the four latch-pin posts on the Mini-T 
chassis. This portion of the chassis is built of sheet metal, and 
reinforced with a supporting bracket that fits underneath the drive 
motor battery pack on the car chassis, and provides additional 
vertical support. The ATmega128 board, LCD screen, 
accelerometer/gyroscope, and Sharp IR rangefinders are mounted 
on the superstructure. The CdS cell and illumination LED were 
added to the main chassis of the robot, with a small wooden board 
on top of the two to reduce the effects of ambient lighting on the 
cell.  


4. ACTUATION 
ATD contains two main actuators: the steering system, and the 
drive-train. These two actuations must work in concert together to 
accelerate in a straight line, maneuver through a turn, and avoid 
obstacles. The steering linkage is actuated by a small R/C servo, 
an HS-55, which was installed in place of the original 4 wire 
servo, which lacks control circuitry. The drive-train is powered by 
a small DC motor which was pre-installed in the chassis.  


The steering mechanism is an Ackermann steering linkage. In this 
type of steering, the servo rotates to slide a direct linkage which is 
connected to the front wheels themselves. This rotates the front 
wheel mounts to allow the vehicle to turn either left or right. The 
amount of servo rotation affects the turning radius of the vehicle 
at any given moment. However, this type of steering mechanism 
is constrained in that it is dependent upon forward or reverse 
motion of the vehicle itself. As a result, turns must be initiated 
with some non-zero vehicle velocity. Further complicating the 
steering, the velocity of the vehicle has some impact on the 
turning radius as well.  


As a result of these complexities, the servo will be controlled by 
PWM output from the microcontroller via a turning arbitration 
subroutine. This subroutine will ensure that proper velocity is 
maintained when entering and exiting the turn via communication 
with the rear-wheel drive control subroutine. Output of the PWM 
signal will adjust the servo’s position, and allow for very precise 
control of ATD [1].  


The rear-wheel drive system is the second actuator present on 
ATD. This drive-train links the output of the DC motor to a series 
of gears, a slipper clutch, and a rear-wheel differential and its 
associated output shafts. This mechanical system serves to allow 
the motor to apply torque and accelerate the vehicle while 
allowing the individual rear wheels to turn at different angular 
velocities. This arrangement minimizes slip during turns, and 
ensures that all four wheels will maintain grip on the driving 
surface during most maneuvers. While braking via driving the 
motor in reverse was considered, it was not necessary at the 
operational speeds and scale of ATD. To decelerate, simply 
leaving the motor at zero power will allow ATD to come to a 
quick stop. This was experimentally verified using the remote 
control system that came with the Mini-T. As a result, all 
actuation of the drive-train will be controlled via the PV Robotics 
board, which will send control signals to the ESC to accelerate the 
motor or let the robot coast to a stop. While a PD controller 
involving the accelerometer was considered, uncontrollable noise 
on the accelerometer due to motor vibration, and the stability of 
the ESC negated its requirement in the overall control system. 


5. SENSORS 
The sensor suite of ATD was specifically designed to utilize the 
optimum sensors for each sensing task. As the robot will travel 
short distances at higher speeds, typical data acquisition rates 
must be higher than 10 Hz. As a result, data is evaluated in a 
decision making process at nearly 40 Hz to allow the vehicle to 
respond rapidly. The designed rangefinder array will not be 
discussed here, as it was not fully implemented on the robot.  


The side Sharp GP2D120 short range IR rangefinders serve to 
detect the side walls of the course. Experimental testing 
determined that the Sharp IR rangefinders exhibited superior short 
range performance compared to sonar systems. These sensors are 
mounted on either side of the wooden superstructure, and are run 
straight into the ADC channels on the PVRobotics board [1]. 
Experimental results show that the system allows for good wall-
following at low speeds, but at higher speeds, ATD must begin 
turning before drastic wall changes, especially if the course width 
is narrow, and thus the distance between the wall and the robot 
small. However, using the difference between each sensor allows 
the robot to easily and precisely align parallel to a wall with 
minimal programming overhead. Furthermore, weighting the 
steering input with the front two IR values provides a more stable 
response, and prevents the robot from accidentally hitting the 
walls in certain track conditions. 


An accelerometer was originally to be used to implement 
feedback for acceleration control in the autonomous platform. 
Ideal sensitivity is approximately 1 g for full swing of the output 
voltage. This provides maximum resolution as the vehicle is 
unable to accelerate this quickly. The Analog Devices ADXL203 
was selected for this role as part of a combo board with the 
ADXRS401 gyroscope offered by Sparkfun Electronics [3]. 
However, motor mount vibration made this sensor extremely 
noisy, and running average filtering was unable to fully 
compensate for this effect. Furthermore, the ESC proved to be 
effective on its own, and so the accelerometer based feedback was 
eliminated from the project.  


The gyroscope serves a critical role in the sensor suite of ATD. 
The gyroscope’s primary purpose is to record angular change 
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during the initial lap of the course. This data will allow ATD to 
record the sequence of “soft” and “hard” turns that comprise the 
course. With this knowledge, ATD will be capable of modifying 
its route on successive laps to better drive the course quickly. The 
ADXRS401 gyroscope from Analog Devices proved to be a 
successful gyroscope for this application. Running average 
filtering was implemented in software, and thresholds were used 
to determine which turn ATD was making at any instant [3].  


The CdS cell was added to detect the lap marker and to identify a 
set of black lines to indicate a request to stop ATD. It was wired 
up with a voltage divider, and placed at the base of the robot. As 
the robot drives around the course, it is able to detect the lap 
marker with a high degree of accuracy. 


The CdS cell, and gyroscope are interfaced with a SPI enabled 
MAX1113 ADC from Maxim IC. This system acquires the data at 
1000 Hz and implements eighth order running average filtering on 
the gyroscope [4]. All other sensor data is acquired at 40 Hz using 
a data acquisition clock onboard the PV Robotics board. This data 
rate was chosen as it sits approximately at the response time of 
the Sharp IR Rangefinders [2]. 


6. BEHAVIORS 
There are three main behaviors associated with ATD’s tasks. The 
first and primary task is the drive algorithm. This algorithm 
interprets data from the side sensor arrays to avoid walls and 
navigate the turns of the course. Drive motor control is 
accomplished through another subroutine that sets the PWM 
control for the ESC to a specified percentage of full power.  


The steer algorithm is constantly computing a weighted 
summation of the forward two sharp IR rangefinders and the 
differences between the left and right Sharp IR rangefinder pairs. 
Inspiration for this type of algorithm came from artificial neurons, 
in which weighted summations map inputs to outputs. 
Simplification of the mathematics of the weighting was done by 
using bit-shift operators to reduce the influence of specific terms, 
rather than using floating point math which would increase 
software overhead. This weighted summation drives the steering 
servo through a steer subroutine that accounts for the mechanical 
limits of the servo mount. This subroutine is running continuously 
in the main operation loop and constantly updates the servo 
position accurately. 


The second behavior is the initial lap drive, which is initiated at 
startup. Following calibration of the sensors, ATD will begin 
driving the course. As the robot slowly navigates the course, this 
behavior will indentify and record the sequence of the first ten 
turns the robot completes. Following completion of this lap, the 
behavior will hand off arbitration of the robot to the second high 
level navigation behavior.   


The second main navigation arbitration behavior is the speed lap 
driving algorithm. In this algorithm, due to time and programming 
constraints, the speed of the drive system was the only noticeable 
feature increased. An attempt to utilize gyro acquired turn data to 
improve turning was pursued but was unable to be completed in 
time. As a result, the robot improves its speed marginally on the 
subsequent laps. The course size, being exceptionally small, 
however, limits this speed increases severely. 


In addition, a stop behavior was added to ATD. If ATD detects 
two black tape markers within a short period of time, it will turn 
its motor off, and coast to a stop. Following this, it will print out 


the sequence of turns it recorded in the first lap. Currently, the 
sequence is capped at the first 10 turns, though this is acceptable 
for the current course sizes used in demonstrations. This behavior 
works excellently, and allows an observer to easily stop ATD by 
simply quickly laying down another piece of tape near the lap 
marker. This also allows for a demonstration of a discontinuous 
track which better displays ATD’s capability to map the first ten 
turns of a course.  


7. EXPERIMENTAL RESULTS 
Experiments were performed to determine the speeds at which 
ATD was to operate during demonstrations. The following 
qualitative assessments were made: 


Table 1: Drive Speed Evaluation Results 


Speed 
Value Evaluation 


15 Moderately fast, stable on small 
courses 


16 Faster, slightly less stable, 
occasionally fails on small courses 


>= 17 Extremely unstable. 
 


As a result, ATD was programmed to drive at 14% power during 
the initial slow lap and 15% during the faster lap. Due to the 
nature of the ESC controller at lower power ratings, this speed 
increase is actually far more significant than the 1% indicates, as 
the response is non-linear. 


As well, the CdS cell thresholds were determined for both the UF 
New Engineering Building (NEB) and for Benton Hall. At Benton 
hall, a value of -40 was sufficient for operation, due to the white 
floor. However, at NEB, the multicolor floor presented a problem. 
The black tile appeared so close to the black tape, and the 
differences in values between black tape on black tile, and black 
tape on white tile, forced a modification to the track. The CdS 
value was set at -25, and the black tile was covered with white 
poster board and white printer paper. This was the only option as 
no sufficient threshold could be determined for the case of all 
three types of tile. However, ATD works perfectly over the 
burgundy and white tiles, and still displays robust operation over 
a wide operating environment. In the case of NEB, a very specific 
and non-ideal case presented itself that could not be compensated 
for in software or hardware without field modifications. 


During testing on the walled track, it was determined that a white 
coat of paint to each block would significantly improve IR 
reflectivity. After this track change was implemented, ATD’s 
performance around the turns at slower speeds became very 
consistent. However, the course layout must be carefully 
designed, as with the limited wood available only a very tight, 
very compact course can be built. As a result, for ATD to 
complete the course effectively, some amount of course 
engineering must be employed when laying out the track, as ATD 
can simply not turn hard enough to execute turns within a certain 
turning radius. 


8. CONCLUSION 
The design proposal described above laid a solid foundation for 
the initial design of an autonomous test track driver. The ATD 
project provided the opportunity to develop a robust robotic 
platform capable of driving a complex course quickly. This not 
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only provided a proof of concept for autonomous driving agents, 
but also developed a scaled prototype of what could be developed 
into a full-scale autonomous driving system for a modern 
automobile.    


ATD realistically accomplishes partial functionality of its original 
intended goals. It can drive around a closed course, increase its 
speed marginally, and establish crude turn mapping whilst 
driving. However, it is not exceptionally fast, nor does it make 
use of a custom IR rangefinder array. Despite these limitations, it 
does manage to establish a strong proof of concept of an 
autonomous test-track robotic platform.  


The usages of commercial Sharp IR rangefinders exceeded initial 
expectations, and were able to effectively resolve drive inputs for 
ATD at moderate speeds. Had more time been allotted, and the 
special sensor fully debugged and operational, these capabilities 
would have been capable of implementing more advanced 
driving.  


Future work in this area of robotics should focus on continued 
development of advanced, high capability IR sensors that, if 
successful, offer significant improvements in terms of course 
detection and resolution. As well, specifications for motor control 
systems will need to be revised, as accelerometer based feedback 
turned out to be marginally useful, and noise in this system was 
extremely difficult to overcome. Furthermore, emphasis on larger 
course designs that approximate scale models of actual race tracks 
would significantly improve testing and performance, as the 
current track options are simply too small to allow effective 
operation of a 1/18th scale car. Methods of artificial neuron 
training via analysis of human control offer the possibility of 
significantly improved drive software algorithms as well, and 
should also be investigated.  


 


Figure 4: ATD within the wooden walled course 
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ABSTRACT 


A Surface Effect Ship (SES) scale model has been built in order 
to serve as a prototype platform for the implementation of 
advanced vision-based control strategies. The first step towards 
this end is to develop a mathematical model that adequately 
depicts the vehicle’s motion underlying dynamics when tracking a 
beacon that can be mounted either onboard a leading vessel or 
ashore. In this respect, a nonlinear, two degrees of freedom (DOF) 
model has been derived employing basic principles and the 
assumption of an omni-directional, white light point source acting 
as beacon in otherwise dark environs. The various model 
parameters were determined after a first series of open-loop 
experiments performed under calm water and weather conditions. 
This experimental series included standard tests performed also 
on newly built vessels upon commissioning such as the mile run, 
circle maneuver test and the crash-stop test. The nonlinear model 
proposed and tuned includes differential equations for the beacon-
vehicle distance as well as the angle between the center-of-mass 
vehicle velocity and its radial distance to the beacon. Using an 
integrated, off-the-shelf vision sensor as the sole source of active 
feedback requires a transformation of vehicle motion to image 
frame features like pixel number and chromatic center-of-gravity. 
This transformation adds an extra stage of nonlinearity to the 
mathematical modeling. On the basis of vision feedback two 
decoupled PI control loops were tuned; one for thruster setting 
and one for rudder deflection. These control laws have been then 
encoded onboard the actual vehicle’s microcontroller-based 
control system. A second, closed-loop series of experiments was 
finally performed that provided with model validation data sets.  


Keywords 
Autonomous, SES, Model, Vision, Feedback. 


1. INTRODUCTION 
A Surface Effect Ship is a type of vehicle that has an entrapped 
air cushion sealed by the two hulls and by flexible rubber seals in 
the bow and aft end (see Figure 1-bottom). 
An SES on cushion has lower resistance than a catamaran of the 
same size, can achieve higher speed with less propulsion power. It 
also demonstrates better sea-keeping characteristics in head sea 
conditions and moderate sea states [2]. 


 


 


 
Figure 1. “AIRCAT” SES scale model hull overview (top) and 


bottom view (bottom) 
 
In order to develop a navigation system for scale model vehicles, 
a physical 1:30 scale SES model is created, the “AIRCAT” (see 
Figure 1-top). The scale model is developed includes a 
programmable microcontroller, sensors, actuators and transceivers 
for communication and telemetry. The vehicle is constructed and 
equipped with the necessary electromechanical subsystem as well 
as with the electronic hardware. 
The objective of this work is the dynamic positioning and beacon 
approach of a marine surface vehicle by development of a light 
source tracking system. The vehicle considered is the SES scale 
model built for this purpose and shown in Figures 1 and 2. In 
parallel a mathematical model of the vehicle motions in needed in 
order for affective control strategies to be developed. In order for 
this to be achieved, a given set of sensors – actuators is used 
(camera – rudder servo, thruster ESC). 
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The description of the motion of a real body in 3D space requires 
infinite DOF, whereas in considering a rigid body, the DOF are 
reduced to 6 [1]. By assuming the motion is planar without waves 
and the motions of heave, pitch, sway, roll as negligible as well as 
zero external disturbances, the motion can be described with 2 
DOF (translational, yaw). Figure 2 shows these fundamental 
motions. 
 


 
Figure 2. Ocean vehicle on a plane; a is the distance between 
the vehicle and the beacon, v is the translational velocity and 


ψ is the angle between a and v 
 
This modeling approach is very convenient if the only available 
feedback signal for control is a camera, relaying snapshots of the 
environment, which is otherwise dark and dominate by the light 
of the target beacon. 


2. CAMERA 
2.1 Correlation 
It is necessary to correlate the data from the camera with the 2 
DOF [5], [7]. A typical snapshot of the camera is shown in Figure 
3. 


 


 
Figure 3. Typical camera snapshot 


 


In accordance with the above it is understood that the motions can 
be controlled if the following time series are used from the 
camera snapshots: 


• Translational x-axis: The size of the spot of light (pixel 
number) in every snapshot. The larger the pixel number the 
smaller the distance between the beacon and the vehicle. 


• Yaw z-axis: The transverse position of the CG of the spot of 
light. A comparison between the transverse position and the 
center line of the frame takes place in every snapshot. 


Therefore, we are looking for transformations that will take 
distance a and angle ψ as input and will produce the pixel number 
pn and transverse position tp. In order to do this camera 
calibration is needed. 


2.2 Calibration 
First the angle of the camera field of view (FOV) is determined 
(see Figure 4) [9]. 
 


 
Figure 4. Camera FOV 


 
Based on a series of calibration snapshots the following graph is 
composed (see Figure 5). 
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Figure 5. x – y correlation with respect to Figure 5 


 
The slope corresponds to the angle φ, i.e.: 


⇒== ϕλ arctan4348.0 o5.23=ϕ  


If ( ) 23.5otψ > , then the camera cannot “see” the beacon. So, the 


actual range of ψ is [–23.5o,23.5o]. 
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2.3 Transformation 
2.3.1 Variable tp 
Based on trigonometric analysis we conclude that the variable tp 
does not depend on distance a; it only depends on angle ψ. The 
transformation tp(ψ;t) was experimentally determined as shown in 
Figure 6. 
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Figure 6. ψ – tp correlation 


 


80)(6113.192)( +⋅= tttp ψ     (1) 


2.3.2 Variable pn 
Based on trigonometric analysis we conclude that the variable pn 
does depend on distance a and angle ψ. As can seen in Figure 9, if 
x(t1) > x(t0) then pn(t1) < pn(t0). 
The transformation pn(a,ψ;t) was also experimentally created as 
shown in Figure 7. 
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Figure 7. x – pn correlation 


 
First, the following transformation pn(x;t) results in: 


255)()( +⋅−= txctpn P     (2) 


From Figure 9 it is evident that: 


)(cos)()( ttatx ψ⋅=     (3) 


Therefore, the variable pn depends on the variables a and ψ 
according to this final transformation: 


255)(cos)()( +⋅⋅−= ttactpn P ψ    (4) 


The constant cP depends on the type and size of the light source 
and is experimentally determined using the following formula: 


ψcos
255
⋅
−


=
a


pncP
     (5) 


with known pn, a and ψ. 
It is noted here that (1) and (4) are valid for an omni-directional 
light source (see Figure 8). 
 


 
Figure 8. Omni-directional light source 


 


3. MOTION EQUATIONS 
3.1 Distance 
Next a dynamic analysis of the vehicle is presented with respect 
to an Earth fixed frame, that for convenience has its origin at the 
beacon (see Figure 2) [1]. Applying Newton’s 1st Law on the 
vehicle we get: 


)()()( tRtTtF −=Σ     (6) 


where ΣF(t) is the total force applied on the vehicle, T(t) is the 
thrust force and R(t) is the resistance force. According to 
Newton’s 2nd Law we have: 


)()( tvmtF S ⋅=Σ      (7) 


where mS is the mass of the vehicle and )(tv is the translational 
acceleration. The propulsion power is as follows: 


)()()( tvtTtP ⋅=      (8) 


By assumption, there is a relationship between the propulsion 
power and motor load setting: 


)()( 10 tuPtP ⋅⋅=η      (9) 


where η is the propulsion system efficiency, P0 is the maximum 
input power to the electric motor and u1(t) is the normalized 
thruster control signal [8]. 


 







 - 4 - 
2009 Florida Conference on Recent Advances in Robotics, FCRAR 2009 Jupiter, Florida, May 21-22, 2009 


Equating (8) and (9) results in: 
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where TST is the static thrust. 
Relation (10) has two branches because the thrust force for speed 
approaching zero (1st branch) tends to infinity. 
The total resistance is the resultant of the hull and rudder 
resistance [2]: 


)()()( tRtRtR RH +=     (11) 


where: 


)()()( tvtvCtR RHH ⋅⋅=     (12) 


)()()()( 2 tvtvtuCtR RRR ⋅⋅⋅=     (13) 


where CRH is the hull resistance coefficient, CRR is the rudder 
resistance coefficient and u2(t) is the normalized rudder control 
signal. For small deflection angles of the rudder we assume that 
RR(t) → 0. Therefore, the total resistance is approximately 
expressed as: 


)()( tRtR H≈  


Combining the above the following equation of motion is 
obtained: 
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where cT and cR are the thrust and resistance coefficients divided 
by mS . Given that: 
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the relation (K) can be re-written in terms of a instead of v: 
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3.2 Angle 
At this point, an expression for ψ  is being sought. For aligned 
rudder, the following equation is derived (see Figure 9). 


⇒⋅=⋅= )(sin)()(sin)( 1100 ttattaw ψψ  


constwtta ==⋅ )(sin)( ψ  


After differentiation: 


[ ] ⇒=⋅ 0)(sin)( tta
dt
d ψ  


⇒=⋅⋅+⋅ 0)(cos)()()(sin)( tttatta ψψψ  


)(tan
)(
)()( t


ta
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Figure 9. Dependence of angle ψ on distance a 


 
With the rudder deflected we have: 
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Combining (17) and (18) one obtains: 
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4. SYSTEM IDENTIFICATION 
Here we are looking for the dynamic set of equations that 
determines the specific SES physical model. In order for this to be 
achieved, an optimization procedure takes place to determine the 
parameters [ ]Ψ= cccc RT


 [10]. 


In order to determine the mathematical model coefficients 
mentioned previously, a series of open-loop experiments were 
conducted. This experimental series included standard tests 
performed also on newly built vessels upon commissioning such 
as the mile run, circle maneuver test and the crash-stop test. 


4.1 State Space Equations 
Equations (16) and (19) are converted into state space, by 
introduction of the following vectors [6]: 


• Input:  [ ]Tuuu 21=  
• State:  [ ]Taax ψ=  
• State equations: [ ]Taax ψ=  
• Output:  [ ]Taay ψ=  
The components of the state equations are: 
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The previous set of equations is implemented into a 
Matlab/Simulink© model (see Figure 10). The block “modelo” 
includes the state equations x  
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Figure 10. System block diagram 


 


4.2 Open-Loop Experiments 
The optimization algorithm needs some reference values in order 
for the parameters c to be calculated [10]. These reference values 
are obtained through open-loop experiments with the actual SES 
model. In Table 1 the reference values of interest with respect to 
the field trials associated with are shown. 
 


Table 1. Maneuvering trials and reference values 


Maneuver Measured 


Max Speed Speed (vex) 


Circle Time (tex) 


Stopping Distance (aex) 
 
The same trials were also performed in Matlab/Simulink© in 
order to simulate the experiments. 


4.3 Optimization 
The following cost function is introduced in order to calculate the 
optimum set of c: 


222 )()()(),,( crexcrexcrex ttvvaatvaf −+−+−=   (20) 


where aex, vex, tex are the experimentally measured distance, speed 
and time, while acr, vcr, tcr are the critical variables calculated by 
the simulation. The optimum set of c parameters results from the 
minimization of the above cost function [10]. 


5. SYSTEM VALIDATION 
A simulation and an experiment of the basic scenario need to be 
conducted in order for the mathematical model to be evaluated. 
However for this closed-loop control has also been developed. 


5.1 Feedback Control Development 
Next, a system is designed to control the vehicle’s motion through 
the vision sensor (see Figure 11) [3]. 
 


 
Figure 11. Closed-loop system with thrust and yaw control 


Two PI controllers are tuned by trial and error to drive the thruster 
and rudder actuators respectively (Table 2). Simulations are 
performed with the following initial conditions: 


0.337rad;/0.00001;11 000 ==−= ψsmama  


 
Table 2. PI controller gains 


Type Thruster Rudder 


Proportional Kpt = 0.01 Kpr = 0.0125 


Integral Kit = 0.001 Kir = 0.001 
 


5.2 Experimental Validation 
Finally, an experiment with the actual SES model and feedback 
control is conducted. The initial conditions are the same as those 
on the simulation. Also the gains of the PI controllers are the 
same and their digital implementation has been programmed in a 
microcontroller [4]. Figure 12 shows the desired (0-1) and the 
initial (0-2) conditions respectively. In the same figure, the 
experimental setup is also shown. 
 


 


     
Figure 12. Actual model feedback control experiment setup 


(top) and implementation (bottom) 
 
A wireless telemetry system allows us to receive in real time pn 
and tp data with a sampling time of TS = 83ms. Therefore, a time 
series graph is created from the experimental data as well as data 
from the simulation (see Figure 13). 
As seen in Figure 13 (top), tp response as predicted by the 
simulation without time delay applied on the control actions, is 
monotonous. In contrast, as seen in the same figure the response 
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of the actual vehicle proven to be rather oscillatory. However, 
after introducing a pure time delay of .5sec in the rudder and 
thruster actuator blocks of the model in Figure 11, the much more 
satisfactory response in the bottom graph of Figure 13 was 
calculated in simulation. 
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Figure 13. Simulation (red) vs. Experiment (green) tp time 


series without (top) and with (bottom) time delay  
 


6. CONCLUSIONS 
A Surface Effect Ship scale model was built. Control and 
navigations systems to convert it autonomous were developed. In 


this text, the associated mathematical modeling effort is presented 
along with the development of a vision feedback system for 
control purposes. The mathematical models were validated by a 
series of experiments of target beacon approach in a moderately 
controlled environment. In the future, work will be focused in 
refining the control systems and expanding the capabilities of the 
vision system so that more complicated and realistic missions or 
tasks can be tackled by the vehicle. 
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ABSTRACT
This paper presents the design and development of tools
and a tool changer system that enable the PantherBot to
navigate the interior of typical university buildings. The
PantherBot is a MobileRobotsTM PowerBot mobile robot
platform equipped with a laser navigation system and a
Schunk 6-DOF robot arm. The tools presented here enable
the PantherBot to use its robot arm to open and close doors,
operate elevators, and press accessibility buttons to facilitate
movement into and throughout a building. One tool serves
to rotate door handles and maintain door clearance while
the robot passes through, while the second tool allows for
the robot to safely press elevator and accessibility buttons.
The robot is programmed to autonomously perform these
tool operations and access or store the tools as needed.


Keywords
MobileRobot, Autonomous Navigation Tools, MobileRobot
Tools.


1. INTRODUCTION


1.1 Project Overview
The team was tasked with the objective of designing tools
to assist the autonomous functions of the PantherBot such
that it may open doors and press elevator buttons and access
panels as necessary to maneuver in and around the F. W.
Olin Engineering Complex.


1.2 Project Goals
The team had two main goals to accomplish during the
entire design process:


• To operate safely while protecting the PantherBot, its
operator(s), and any persons or objects the Panther-
Bot may come in contact with


• To research on appropriate tools for the defined objec-
tives and to adapt to Schunk robotic arm


• To ensure that the process is repeatable


• To have the PantherBot remain positive control of the
designed tools


Figure 1: PantherBot with Schunk Robotic Arm


Figure 2: MobileRobotics, Inc.TM ’s MobileEyes soft-


ware with Olin Engineering Complex map
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Figure 3: F. W. Olin Engineering Complex floor


plan


1.3 Project Background
1.3.1 PantherBot
The PantherBot consists of the PowerBot mobile robot
base, manufactured by MobileRobotics, Inc.TM [5], and a 6-
DOF robotic arm, manufactured by Schunk Intec[2], shown
in Figure 1. The PantherBot base has the ability to
autonomously map terrain, plot coordinates, as well as per-
forming miscellaneous functions at a certain location after a
full map is acquired by using the MobilEyesTM [4], shown
in Figure 2, and Mapper3TM software [3] in conjunction
with its on-board sonar sensors and laser range finder. The
software can also stream live footage from the PantherBot’s
two cameras mounted on board, one on the PantherBot’s
base, one adjacent to the parallel gripper on the robotic
arm to monitor the arm’s movements remotely over 802.11b
WiFi.


To give the PantherBot the ability to map out to a building,
it must be able to gain access to doors and be able to travel
between floors. To do that, two tools were designed to
perform two basic tasks - one to push buttons and one to
open doors. The tools were designed such that they would
be tailored to the hardware of the F. W. Olin Engineering
Complex at Florida Institute of Technology for ensured
repeatability.


1.3.2 F. W. Olin Engineering Complex
F. W. Olin Engineering Complex was established via a grant
from the F. W. Olin Foundation in 1997. The three-story
building contains several classrooms, a 142-seat multimedia
auditorium, and 26 specialized laboratories[7], including the
Robotics and Spatial Systems Laboratory.


Figure 3 shows the floor plan of the first floor of Olin
Engineering Complex in relation to Figure 2, which shows
what the PantherBot maps through its laser range finder
and sonar sensors.


2. PRESSING BUTTONS AND PANELS
Handicap access panels, such as those in Figure 8, have
become common in many modern buildings, including F.
W. Olin Engineering Complex. These are normally placed at
entrances and exits to the building which allows PantherBot


Figure 4: F. W. Olin Engineering Complex


Figure 5: The Prod - used for pressing buttons


access to the building. The elevator in the Olin Engineering
Complex allows the PantherBot to travel between floors.
The elevator buttons shown in Figure 7 are smaller than
the handicap access panels and are grouped close together,
so the PantherBot will need to be able to select the correct
button and press it while not hitting other buttons[6].


There are several things to consider when designing a
mechanism to press buttons:


• Force required to press elevator/handicap buttons


• Motion required for PantherBot to press buttons


• Ways to prevent damage to the buttons being pressed


• Ability to hit desired button and avoid hitting other
buttons


2.1 Human Motion
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Figure 6: The Prod - used for pressing buttons


Figure 7: Elevator buttons in the F. W. Olin


Engineering Complex


The motion to press a button involves extending a human
arm such that an extended finger may poke the desired
button, causing the button to be activated. Once pressed,
the arm may be withdrawn. This simple motion may be
translated into a simple mechanism to replicate this motion.


2.2 Design Process of the Prod
The goal of this tool was to convert the motion of the arm’s
gripper into a safe way to actuate buttons. We looked at
several alternatives including a gear system and determined
that direct links was the best option for the range of motion
we needed. The design started with concept sketching and
rough CAD modeling and quickly progressed to computer
analysis and physical prototyping. Once the design was


Figure 8: Handicap access panels to operate main


doors


found to meet physical requirements and pass initial finite
element analysis testing we then returned to the CAD model
to optimize the design for production.


2.3 Design of the Prod
The Prod’s design uses spring supported symmetric four-
bar mechanisms to press buttons, shown in Figure 5. The
PantherBot is able to make use of its parallel grippers
to drive the poking end of the Prod forward, mimicking
the motion of a human finger reaching out and pressing a
button. Once the button has been pressed, the spring allows
for easy retraction of the tool and even deployment of the
mechanism. A foam tip minimizes any damage dealt to the
button. Once the button has been pressed, the PantherBot
can continue its autonomous navigation.


2.3.1 Accuracy and Dependencies
The effectiveness of the tool relies on the PantherBot’s
ability to correctly identify the button it needs to press and
the distance that it is from the button. If the PantherBot is
positioned at the wrong distance it may not be able to press
the button or possibly damage its operating setting. The
lack of sensors installed on the robotic arm that could be
used to identify if the button has been pressed means that
the on-board camera on the parallel gripper must show the
operator successful deployment of the tool.


2.4 Analysis of the Prod
Analysis of our tools was performed using the COSMOSWorks
finite element analysis package by DS Solidworks, shown in
Figure 9. Forces of actuation were found for both elevator
and access buttons using manufacturer’s specifications and
then applied to contact surface of the analysis model with
a 1.5 multiplier. From this analysis it was determined that
a solid contact point would easily exceed the breaking point
of the push buttons. To prevent this, a foam rubber contact
point was added to the tool to help cushion the contact
as well as increasing the contact area, which simplifies the
machine’s approach to the button.


3. OPENING DOORS
In most modern buildings, including the F. W. Olin En-
gineering Complex, doors are equipped with a door closer.
This simplifies the door clearing process, as the PantherBot
is only required to open the door and clear the doorway and
the door will close itself. There are a total of four ways of
opening a door, depending on whether the door needs to be
pulled or pushed to open, and whether the door hinges are
mounted on the left or right side of the door frame[8].


There are several key points to consider when designing a
mechanism to open doors:


• Forces required to open door


• Force tolerances in the Schunk robotic arm


• Size tolerances of the PantherBot when clearing a
doorway


• The motion of the Schunk robotic arm needed to open
a door
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Figure 9: Analysis results on the Prod, showing


displacement, stress, and strain results


• Methods to minimize damage to the robot by open
opening process as the door closer attempts to close
the door on the robot


3.1 Human Motion
The motion required to open a door by a human arm is
relatively simple. The hand twists the door knob or door
handle, resulting in the unlocking of the door mechanism.
Then, the arm pulls back the door and as the door clears
enough width for the person to pass through, the hand lets
go of the door handle and holds door until the person clears
the doorway. Understanding this three-step process, tools
were designed to replicate this process, combining as much of
the process into one tool as possible to minimize extraneous
tools. Eventually the team developed one tool which will
perform all three functions.


3.2 Design Process of the Enterprise
This tool was designed to manipulate door handles and
hold doors open while the machine transitions through
them. This tool started as two independent tools, one for
door handle manipulation and one for maintaining door
clearance. The design of these tools proceeded to the
point of prototyping where we determined that both tools
could be combined to simplify manufacturing as well as
operation. The new combined tool was then prototyped and
after proving functionality and passing computer analysis it
moved to production.


3.3 Design of the Enterprise


Figure 10: The Enterprise, used to open doors


Figure 10, nicknamed the EnterpriseTM 1, shows how the
PantherBot would be able to accomplish opening doors. To
pull a door open, the T-shape allows the PantherBot to
unlock the door handle, then as the PantherBot backs up,
the door can be pulled open. Once the door is open, the
arm will let go of the door handle and the door closer will
spring back against the robot. As this is going on, the arm
will reposition itself such that the wheel of the Enterprise,
is pressed against the door, clearing the doorway allowing
the PantherBot passes through.


To push a door open, the PantherBot utilizes the T-shape
of the Enterprise to unlock the door and then will tilt the
PantherBot’s arm such that the wheel is pressed against the
door. As the robotic arm opens the door the arm on the
PantherBot will lift off of the door handle and reposition
itself so that the wheel is pressed against the door, but not
locked in place by the door handle. The wheel provides a
continuous contact point for the PantherBot so it can clear
the doorway. Once the PantherBot has cleared the doorway,
its autonomous navigation may resume.


3.3.1 Accuracy and Dependencies
The tool’s ability to achieve the goal of opening the door
and clearing the doorway will depend on the accuracy of
the entry angle of the robot relative to the door. If the
PantherBot approaches the door at an angle which the
robotic arm will have inadequate space to maneuver, there
may be a possibility that the arm could crash into the door.
Since sensor arrays are not built into the robotic arm, it is
not currently possible to prevent this from occurring except
close monitoring of the PantherBot’s movements.


3.4 Analysis of the Enterprise
Due to the design history and evolution of this tool, analysis
was performed first on the two independent tools and then
on the final combined design. To properly test this tool
analysis was performed for both of its functions with loads
set at 1.5 times the measured forces of average building door
handles and automatic door closing devices. The tool was
found to successfully pass this analysis, shown in Figure 12.


1U.S.S.EnterpriseTM is a registered trademark of
Paramount Pictures Corporation.
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Figure 11: The Enterprise, used to open doors


Figure 12: Analysis results on the Enterprise, the


left column shows displacement, stress, and strain


while opening the door, and the right column


showing the respective data when clearing the


doorway.


4. SAFETY CONSIDERATIONS
Keeping in mind that the PantherBot should be able to
operate and change tools autonomously, it is still necessary
to have safety features in place in case PantherBot or its
robotic arm malfunctions or operates outside of its intended
parameters. There are two emergency stop buttons near
the rear of the PantherBot base which will stop all robot
functions, including the robotic arm. Bumpers located in
front and rear of the PantherBot also serves as collision
sensors and will serve as emergency stops as the PantherBot
navigates. The sonar sensors and laser range finder on the
PantherBot also serves as a safety device to help avoid
obstacles and to properly plot alternative routes to the
prescribed destination. These safety features help keep
PantherBot safe from its surroundings[1].


5. APPLICATIONS AND FUTURE WORK


This project’s scope can be applied in many assistive
technologies today. Adapting a similar technique on a
wheelchair, motorized scooter, or on a mechanical prosthesis
may significantly improve the quality of life of an individual.
A similar method may also be applied towards future
projects where other mobile robots may be employed to
perform similar functions, utilizing autonomously mapping
terrain and open doors and access areas of a building other-
wise inaccessible without passing through closed corridors.


There are several key issues to improve upon in the future,
which include the robotic arm, software integration, and the
addition of autonomous recognition of appropriate buttons,
panels, and door handles. The robotic arm should be
improved upon such that there are more safety features,
including addition of sensors, limit switches, and/or replac-
ing the 2-D laser range finder with a 3-D laser range finder
in conjunction with PantherBot automatically calculating
the total height of the robotic arm and the PantherBot
base[1]. Software could also be developed to trip a resistance
switch if the arm does hit a wall, door, or gets stuck
in a certain position. Since the PantherBot and the
Schunk robotic arm were developed separately, execution
of arm commands cannot be seemlessly integrated into the
MobileEyes software. Future software development using
the ARIA library could improve ease of development in
manipulating the PantherBot to expand on its directives
in addition to opening doors and pressing buttons. De-
velopment in computer vision and autonomous recognition
of basic known objects, such as handicap access panels,
elevator buttons, doors, doorways and door handles could
help the PantherBot automatically adjust the approach
angle of the robotic arm or the PantherBot base itself to
avoid collision, harm to its operating environment, or itself.


6. CONCLUSIONS
We have completed the task of designing and implementing
a tool changer for the PantherBot such that it may open
doors, as well as press buttons and access panels in the F. W.
Olin Engineering Complex. The Prod was created with an
objective of pressing buttons by utilizing the PantherBot’s
parallel gripper on its robotic arm for input. The Enterprise
was created with objective of opening doors by fully utilizing
the PantherBot and its robotic arm. As a result, the team
was able to successfully give the PantherBot the means of
autonomously navigating into additional sections of the F.
W. Olin Engineering Complex.
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ABSTRACT 


Mission- and safety- critical subsystems must be aware of 


conditions that can cause internal signal processing faults, 


because of the increased probability that undetected faults in these 


subsystems will propagate to higher signal processing layers and 


trigger a failure of the entire system.  Reliable, real-time detection 


of signal processing faults is particularly challenging for small 


unmanned systems, because power, weight, and computational 


complexity limits of these systems frequently leave no resources 


to spare for the fault detection process. 


The practical importance of the problem in real-world 


environments is best demonstrated with an example.  Consider a 


small UAV with an on-board vision-based sense-and-avoid 


subsystem operating on a cloudy day.  Under these conditions, the 


rapid ambient lighting changes resulting from interactions 


between the sun and clouds will invalidate the lighting invariance 


assumption common to all optical flow algorithms.  As a result, a 


vision-based sense-and-avoid module based on optical flow 


would become highly unreliable. Furthermore, the current state-


of-the-art for embedded real-time optical flow is not capable of 


generating an alert in these conditions, because reliable “after-the-


fact” fault detection based on image analysis is too 


computationally intensive for the system under consideration.  In 


this example, the UAV and any other aircraft sharing the same 


airspace are exposed to increased risk of accident due to the 


undetected signal processing faults. 


Prioria has developed a novel method for reliable fault-aware 


signal processing that is compatible with the requirements of real-


time operation on small unmanned systems.  The core technology 


is a fault-aware matched filter, which generates highly reliable 


confidence estimates in parallel with the traditional output of the 


filter.  These confidence estimates are propagated to higher-level 


fault-aware algorithms, such as optical flow, to reject individual 


matched filter faults as they occur and to collect information on 


the nature of the faults such that complicated application-specific 


failures can be reliably detected in real time. 


Keywords 


Fault-aware machine vision, fault-aware matched filter, fault-


aware optical flow, vision-based sense-and-avoid, information 


theoretic learning. 


1. INTRODUCTION 
A mission- or safety-critical subsystem is one where correct and 


safe operation of a signal processing subsystem strongly 


influences the performance/behavior of the system as a whole.  By 


definition, faults that occur in a mission-critical subsystem have 


increased likelihood to induce faults in higher-level subsystems, 


eventually leading to the failure of the system as a whole.  In a 


safety-critical system, such failures can lead to property damage, 


injury, and even death. 


In general, we define a fault-aware machine vision system to be 


one with two key characteristics.  It must 1) reliably operate in 


challenging “real-world” conditions and 2) reliably detect fault 


conditions in real-time when they occur.  The latter characteristic 


ensures that system failures are reliably detected and that the 


system “acts appropriately” under these conditions, while the 


former ensures that the system is available when its output is 


valid.  This definition is intentionally qualitative, because 


quantitative definitions of the phrases “reliably operate”, “reliably 


detect”, “act appropriately”, and “fault” are highly application 


specific. 


Consider as an example the small unmanned aerial vehicle (UAV) 


of the future, which is expected to contain a number of mission- 


and safety-critical subsystems.  The onboard sense-and-avoid 


subsystem of the future small UAV clearly qualifies as safety-


critical, and therefore would require fault-awareness.  In this 


example, the definitions of “reliably operate”, “reliably detect”, 


“act appropriately”, and “fault” would be derived during the 


system design from guidelines established by the FAA (which do 


not exist at this time).  However, guidance from existing USAF 


and NASA range safety regulations [1] imply that the following 


behaviors will be required.  When conditions occur that increase 


the risk of an accident above some FAA (or DOD/NASA) 


specified threshold, the system should be capable of 1) 


autonomously mitigating increased risk by avoiding the source, 2) 


recognizing when autonomous risk mitigation has failed and 


asking a human operator for assistance, and 3) autonomously 


aborting the mission and/or activating a flight termination system 


(FTS) when operation within established risk levels is no longer 


possible.  (Note that an FTS for a small UAV could be 


implemented with a deep-stall landing maneuver that does not 


necessarily cause the loss of the vehicle.) 


Optical flow is a critical component of any vision-based collision 


detection algorithm. Although the quantitative definition of “fault-


aware” is application specific, no small form-factor real-time 


optical flow algorithm can reasonably claim to be fault-aware 


(based on published results) when the application in question is 


vision-based collision avoidance for small UAVs.  In this paper, 


we first (briefly) describe correntropy and the correntropy 


matched filter, which are key enabling signal processing methods 
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developed by Dr. Jose Principe, founder and director of the 


Computational NeuroEngineering Laboratory (CNEL) at the 


University of Florida.  We then introduce Prioria’s fault-aware 


matched filter, which is a method for augmenting an existing 


matched filter algorithm such that it gains the ability to produce 


reliable confidence estimates for the filter output, where the 


confidence estimates are computed in parallel with the filter 


output with negligible additional computational overhead.  Next, 


we combine the two technologies to create a fault-aware 


correntropy matched filter and then use this filter in the 


implementation of a baseline correntropy optical flow algorithm.  


The performance of the new filter is compared to other techniques 


of equivalent speed/complexity.  The correntropy optical flow 


implementation is compared with published results from new and 


old optical flow algorithms.  Finally, we summarize the results 


and explain where we believe that the new algorithm fits in “the 


big picture”. 


2. ITL SIGNAL PROCESSING TOOLS 


2.1 Information Theoretic Learning 
In 1948, Shannon laid the foundations of information theory (IT) 


in a classic work [2].  Information Theoretic Learning (ITL) is a 


new field of digital signal processing that seeks to build upon IT 


by estimating the entropy of a set of data directly from the data 


samples in a non-parameteric manner, rather than from the 


probability density function [3].  Entropy is then substituted as a 


descriptor for the data, replacing conventional statistical 


descriptors (variance and covariance) [3].  A detailed theoretical 


treatment of the fundamentals of ITL and its diverse applications 


is available in literature ([3]-[7]), and is outside of the scope of 


this paper.  However, of great interest in this paper is one 


important tool in the ITL toolbox: correntropy. 


2.2 Correntropy 
Correlation entropy, or correntropy, is a generalization of the 


correlation of random processes (introduced and developed in [8]- 


[10]), and is also a measure of similarity between two data sets 


[11].  The estimator for equation for 1-D cross-correntropy, V, 


between two data vectors of a stationary stochastic process is 


given in [11] as, 


( ) ( )( )YXkEYXV −=,  (1) 


where V(X,Y) is the average correntropy between elements of 


data vectors X and Y, and k is a symmetric, positive definite 


kernel function. 


Although many kernel function choices are possible, we have 


observed the best performance for imaging applications when a 


normalized Gaussian kernel of width σ is used, as given by the 


following equation.  This is the same kernel function that is 


suggested in [11] and used repeatedly throughout the correntropy 


literature.  
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Correntropy has a number of interesting mathematical properties, 


which have been described in detail in literature [12].  However, 


one characteristic of correntropy that we believe does not receive 


the attention it deserves is the amplitude/sharpness of the 


autocorrentropy function.  In general, autocorrentropy is sharper 


than normalized correlation [14], and the practical computational 


complexity can be far less.  The practical computational 


complexity for correntropy will be discussed in more detail later 


in this paper. 


An autocorrentropy map is obtained by plotting the correntropy 


between a sequence and shifted versions of itself.  These shifts 


can result from a time shift (ex: pitch detection), a spatial shift in 


one or more dimensions, or both a time and spatial shift.  The last 


case is particularly important for the computation of optical flow, 


and will be discussed in more detail later in this paper. 


Correntropy has been applied to diverse applications such as time 


series analysis [13], pitch detection [14], blind source separation 


[15], and matched filtering [10].  Patents have been granted for 


methods that apply correntropy to nonlinear filtering[16], signal 


detection [18], and matched filtering [17].  The correntropy 


matched filter is of particular interest to fault-aware machine 


vision applications, for reasons that will be explained in the next 


section. 


2.3 Correntropy Matched Filter 
In general, the correntropy matched filter applies a correntropy 


filter to a noise corrupted input sequence and latches an output 


threshold function dependant on the correntropy statistic (V) to 


select the output.  A general purpose diagram of this process 


(targeted for 1-D time sequences) is shown in Figure 1. A 


correntropy matched filter specialized for optical flow calculation 


will be shown in a later section. 


 


Figure 1 – General correntropy matched filter [17] 


 


3. FAULT-AWARE MATCHED FILTER 


3.1 Description 
Prioria’s fault-aware matched filter, shown in Figure 2, is actually 


an augmentation which is theoretically compatible with any 


existing matched filter technology.  A matched filter with the 


fault-awareness augmentation has additional outputs that are 


(optionally) computed in parallel with the filter’s legacy output.   


 


Figure 2 – General fault-aware matched filter 
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The new outputs are one or more application-specific confidence 


estimates in the suitability or “correctness” of the matched filter 


output, and they are derived from the output of the component’s 


internal filter, whatever that may be.  Optionally, past filter inputs 


and outputs could be included in the confidence estimate 


derivation (not shown).  Adaptive learning methods could also be 


included in the derivation of the confidence estimates (also not 


shown). 


Selection of the confidence estimates is critical for a fault-aware 


machine vision system that utilizes a fault-aware matched filter to 


gain the reliability and fault-detection characteristics listed in the 


introduction.  Ideally, the confidence estimates should be selected 


such that every application-specific failure mode is covered by a 


confidence estimate metric that is sensitive to the failure mode.  


Of course, this is easier said than done in most applications.  


However, we have observed for machine vision that a set of 


confidence estimate metrics exist which are trivial to calculate and 


are sensitive to most experimentally observed optical flow signal 


processing faults. 


Because the confidence estimates are application specific, it is not 


possible to produce rules for generating fault-aware matched filter 


confidence estimates that are applicable to all situations, even 


when the legacy matched filter technology has been selected.  


Discovery of suitable confidence estimate metrics that can be 


paired with a selected matched filter technology for a specialized 


application (e.g. wireless communications) is a separate research 


project. 


Finally, it is worth mentioning that many legacy matched filters 


attempt to perform accept/reject filtering on the matched filter 


output using thresholding on the raw filter output.  This is 


equivalent to using the raw filter output as a confidence estimate 


metric in the fault-aware matched filter.  However, we do not 


consider this legacy technique alone to constitute a fault-aware 


matched filter, because the thresholded raw filter output shares all 


(or nearly all) failure modes with the original matched filter 


output.  In addition, we have observed in practice that the legacy 


method for accept/reject filtering of the matched filter output  


alone is not sufficient for the system to reliably operate in difficult 


conditions and reliably detect signal processing faults as they 


occur in UAV collision avoidance applications.  Hence, this 


legacy method does not, by itself, qualify a machine vision system 


by itself as a “fault-aware machine vision system” as we have 


defined in the introduction. 


Before confidence metrics can be selected, the application must be 


specified and a legacy matched filter technology must be selected.  


In the remainer of this paper, we narrow the application to optical 


flow for machine vision, and we select the correntropy matched 


filter as the legacy filter to be fused with the fault-aware matched 


filter augmentation. 


3.2 Fault-Aware Correntropy Matched Filter 
A basic implementation of a fault-aware correntropy matched 


filter that does not include input/output feedback or intelligent 


adaptation is shown in Figure 3.  The entirety of the correntropy 


matched filter can be clearly seen.  The confidence estimate 


metrics can include the thresholded raw correntropy value and 


other parameters derived from the correntropy statistic.  Note that 


the thresholded raw correntropy value is not allowed as the only 


confidence estimate metric in the fault-aware correntropy matched 


filter, because it shares too many failure modes with the filter 


output. 


+
Correntropy


Filter


Threshold


On V


s(t)


n(t)


t=T


Derive


Confidence


Estimates


(V, f(V), etc)


 


Figure 3 – General fault-aware correntropy matched filter 


The inputs and outputs for this filter as required by an optical flow 


algorithm are slightly different than those shown in the above 


figure.  In the next section, we describe in detail an 


implementation of a baseline optical flow algorithm that includes 


the fault-aware correntropy matched filter.  We perform an 


analysis on the most common failure modes observed in real-


world UAV flight video, and use those to identify confidence 


estimate metrics for the matched filter.  Then we explain how the 


information is used by the optical flow algorithm, and show some 


results using real-world flight video. 


4. FAULT-AWARE OPTICAL FLOW 


4.1 Overview 


4.1.1 Classical Optical Flow 
Optical flow is a measurement of the apparent velocities of 


brightness patterns between images in a sequence [19].  It results 


from changes in camera pose or changes in the environment, such 


as the motion of an object in the scene, or dynamically varying 


lighting conditions.  Many classification systems for classes of 


optical flow algorithm exist.  One widely accepted approach 


divides optical flow algorithms into five classes [20]: intensity-


based differential methods, correlation-based methods, frequency-


based differential methods, multiple motion methods, and 


temporal refinement methods.  Many optical flow algorithms 


exist; one of the most famous techniques is the KLT feature 


tracker, which was originally described in the work of Lucas and 


Kanade [21] and fully developed by Tomasi and Kanade [22].  


Historically, a key problem in the computation of flow is the 


identification of reliable features to track.  This problem is 


addressed in a classical work by Shi and Tomasi [23], where 


metrics were developed to identify features with a high probability 


of reliable tracking.  Additionally, [23] presented an affine motion 


model for the motion of the features within an image, which 


provided improved performance compared to the simpler 


translational model. 


Classical optical flow algorithms are not constrained by any 


requirement on processing speed.  An algorithm that takes an hour 


to process a single frame may be considered an annoyance, but 


this would be overlooked if justified by performance.  However, 


another application area exists where the same cannot be said. 
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4.1.2 Real-Time Optical Flow 
Real-time (RT) optical flow is an optical flow measurement which 


must be completed within a known, finite time by an application.  


It must process all of its inputs to produce a desired output at a 


rate equal to or faster than the input rate.  No processing can be 


delayed until a later time.  The quantitative definition of real-time 


is application specific, and can require processing rates less than 1 


Hz or greater than 1 MHz, depending on the camera frame rates, 


relative velocities of the objects, and required reaction time of the 


system.  In the context of generic video processing (i.e. unless 


otherwise stated), real-time is traditionally taken to mean ~10-30 


Hz (30 Hz is the most common). 


 


(a) 


 


(b) 


Figure 4 – Example RT Optical Flow Output [27] 


Computation of optical flow in real-time is challenging with 


modern hardware traditionally employed by a small unmanned 


embedded system such as a small UAV or a micro air vehicle 


(MAV).  Image sizes must be kept small, since both traditional 


data pre-processing and algorithm implementation rapidly create 


memory bandwidth bottlenecks as image size increases.  No state-


of-the-art “classical” optical flow algorithms can run in real-time 


on modern hardware while tracking more than a few points within 


a 720x480 sized image. 


In the last decade, much work has been devoted to developing RT 


optical flow algorithms capable of real-time operation on small 


form-factor, low-power FPGA and DSP devices.  One such 


classical work is the Camus optical flow algorithm [24].  Another 


is Zelek’s real-time implementation of a Bayesian optical flow 


algorithm [25].  More recent examples are Braillon 2006 [26] and 


Wei 2007 [27].  The latter of these claims to be the current real-


time state-of-the-art, and is a real-time implementation of the 3-D 


tensor technique of Farnebäck [28]. Figure 4, which is the work of 


Wei 2007 [27], represents the problem with RT optical flow 


algorithms to-date.  The image sequence used by Wei is the 


“flower garden” sequence (available at 


http://www.cs.brown.edu/~black/images.html).  All objects move 


horizontally from right-to-left in this sequence.  The tree, which is 


in the foreground, has the largest motion, while the house has the 


smallest.  In this sequence, most of the optical flow vectors which 


are not horizontal (or nearly so) are signal processing faults.  


Optical flow signal processing faults are not reliable for post-


processing.  Even a small number of undetected flow field faults 


clustered on an application-specific object-of-interest can result in 


a system-level failure without warning.  As a result, algorithms 


that exhibit this behavior cannot be used in a fault-aware machine 


vision system. 


In our experience, inter-frame illumination variations due to 


sun/environment and UAV orientation are actually quite common. 


Even a “perfect” optical flow algorithm would be guaranteed to 


experience signal processing faults as a result of exposure to real-


world environments, because inter-frame ambient illumination 


changes invalidate the fundamental assumptions of optical flow!  


However, a fault-aware machine vision system would require its 


optical flow algorithm to degrade gracefully under these 


conditions and to generate warnings when the degradation renders 


the system unable to meet one or more system specifications. 


No published RT optical flow algorithm to-date can meet such 


challenging requirements in small form-factor embedded systems.  


Additionally, we are not aware of any non-RT optical flow 


algorithm that could qualify as fault-aware optical flow for vision-


based collision avoidance system on a small UAV, even when the 


hardware limitations and time constraints are ignored!   


4.2 Baseline Correntropy Optical Flow 


4.2.1 Algorithm Objective 
The objective of baseline correntropy optical flow (C-Flow) is to 


identify the simplest possible optical flow algorithm configuration 


that utilizes a fault-aware matched filter.  Higher-level fault-


awareness techniques at the optical flow level are neglected in 


baseline C-Flow.  Baseline C-Flow is extremely simple, massively 


parallel, and suitable for pipelining.  As a result, it is an ideal 


proof-of-concept for fault-aware machine vision in small form-


factor embedded systems equipped with modern reconfigurable 


computing hardware.  It represents the beginning of fault-aware 


optical flow technology and not the limit. 


4.2.2 Process 
The C-Flow algorithm computes optical flow as the displacement 


between spatially co-located point correspondences, also called 


optical flow sample points or just flow samples.  The algorithm is 


a two stage process.  In stage one, flow sample coordinates are 


acquired for the first frame of the image sequence using a pre-


defined sample pattern.  The sample pattern can be anything.  


Since the algorithm can reliably discard individual optical flow 


sample faults using the fault-aware correntropy matched filter, 


baseline C-Flow does not need to allocate any resources “locating 
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good features to track” (as done in nearly all other optical flow 


algorithms since [23]). 


The second stage of the algorithm locates the samples from frame 


#1 within all frames in the “feature history”, where one feature 


history represents the entire sample record across two or more 


frames (feature history sizes of 2-4 are the most common).  The 


optical flow output can be sampled from the cumulative 


displacement over all frames in the feature history or from the 


displacement over the last two frames.  The flow samples from the 


first frame in the feature history are followed across the remaining 


frames using fault-aware correntropy matched filters, where the 


samples are recognized in each frame by an NxN sized “template” 


region centered about the flow sample coordinate in image space.   


In baseline C-flow stage one, a template is acquired about each 


desired sample point.  In the second stage, the similarity of the 


template with respect to all possible new locations within a pre-


defined search window is measured by computing the correntropy 


between the template and each possible new location.  The result 


of this process is a 2-D map of the similarity between the template 


from the “previous” frame and possible matches in the “current” 


frame.  This 2-D map is called a match statistic map (MSM), and 


it is used to determine the new flow sample position in image 


space and to estimate the “correctness” of the result. 


4.2.3 Match Statistic Map 
The MSM must be generated for every optical flow sample in all 


but the first frame of the feature history.  Derivation of the MSM 


is the first step in the fault-aware correntropy matched filter 


implementation used by baseline C-Flow.  The MSM and its 


properties are discussed in detail in a Prioria Robotics company 


white paper [30] (publically available…see references for access 


instructions).  Key MSM properties will be summarized briefly 


here. 


Generation of the MSM is a form of “correntropy filter”.  The 


magnitude of the MSM at location (c,r) in search window 


coordinate space is given by MSM(c,r).  Using the mathematical 


definition of correntropy and the Gaussian kernel function from 


Eq (1) and (2), MSM(c,r) can exist on the interval [0, 1], where 


MSM(c,r) = 0 means a perfect mismatch between the “previous” 


template and the template located at (c,r) in the search window, 


and MSM(c,r) = 1 indicates a perfect match.  (Note that a 


hardware implementation could de-normalize this interval to an 


integer space for all-integer processing.)  


 


(a) 


 


(b) 


Figure 5 – MSM: (a) Ideal correct and (b) ideal fault cases 


The ideal MSM for a successful flow field sample detection 


operation is given by a unit magnitude 2-D impulse function 


centered at the (c,r) corresponding to the “correct” location of the 


sample in the search window, as shown in Figure 5-a.  However, 


because of obstructions, field-of-view effects, and the like, the 


search window does not always contain the sample template.  In 


this case, a flow field sample fault is inevitable.  Ideally, in the 


fault case, the MSM contains all “perfect mismatches” as shown 


in Figure 5-b.  Unfortunately, neither ideal case occurs in practice 


with real-world data.  When a “correct” peak is present in the 


search window, the MSM will consist of the “correct” similarity 


peak superimposed on a background of “similarity noise”. 


This superposition is present in real-world imagery even in the 


autocorrentropy MSM derived by computing the MSM with a 


search window located in the original (stage one) image frame 


(not required in baseline C-Flow).  The behavior of the MSM 


during common optical flow sampling failure modes is heavily 


dependant on properties of the MSM other than the absolute peak.  


In the next section, we show some maps derived from real-world 


flight data, and describe the most common flow sample failure 


mode. 


4.2.4 Real-World MSM Examples 
The representative “real-world” test data is a two image sequence 


taken from a forward-looking camera of a hobby-class remote 


controlled (RC) plane with a wingspan less than two feet and 


airspeed less than 20 knots.  In this sequence, the plane flies 


almost directly at the center of the image, and a strong counter-


clockwise scene rotation of approximately 10 degrees per frame is 


present.  The camera has a wide 120 degree FOV; much of the 


scene outside of the image center is out-of-focus due to its 


distance from the camera. 


 


(a) 


 


(b) 


Figure 6 – “Easy” real-world flight sequence 


Since the RC plane was too small to carry an onboard digital data 


recorder, the video was converted to NTSC (analog) and 


transmitted wirelessly to the ground.  The received analog data 


was de-interleaved, re-sampled to maintain the original aspect 
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ratio, and converted to illuminance.  No additional pre-processing 


was performed.  The resulting sequence resolution is 360x240. 


This two-image sequence (Figure 6) was observed to give above-


average optical flow field results for multiple optical flow 


algorithms.  No illumination variation is present in this sequence.  


As a result, it represents an “easy” real-world data set.  


 


(a) 


 


(b) 


 


(c) 


 


(d) 


Figure 7 – “Easy” sequence, correct result: (a) search window 


1, (b) search window 2, (c) MSM 1, and (d) MSM 2. 


Figure 7-a shows an autocorrentropy search window in the first 


frame of the feature history.  The original flow sample feature is 


the center 17x17 region in search window 1.  Figure 7-c is the 


autocorrentropy MSM for this feature in the search window of 


Figure 7-a.  The peak of the MSM is clearly visible, and is much 


higher in amplitude than the surrounding similarity noise.  The 


search window for the template in sequence frame two is shown in 


Figure 7-b.  Although it is difficult to distinguish with the naked 


eye, Figure 7-b is shifted slightly down and to the left compared 


to Figure 7-a.  The shift is much easier to detect in the MSM for 


the second frame (Figure 7-d).  The peak, while decreased in 


amplitude, is still clearly visible and noticeably higher than the 


similarity noise.  The location of the peak in Figure 7-d is 


reported to be the new position in image space of the feature, and 


the result is “correct”. 


 


(a) 


 


(b) 


 


(c) 


 


(d) 


Figure 8 – “Easy” sequence, “fault” result: (a) search window 


1, (b) search window 2, (c) MSM 1, and (d) MSM 2. 


Unfortunately, not all locations in this image sequence are well 


behaved!  Consider a feature centered on a flat-field region of sky, 


as shown in Figure 8-a.  This feature, which has extremely small 


x- and y- gradients, would not be considered a good feature to 


track according to the methods of Shi and Tomasi.  Likewise, the 


unsuitability of the feature is evident in the autocorrentropy MSM 


(Figure 8-c).  As before, the peak is visible in the center (at the 


original sample location).  However, this time, the amplitude of 


the surrounding similarity noise in the rest of the map is nearly as 


strong as the peak!  When the MSM for the tracked frame (Figure 


8-d) is computed, the peak corresponding to the sample template 


in the second frame is completely obscured by the similarity 


noise.  As a result, the location of the absolute peak of this MSM 


does not correspond to the optical flow sample template, and an 


optical flow field vector derived from this result would be an 


optical flow signal processing fault! 


4.2.5 Baseline C-Flow Confidence Estimate Metrics 
The method for detecting this type of fault lies in the observation 


of “similarity ambiguity” in the computed MSM.  Similarity 


ambiguity occurs when one or more similarity values within the 


MSM are nearly equal in magnitude to the peak.  Because it is 


difficult to distinguish which of the large similarity values is the 


“correct” peak, the measured location is ambiguous and 


untrustworthy.  Optical flow sample faults that occur as a result of 


a similarity ambiguity event are called similarity ambiguity faults 


(or errors).  In our experience, similarity ambiguity faults make up 


the vast majority of real-world optical flow faults. 


It is critical to observe that similarity ambiguity events can occur 


regardless of the MSM peak magnitude!  As a result, the raw peak 


magnitude of the correntropy function (or any other similarity 


function) as a confidence estimate is not indicative of the 


presence/absence of similarity ambiguity events.  In other words, 


a similarity ambiguity event is a failure mode of a traditional 


correntropy matched filter and any other matched filter derived 


from a peak measure of similarity (eg. sum of absolute 


differences, RMS error, etc.). 


However, a ratio of the peak magnitude to a secondary magnitude 


within the MSM acts as a direct test for similarity ambiguity!  


This “similarity ambiguity ratio”, shown in the following 


equation, is a suitable confidence estimate for the fault-aware 


correntropy matched filter, which does have the similarity 


ambiguity fault as a failure mode. 


2pk


pk


SA
MSM


MSM
R =  (3) 


Therefore, the confidence estimate metrics for baseline C-Flow 


are: 


1. MSM peak magnitude, and 


2. MSM similarity ambiguity ratio 


4.2.6 Baseline C-Flow Matched Filter 
The complete fault-aware correntropy matched filter for the 


baseline C-Flow algorithm is shown in Figure 9.  The inputs for 


the filter are the template for the flow sample position in the 


“previous” frame and all possible templates for a new sample 


position within a search window in the “current” frame.  These 


inputs are used to derive the MSM in the matched filter, which in 


turn is used to simultaneously derive the filter output and its 


confidence estimates. 


The filter output is the peak location within the MSM, and it 


represents the “legacy” output common to a traditional 


correntropy matched filter.  This output is used by the optical flow 


algorithm to establish a point correspondence between the sample 
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position of the template from the “previous” frame and a sample 


position within the “current” frame.  The remaining two outputs, 


the peak magnitude and the similarity ambiguity ratio, are the 


confidence estimates for this fault-aware matched filter.  The first, 


peak magnitude, is a traditional metric that is available to the 


traditional (unaugmented) correntropy matched filter.  Although 


useful, the output is derived directly from the peak magnitude and 


shares many of its failure modes.  As a result, the peak magnitude 


alone does not allow this filter to be considered fault-aware.  


However, the similarity ambiguity ratio confidence metric is able 


to detect a similarity ambiguity fault, which is the most common 


failure mode for real-world optical flow data. 


 


Figure 9 – Baseline C-Flow fault-aware matched filter 


 


 


(a) 


 


(b) 


Figure 10 – “Hard” real-world flight sequence 


Both confidence estimates are compared to user-specified 


calibration threshold values.  If either of the measured confidence 


estimate metrics are less than the threshold values, then the flow 


sample is labeled as “low confidence” by baseline C-flow and 


discarded.  


4.2.7 Results 
The image sequence in Figure 10 was selected to illustrate optical 


flow field faults that occur in real-world flight data.  This 


sequence is from a later time in the same flight as the sequence in 


Figure 6.  However, this sequence exhibits a strong concentration 


of optical flow signal processing faults, due to a (nearly 


imperceptible) ambient illumination variation across frames.  


 


 


(a) 


 


(b) 


Figure 11 – (a) KLT and (b) baseline C-Flow optical flow 


fields for the “hard” real-world sequence 


 


When processed with the Birchfield implementation of the KLT 


optical flow algorithm [29] using the default settings, the resulting 


flow field is corrupted.  Although KLT is not a modern RT optical 


flow algorithm, its performance is on par with or better than many 


other RT optical flow algorithms, and it is also reasonably fast.  


Because of these properties, and because a well-tested stable test 


bench is publically available, KLT is still popular as a frame of 


comparison.  Figure 11-a shows the computed KLT flow field 


with the obvious flow field faults circled in red.  Upon closer 


inspection on a magnified image, many of the other flow samples 


are also faults. 


The majority of the flow field for the baseline C-Flow algorithm 


suffers the same fate, which is expected since this sequence 
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violates one of the fundamental assumptions of optical flow with 


the illumination variation.  However, the output of the baseline C-


Flow algorithm in Figure 11-a is dramatically different.  All flow-


field faults visible to the naked eye are removed by the confidence 


estimate thresholding!  (Larger thresholds can be used to further 


decrease the fault rate, if desired.) 


This is exactly the behavior specified for a fault-aware machine 


vision system.  The baseline C-Flow algorithm has removed all 


invalid optical flow samples.  In the event that the remaining 


samples are not enough to meet the application specific 


requirements, the problem can be immediately detected and the 


appropriate action can be taken.  Meanwhile, the KLT algorithm 


does not exhibit fault-awareness.  It would not be capable of 


generating any warning to the system without unrealistically 


expensive post-processing of the flow field.  


 


Figure 12 – “Moderate” difficulty sequence, computed 


baseline C-Flow optical flow field 


This demo of the fault rejection capabilities of C-flow leaves one 


remaining question.  Does the algorithm reject a large number of 


valid sample points when the data is good?  The answer is no, and 


can be seen in Figure 12, which occurs approximately one-half 


second in time after Figure 11.  This final sequence, which 


represents a moderate level of difficulty, maintains a large number 


of flow samples within the image! 


Quantitative fault-rate performance measurements are impossible 


without ground truth data, and simulated imagery with ground 


truth does not accurately capture many real-world imaging effects.  


As a result, it is impossible to make a quantitative comparison of 


optical flow algorithms using real-world flight video.  However, 


based on the state of the art for current RT optical flow 


algorithms, we believe that a qualitative comparison of 


performance using real-world flight video is the best way to 


ascertain the suitability of the algorithm for the proposed 


application.  Also, a visual inspection of results with real-world 


data is much more likely to provide a reliable estimate of an 


algorithm’s suitability for a given application than the 


meaningless statistics currently reported in published optical flow 


literature. 


4.2.8 Hardware Implementation 
An FPGA implementation of baseline C-Flow is in progress.  


Conservative estimates for the worst case speed are 100 fps on a 


Stratix-III with no specialized memory architecture, for 100 flow 


samples with 17x17 templates and 17x17 search windows.  


Because baseline C-Flow requires no pre-processing on the raw 


image data, the overhead associated with the algorithm is 


independent from the size of the input images.  (Large images will 


reduce the memory bandwidth available to the system, but the C-


Flow overhead will remain unchanged.) 


The high projected speed of the algorithm is due to the massive 


parallelism of baseline C-Flow and the capability to implement 


the correntropy function for single samples as a single-cycle 


instruction in the FPGA.  This gives the hardware implementation 


of correntropy a speed equivalent to “no-frills” sum of absolute 


differences method. 


5. CONCLUSIONS 
In this paper, we defined the notion of fault-aware machine 


vision, established a need for it in real-world applications, and 


presented a list of key characteristics of such a system.  We 


described new advances in signal processing which allow the 


implementation of a fault-aware matched filter.  We defined this 


filter, and extended it to a baseline implementation of a fault-


aware optical flow algorithm, called baseline C-Flow, which can 


potentially meet the strict reliability requirements that are 


expected to be established in the coming year by the FAA for 


vision-based sense-and-avoid systems for UAVs.  The baseline C-


Flow algorithm was tested using challenging real-world flight 


imagery, and its fault-awareness capabilities were observed. 


Although formal FAA requirements and more extensive testing of 


baseline C-Flow are required before the algorithm can officially 


claim to be a fault-aware optical flow algorithm suitable for 


vision-based sense-and-avoid as defined in this paper, it is clear 


that it is far more advanced in this regard than modern published 


RT optical flow algorithms (Figure 4) and older, well-respected, 


near real-time optical flow algorithms (Figure 11).  In fact, since 


the baseline C-flow algorithm is so simplistic, we believe that 


future enhancements are available to enhance speed and further 


improve performance. 


We do not believe that baseline C-Flow is the “final answer” for 


optical flow needs for all small form-factor machine vision 


systems, since there is still much improvement and customization 


that can be done.  However, we do view it as both an important 


step in the right direction from an end-user requirements 


perspective and a significant improvement to the RT state-of-the 


art. 


Finally, the fault-aware matched filter presented in this paper has 


the potential for wide-ranging application, especially when used 


to augment a correntropy matched filter.  However, the 


implementation of the fault-aware augmentation is not well 


understood at this time for non-machine vision applications. 


6. INTELLECTUAL PROPERTY 
All rights to the fault-aware matched filter are owned by Prioria 


Robotics and are patent pending at the time of this publication.  


The correntropy matched filter, nonlinear correntropy filter, and 


correntropy signal detection patents are owned by the University 


of Florida and licensed exclusively by Prioria Robotics. 
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ABSTRACT 


Four rotor helicopters have attracted research interest since they 


can achieve quasi-stationary flight as well as vertical take-off and 


landing. In this paper, Index Based Reasoning is applied to 


monitor the system condition and evaluate it with a health index. 


Fuzzy Logic control is proposed to provide fault accommodation 


under different health condition of the system. The integration of 


health information and control strategy can maximize the 


performance of the helicopter. The proposed method is tested on 


the simulated model of the Draganflyer. Simulation results of 


helicopter operating under normal condition and with component 


failure are presented. 


Keywords 


Four rotor helicopter, fuzzy logic control, fault tolerant control 


1. INTRODUCTION 
Small four rotor helicopters have gained popularity for unmanned 


surveillance operations.  They can achieve quasi-stationary 


hovering in addition to vertical take-off and landing(VTOL) in 


limited space. Unlike regular helicopters, they are under actuated 


dynamic vehicles with four fixed pitch angle rotors. The motion 


of the helicopter is controlled through rotating the front and rear 


rotors counterclockwise while the left and right rotors clockwise. 


Using four rotors increases the payload capacity and 


maneuverability of the helicopter. But control of the system is 


very complicated since all the movements are highly coupled with 


each other. Several researches have worked on optimization of the 


control of four rotor helicopters. Castillo proposed a controller 


based on Lyapunov analysis using a nested saturation 


algorithm[4]. Lai adopted time-optimal control by using genetic 


algorithm[7]. Altug[1] and Suter [8] used the pictures of a visual 


camera to estimate and control the position and orientation of the 


helicopter. 


In this paper, fuzzy logic is proposed to control the system under 


different health conditions. Fuzzy logic is based on the 


mathematical theory of fuzzy sets. It performs reasoning 


approximately rather than accurately with a series of If Then 


rules. With prior knowledge and experience turned into rules, 


fuzzy logic can simplify modeling and controlling of a complex 


nonlinear system reliably and efficiently. In several researches 


fuzzy logic was applied to actively reconfigure the control scheme 


to maintain the current operation of the system when faults 


occur[2,9]. 


The proposed approach is tested on the simulated model of the 


Draganflyer manufactured by RCToys. With a structure 


assembled from low cost components and four rotors to control, 


the possibility of component failure may increase. Index Based 


Reasoning is proposed to identify and evaluate the health 


condition of the system. The possible faults of the small four rotor 


helicopter will be classified by IBR with a health index. Based on 


the health condition, reconfiguration of the controller will be 


automatically achieved so that stable and acceptable performance 


of the system can be maintained. 


In the following paper, dynamic model of the four rotor helicopter 


will be given in section 2. The design of fuzzy logic controller, 


simulation model and results will be presented in Section 3 and 4. 


The conclusion will be briefed in Section 5. 


2. DYNAMIC MODEL OF FOUR ROTOR 


HELICOPTER 
The propulsion of the four rotor helicopter comes from four 


electric motors.  The lift forces vary with the rotor speed. The 


differences of lift forces tilt the helicopter, and the helicopter 


accelerates along that direction. By increasing (reducing) the 


speed of the front rotor while at the same time reducing 


(increasing) the speed of the rear rotor, the pitch movement can be 


obtained. By changing the speed of the lateral rotors with the 


similar approach, the roll movement can be obtained. By varying 


the speed of the two pairs of rotors together, the yaw movement 


can be obtained. 
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Figure 1. Schematic diagram of four rotor helicopter 


Fig.1 shows the simplified model of the four rotor helicopter. 


Where   denotes the inertial frame attached to the 


earth. While  is a body fixed frame attached at the 


center of mass of the helicopter.  And   are Euler angels, 


which denote roll, pitch and yaw respectively. 


The dynamic model of the helicopter derived as following[5,6] 


 


 


 


 


-  


Where  and denote the position and 


velocity of the origin of  with respect to .  


T is the total thrust, 


 


R is the rotational transformation matrix, 


 


 


 denotes the angular velocity expressed in .  


is the inertia matrix around the center of  mass.   


 is the gyroscopic torques. 


 is the airframe torques, And each component 


of the torque is, 


 


 


 


Where  and are proportionality parameters depending on the 


density of air, the properties of rotor blades and other factors.  is 


the distance from the rotors to the center of mass of the helicopter. 


 denotes the angular velocity of the rotor i. And  is the 


moment of inertia of a rotor around its axis. 


3. FUZZY LOGIC CONTROLLER 
In terms of flight guidance of UAV, the control systems usually 


follow the programmed waypoints to reach to their targets. 


However as the flight situation, health condition and other factors 


may vary during the mission, it is necessary that Autonomous 


Guidance and Control(AG&G) adjust with the information from 


Integrated Structural Health Management(ISHM) to maximize the  


performance of UAVs. The architecture of the integrated system 


is presented in Fig.2.[3]  It processes the gathered information of 


flight path, flight condition, and structural health simultaneously 


and then determines the proper control characteristics. Flight 


condition is primarily the information of engine performance, 


while structural health is the location, size and severity of 


structural faults.  If necessary, abnormalities may be reported to 


the ground crew. 


 


Figure 2. Integrated system of ISHM and AG&G 


In this study, Index Based Reasoning (IBR) is proposed to 


implement ISHM. It evaluates the flight condition and structural 


integrity.  IBR represents the health of the whole system with an 


index. The health index will then be carried to AG&G system. 


Fuzzy Logic controller determines to give up or continue the 


mission in case of component failures. Fuzzy logic is a fine choice 


to provide fault tolerant control of the system. The set of rules can 


reconfigure control parameters according to the health condition 


of the system. And genetic algorithm can be applied to optimize 


membership functions and rules. 


The implementation of proposed ISHM +AG&G approach is 


presented with Simulink model in Fig.3. In this case, flight 


condition which is the performance of rotors is the main concern 


of the system health. IBR classifies the condition of rotors with a 


health index which is presented to fuzzy logic controller as an 


input. In this study, the given height is considered the target of the 


mission. Fuzzy logic controller is supposed to reach to the target 


under different health conditions. It will reconfigure the control 


surface if faults occur, for example, one or two rotors fail during 


the mission.  
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Figure 3. Simulink model of ISHM+AG&G  


4. RESUTL AND DISCUSSION 
The input variables of fuzzy logic controller were offset distance 


of height, vertical speed and health index.  The membership 


functions of offset height (z) and vertical speed (zdot) were 


triangular. Membership functions of health index (HI) were 


trapezoidal. Fig.4 and Fig.5 illustrate membership functions of 


offset and speed respectively. Thus, according to the difference of 


the coordinate and the speed of the helicopter, the controller was 


designed to drive the offset to zero. At the same time, if the health 


condition changed as one or two rotors fail, the controller had to 


reconfigure the control characteristics of rotors.  


The output of fuzzy logic controller was lift force of each rotor. 


The lift force is given by, 


 


Where is rotating speed of rotor i, which can vary with applied 


voltage. Membership functions of output forces are presented in 


Fig.6. The set of rules are showed in Fig.7. Both membership 


functions and rules need fine tune to make the control parameters 


converge. 


 


Figure 4. Membership function of height offset  


 


Figure 5. Membership function of vertical speed 


 


Figure 6. Membership function of output force  


 


Figure 7. Rule viewer 


Fig. 8 shows the result of helicopte reaching to target height from 


origin. It assumed that the health condition was perfect. As 


indicated from the graph, the helicopter climbed to the target 


under fuzzy logic controller, after a quick overshoot, it converged 


at the target height. 
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Figure 8. Simulink result of reaching to target 
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Fuzzy logic controller also can provide fault accommodation 


when components fail. Fig.9 shows the simulation result when 


fault occurred. The rotor labeled 1st failed at 8 second. After IBR 


identified this, it presented health index input as 2 to the 


controller. Based on the rules of fuzzy logic, the controller 


reconfigured the output force for each rotor. From the diagram, 


the helicopter dropped first after the rotor failed. After the 


reconfiguration, the helicopter climbed again and reached to the 


target. 
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Figure 9. Result when fault occured  


5. CONCLUSION 
In this paper, Fuzzy Logic control is proposed to provide fault 


accommodation under different health conditions of the system. 


Index Based Reasoning (IBR) was applied for implementation of 


Integrated Structural Health Monitoring. It monitored, analyzed 


and reported the system condition with a health index to the 


controller. The controller may manage the operation of the 


helicopter better and safer with the help of the health related 


information. 


Fuzzy logic was a fine choice for fault tolerant control. It was 


easy to program, and powerful for reconfiguration of the flight 


management by considering the condition of the components.  


The initial setup of the fuzzy logic for the proposed application 


was easy.  However, membership functions and rules needed fine 


tune for optimization of the control parameters.  Genetic 


algorithm may be employed to adjust membership functions and 


rules. The number of rules increased dramatically when the 


identified fault modes were increased.  If a central computer 


monitors all the sensors, the efficiency of control scheme would 


suffer with the increase of the fault modes.  IBR is capable to run 


multiple fuzzy logic controllers parallel to increase the 


computational speed.  


The target of this study was to bring and keep the air vehicle to 


the desired vertical coordinate z. In the future, x and y coordinate 


may be added by using very similar membership functions and 


rules.  The design of the membership functions and rules was a 


tedious trial and error process. Genetic algorithm may be applied 


to tune the parameters in future studies.  
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ABSTRACT 
Today, many researchers address the challenging problems 


of robotics such as visual recognition, navigation and machine 
learning. Over the past few years the competitors of DARPA 
Urban Challenge have demonstrated significant advancements in 
these areas and the iRobot corporation has become the key leader 
in building commercial government and industrial Unmanned 
Ground Vehicles (UGV’s) for various military applications. Over 
the past two decades, this company has maintained their unique 
position with their low-cost compact unmanned mobile robots 
(UGV’s). The goal of this paper is to design an advanced 
unmanned mobile robot using low cost modules to closely 
challenge today’s high cost systems used for developing UGV’s. 
This goal is achieved by seamlessly interfacing low cost vision 
module [1] and commercial GPS receivers with robot's brain. 
Since commercial GPS has a voice command output, in this paper 
we develop an innovative technique of interfacing low cost GPS 
receivers with HM2007 speech recognition IC, which enables us 
to precisely recognize the direction in which the robot has to 
travel and the position at which it has to stop with a standard 
speaker-dependent voice recognition system.  


Keywords 
Onboard Vision System, GPS Module, Navigation, UGV, 
HM2007. 


1. INTRODUCTION 
Among the many open issues to be addressed in the development 
of the mobile robot navigation system, path planning is one of the 
major issues.  A great number of different techniques have been 
developed in order to carry out efficient robot path planning [19, 
20, 21]. The iRobot corporation has developed many different 
kinds of unmanned mobile robots for different applications 
varying from service industry to military robots.  


Path planning for robots and manipulators is a research area 
where new contributions have been reported by researchers for 
decades. Over the years, several groups of methods dealing with 
the path planning problem have been developed. A short 
evolution of the state of the art can be found in [2], where 
Latombe lists the main landmarks on path planning until 1990 and 
in the field of obstacle avoidance, there are several Ph.D. 
dissertations [4, 5, 6] and reports [7] where exhaustive 
classification and description of the different methods have been 
carried out.  


Mobile robot systems use sophisticated equipments for successful 
execution of the planned path, e.g., the mobile robot system at 
CMU NAVLAB [8] consists of several modules, namely color 
vision, to see the road; 3-D vision, looking for obstacles; the pilot, 
predicting road locations for color vision and planning vehicle 
trajectories; the Helm trajectory execution manager; the 
controller, which handled the real-time tasks of vehicle driving; 
and the map navigator, responsible for route planning. Similarly, 
in the work carried out in Jet Propulsion Laboratory [9], for 
obstacle detection, the mobile robot system consist of a forward-
looking stereo camera, infrared and sonar proximity sensors 
looking in various directions, and the scanning laser rangefinder. 
To provide adequate coverage, the stereo cameras have a field of 
view of 97×74. The stereo imagery is processed into 80×60 pixel 
disparity maps on the vision stack using algorithms developed 
previously at JPL [10]. To provide adequate dynamic range and 
control of image exposure for operation from bright sunlight to 
dim indoor lighting, cameras are required to have software-
controllable exposure time. 


But as pointed out by the authors of the above paper [8], most 
existing road trackers work well for only a particular road, or only 
under benign illumination. In the presence of disturbances such as 
disappearing features or change in illumination the models do not 
stand up to the test. In order to address such issues, the 
researchers in this work [8] have proposed to build and use 
explicit road models. In this work [8], specific models are made to 
track road edge markings (white stripes), road center lines (yellow 
stripes), guard rails, shoulders, type and color of road surface, 
location of vehicle on road, location of stripes etc. In addition, 
they have also proposed to have explicit models for shadows, 
local changes in road surface, e.g. patches, global illumination 
changes, such as the sun going behind a cloud, etc.  


Similarly, the researchers at JPL have built specific algorithms to 
deal with shadows [9]. In this work, to cope with strong shadows 
and significant appearance variations, the edge detection 
algorithm takes a “least commitment” approach to finding the 
near-parallel straight lines that are the edges of the steps. First, a 
Canny edge detector is run with a low gradient magnitude 
threshold to find even weak edges; edges are then linked into 
straight line segments. The dominant orientation of all of the 
edges is found by histograming the edges in all of the edges and 
choosing the greatest peak within 45 degree of horizontal; all 
edges with orientations further than some threshold from the 
dominant orientation are then discarded. Since some steps may be 
detected as multiple short line segments, the remaining edges are 
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filtered to merge nearly collinear segments. Finally, any edge that 
is still less than 1/4 of the image width in length after merging is 
discarded. Some distracting edges with inconsistent orientations 
can still remain at this stage.  


Similarly, the researchers have presented specific algorithms for 
illumination invariance among a few other things for improved 
localization on legged robots [11]. As pointed out by the authors, 
color is often one of the most informative visual cues in the 
environment and color segmentation is an inherently uncertain 
operation. Furthermore, under changing illumination conditions, 
the same pixel values may represent different colors. The authors 
presented algorithms for autonomous color calibration and a 
method aimed at directly achieving illumination invariance.  


Additionally, the author has presented SIFT algorithm to make 
the path planning algorithm invariant to change in illumination 
among a few other parameters for robot localization [12]. 


This discussion above concludes that varying illumination in the 
domain of the mobile robot plays an important role on its path 
following and as suggested by many authors this illumination and 
intensity problems of light can be gained over by adapting the 
high cost algorithms which are not feasible for developing low-
cost unmanned vehicles. 


The authors have previously developed a revolutionary low-cost 
technique to draw the optimum path to the selected destination by 
integrating the potential field concept [13] and low-cost on board 
vision module [1]. Though we successfully discussed and 
demonstrated the cost effective solutions for developing a mobile 
unmanned robot [1], we still have a challenging problem in 
dealing with the position accuracy of standard digital GPS 
modules. 


In this study, we discuss a reliable cost effective technique to 
resolve the issues of position accuracy with standard digital GPS 
module by integrating commercial GPS (such as Tom-Tom, 
Gramin, etc.) with on-board vision module equipped with voice 
recognition system. This enables us to take the direction 
information from the voice commands of commercial GPS system 
and the obstacle information from the vision module. This 
information can be used with path planning algorithm [1] to 
determine the optimum path to the destination by avoiding all the 
obstacles.  


The 3-D solid model of the proposed robot is shown and the 
algorithm is implemented in real time to test the suitability of the 
robot for a real environment.  


The resulting system makes it possible to utilize our two 
important independent modules: (1) On board vision system, (2) 
Commercial GPS module. In this work, these modules are 
integrated together with low end microcontrollers to implement 
path planning algorithm for GPS based vision guided navigation. 


2. COMMUNICATION BETWEEN 
MODULES 
This is the crucial part of the system which is as important as 
arteries and veins of our body. The communication and 
synchronization of data between the modules plays the major role 
for getting the system work as expected. Block diagram in Figure 
1, explains the working of our “VizzBot-I”. Bayer data from 


camera is sent to ATMega 8 and is future processed for pixel 
information. ATTiny 12 is used to synchronies the 
communication between Camera (OV 6620) and AT Mega 8. This 
synchronization is very important to avoid the loss of any pixel 
information when grabbing full image from the camera. 


Commercial GPS Module from Tom-Tom shown in Figure 2, is 
used to guide the robot from one location to another location. 
Instead of opting for standard parallax GPS system, we 
demonstrated the high level cost effective solution with 
commercial GPS unit, by integrating it with voice recognition 
system. The commercial GPS will speak out the respective 
commands whenever we need to change the direction of travel. 
These commands are recognized by voice recognition unit and 
respective information is send to P89V51RD2 for future 
processing to command the actuators, so as to move the robot in 
required direction. The height of synchronization for this voice 
recognition unit is less when compared with the synchronization 
level required for vision module. At any stage of program 
execution the obstacle data from vision module is given highest 
priority when there is parallel information from both the modules 
to process the data. 


 


 


 


 


 


The directional commands from GPS are recognized by voice 
recognition unit (HM 2007) and are decoded into 3 bit binary 
data. This binary data is sent to the brain of VizzBot-I 
(P89V51RD2) to actuate the motors accordingly. 


Decoded Direction of Travel Information:  


000 - Straight Condition 


001 - Left Condition 


Figure 1. Communication Block Diagram 


Figure 2. Commercial TomTom GPS System 
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010 - Right Condition 


011 - U-turn 


100 - Keep Left 


101 - Keep Right  


110 - XXX 


111 - Stop Condition 


The designed vision system [1] provides high-level obstacle 
information extracted from the camera image to an external 
processor P89V51RD2 that controls a mobile robot to avoid the 
obstacles. P89V51RD2 the brain of VizzBot-I, uses the obstacle 
information from vision module and direction information from 
GPS to process the path planning algorithm. This algorithm 
delivers the optimum path in which the robot has to travel to 
reach the destination by activating the motors accordingly.  


From above discussion it is understood that there are two modules 
in developing this unmanned robot: (1) Image processing block 
for obstacle information, and (2) GPS for direction information. 
Let us first start our discussion with image processing module.  


3. ON-BOARD IMAGE PROCESSING 
As discusses in [1] we modified the algorithm in AVRcam to best 
meet our required goals.  The AVRcam, shown in Figure 3, is a 
real-time on-board image processing engine that utilizes an 
Omnivision OV6620 [1] CMOS image sensor, mated with an 
Atmel AVR mega8 microcontroller to perform all of the image 
processing tasks. 


 


 
One of the key issues in image processing is the effect of 
changing light conditions in the environment. This tends to 
complex the algorithm even for simpler applications and 
implementing image processing algorithms on a low resolution 
image with varying light conditions makes it very tedious to 
develop a real time adaptive system.   


We propose a novel method of dealing with varying light 
conditions by using YUV color space so as to win over the major 
issues of image processing. This enabled us to develop an easily 
adaptive system with high repeatability and feasibility. 


3.1 Advantages of YUV Color Space 


Raw Bayer data from camera module is send to AT Mega 8 and 
future processing of pixel information is done in YUV color 
space. Usage of Intensity- Value (Y-Luminance, UV – 
Chrominance Value) color space adds two advantages to our 
model: (1) to overcome the effect of varying light conditions, (2) 
reduce the computation cost of processing, by reducing the no of 
bits to be processed per each pixel. 


To process an image in RGB color space, shown in Figure 4, we 
need to process all the 8 bits of each pixel of each ‘R’ ‘G’ ‘B’ 
planes, so in total 24 bits of data has to be processed for one pixel 
information. This is huge amount of data to be processed for an 
image of size 176x144, i.e. 176x144x24 (608256) bits of data. 


 


 


 
For converting RBG color space to YUV space we use the 
following mathematical transformations: 
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Processing image in YUV color space stores all the luminance 
values in Y plane and chrominance value information in UV 
planes. So, just by not considering the data from Y plane we can 
eliminate the effect of lightning on the environment and since we 
are not considering the data in ‘Y’ Plane, total no of bits of data to 
be processed for one pixel information will be reduced by 8 times. 
This helps us in saving lots of processing power. 
 


 


 
 


3.2 Image Processing Algorithm in AVRCam 


The algorithm in Figure 6 is implemented continuously for each 
and every captured image till we reach the destination. The 
technical details and working of AVRcam is discussed elaborately 
in [1]. 


Figure 3. AVRcam Top and Bottom View 


Figure 4. Image in RGB Color Space 


Figure 5. Image in YUV Color Space 
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Running along this Algorithm will get us an image as shown in 
Figure 7, which is free from all luminance values (‘Y=0’). It 
means that whatever be the lighting conditions the pixel values in 
Figure 7 will be almost all constant. This way we can avoid 
implementing complex algorithms for simpler and adaptive 
applications. 


 


 
 


4. INTERFACING COMMERCIAL GPS 
FOR DIRECTION INFORMATION 
In this section we discuss the reliable cost effective technique to 
resolve the issues of position accuracy in [1] by integrating 
commercial TomTom GPS with on-board voice recognition 
system (HM 2007). This enables us to take the direction 
information from the voice commands of commercial GPS 
system. This information can be used as an input to P89V51RD2, 
the brain of Vizzbot-I for deciding the direction in which the 
robot has to travel.  


The HM 2007 developed by HUALON Microelectronics (HM) 
Corporation is the most popular and commercial single chip 
CMOS voice recognition Large Scale Integration (LSI) circuit 
with an on-chip analog front end, voice analysis, recognition 
process and a system control function. The operation modes 
provided by the HM2007 are manual mode and CPU control 
mode. The CPU mode of operation is used to interface the 
HM2007 to a programmable controller. 


The HM2007 can recognize either 40 0.9-second long words or 
20 1.92-second long words or phrases. The recognition 


technology used by this IC is of the speaker dependent discrete 
type meaning that it can only recognize words spoken by a single 
person and the speaker must "train" the system with each word to 
be recognized.  Because GPS always delivers a standard voice 
and fixed commands we opted to use this IC in our design to 
recognize the direction commands from GPS. The pin 
configuration for the HM2007P IC is displayed in Figure 8. 


 
 


 


The HM2007 speech recognition processor in SR-06/07 
toolkit is shown in Figure 9. 


 


 
 


 


4.1 Training and Recognition 
We must first train the speech recognition processor of the SR-
06/07 toolkit to be able to recognize any given input voice 
commands. The toolkit is equipped with a keypad, a microphone 
and two seven segment LED display. The microphone is provided 
for the analog input voice command into the speech recognition 
processor. The speech recognition processor stores templates of 
the speaker’s voice characteristics such as tone, inflection, and 
accent. For speaker dependent type systems the same person that 
trained the system will have to speak again during the testing 
phase in order for their voice command to be recognized. The 
voice command is recognized by matching the characteristics of 


Figure 6. Algorithm Implemented in On Board Vision 
Module (AVR Cam) 


Figure 7. Image with No Luminance Values 


Figure 8. Pin Configuration for HM 2007 Speech Recognition 
Chip 


Figure 9. Main Circuit of SR-06/07 Toolkit 
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the spoken word to those already stored in the template. The 
output of the speech recognition processor consists of two 4 bit 
BCD numbers that are displayed on the seven segment LED 
displays. However this output is also available on the 10 pin 
header which uses eight pins for the two 4 bit BCD and one pin 
for VCC and the other pin for ground. These two 4-bit BCD 
numbers will then are transferred to the microcontroller which 
will then decode the acquired data as discussed above and 
transmit the corresponding bytes of information L293D the motor 
controller IC to drive the motors accordingly.  


We further increased the accuracy of the voice system by filtering 
the noise out from the voice commands of GPS. We first input the 
commands from GPS to the microphone which is then passed 
through the Active filter circuit with class D amplifier’s output to 
speaker. The output of this filter is then spelled out from the loud 
speaker as an input to the microphone of the voice recognition 
circuit. This way, we first the process the voice command for 
noise removal and then train the speaker dependent system. And 
we also trained the most commonly used commands in more 
memory slot compared to the commands that are sparingly used 
so that we could have more hit rate and reliability of the system.  


 


 


 
This circuit uses MAX-9727 quad-audio-line driver, IC1 which 
combines separate single-ended filters— one for each of the BTL 
outputs’ phases-with a third amplifier that provides a difference 
signal with additional filtering. The first stage of each single-
ended-filter section contributes the complex-conjugate pole pair 
of a third-order, 30-kHz multiple-feedback Butterworth filter, for 
which many design guidelines and equations are available. Each 
third-order-filter section comprises a complex-conjugate pole-
zero pair and one real pole. To improve the match between the 
signal paths, the two separate multiple-feedback filters share a 
real pole, which 470-pF capacitor C1 and 11-kΩ resistors R1 and 
R6. The circuit implements that pole as a difference amplifier, 
thereby producing a filtered output that presents a single-ended 
version of the BTL amplifier’s outputs.  Auxiliary components in 
this circuit can be selected according to remove the noise from the 
voice commands effectively. This processed data can now be used 
for future processing the direction information which results in 
more reliable output.  


5. IMPLEMENTATION IN A MOBILE 
ROBOT 
Figure 11(a) show the 3-D solid model of the mobile robot 
designed to test this algorithm. Figure 10(a) shows the side 
isometric view of the robot. Two metallic bases of rectangular 
cross-sections are provided for mounting the on-board camera and 
the circuit board. A castor wheel, in the front is mounted to 
provide free motion to the robot. The motors along with the clips 
to hold the same are shown to drive the wheels. Figure 11(b) 
shows the first version of VizzBot which uses standard digital 
GPS from parallax. To overcome the problems of position 
accuracy with this model, we modified the design with 
commercial GPS and voice recognition unit. Figure 11(c) shows 
the modified unmanned robot, VizzBot- I. 


 
 
 


              
              


 


 
 


Figure 10: Active Filter Circuit with a Class D Amplifier Circuit 


Figure 11(a). 3D Model of a Mobile Robot 


Figure 11(b). Prototype Mobile Robot 


Figure 11(c). Modified Version of Unmanned Mobile Robot 
VizzBot-I 







  


Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Boca Raton, Florida, May 21-22, 2009                                        6 


6. ALGORITHM SIMULATION FOR PATH 
PLANNING AND MODELLING OF 
OBSTACLES 
This section is to show the simulation of our Algorithm for path 
planning and image processing which was implemented on a low 
cost, on board vision module. Because it’s not possible to 
visualize how the image is changing in the embedded controller. 
So the same algorithm is implemented in MATLAB to 
demonstrate the simulation.  


As discussed in the previous section YUV color space is 
implemented on vision module for reduction in computation cost 
and to avoid the drastic effects of lightning conditions in the 
environment. The real time RGB image is captured from on board 
vision module and is shown in Figure 12(a). 


 
 


 


Figure 12(a) shows a colored image acquired from onboard vision 
module showing the workspace where the mobile robot has to 
find a path. Note that in this figure the obstacles and the shades of 
these obstacles are pointed out. Figure 12(b) shows the working 
domain in YUV color space. In this figure, the shades of the 
obstacles are converted to dark region with the aim of converting 
them into obstacles. Using edge detection technique, edges of the 
obstacles and also that of the dark regions are determined and 
shown in Figure 12(d). 


 
 


 
 


 
 


 
 


 
 
 
 


As discussed in [1] the potential function used in this design is  


U (q) = kp [I (q) - I ^2 (q) / 2]                        (1) 


where q is a spatial point in the robot workspace which defines 
the robot's current position, I(q) represents the intensity of light at 
the point q and U(q) is a positive and continuous function which 
becomes zero when q=qgoal. The intensity values here represent 
the values pertaining to 0's and 1's. Here kp is the position gain, if 
using a conventional servo. The force generated by this potential 
field is given as the artificial force thus acting on the robot is then 
given as 


F= kp [1 - I (q)] (2)  


Thus the robot moves under this artificial force and the force 
becomes one when the intensity at a spatial point is less than the 
threshold value and at a lighted region, the force becomes zero. 
The planning of the path of the robot is then done such that the 
robot follows the zero-force path.  


Figure 12(a). RGB Image Showing the Working Domain 


Figure 12(b). Same Working Domain in YUV Color Space


Figure 12(c). Modeling of 0’s and 1’s in the Working Domain  


Figure 12(d). Edges of Obstacle and Dark Regions 
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Plotting of potential function: The points generated in the edge 
detection are projected on the potential function, the results of 
which are shown in Figure 12(d). In this figure, the plain region 
represents a free space where the robot is allowed to navigate. 
The robot treats the plain region as the attractive potential field 
and the peaks as the repulsive potential field. With respect to the 
real image acquired, the peaks represent the regions having 
intensity values less than the threshold value. The plain region 
shows the areas having intensity values greater than the threshold 
value. Figure 12(e) shows the repulsive potential field which 
represents the obstacles and the dark regions. Modeling of the 
dark regions is discussed in section 5. Figure 12(f) shows the 
obstacles and the free space in the working domain of the image 
shown in Figure 12(a). The red circles, in this Figure 12(f) are the 
obstacles and the white background is the free space where the 
robot can navigate. 


 


 


 
 


7. ALGORITHM IMPLEMENTED IN 
VIZZBOT-I BRAIN 
Figure 13 explains the algorithm implemented in the Brain of 
VizzBot (P81V51RD2). This takes the obstacle information from 
camera and direction information from commercial GPS (voice 
recognition unit) in real time at every instant and computes the 
direction of travel using path planning algorithm discussed in [1] 
so as to reach the destination in the optimal path. 


 


 


 


 


8. CONCLUSION 
In this paper, a novel approach of interfacing commercial GPS 
with unmanned mobile robot is discussed by interfacing HM2007 
with the TomTom GPS. The major problems concerning the 


Figure 12(f). Obstacles and Free Space of the Working 
Domain Shown in Figure12 (a) 


Figure 13. Diagrammatic representation of the functioning 
algorithm in VizzBot-I 


Figure 12(e). Plotting of Potential Function  
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position accuracies of using GPS in unmanned mobile robots can 
be resolved by using the suggested technique. This technique 
resulted in position accuracy of better than 0.1 m, which means 
the position accuracy of GPS based unmanned mobile robot was 
improved by 50 times. Furthermore, the path planning algorithm 
in [1] was modified and improvised for VizzBot–I to have 
optimum performance. This was particularly suitable for cameras 
having no infrared sensors in which case the robot may not 
distinguish between bright and dark regions. In the absence of this 
distinction, the robot cannot view the obstacles in the dark 
regions. Additionally, in cases where the robot moves into the 
dark regions then it may not clearly visualize any of the obstacles 
in the environment and hence the robot may collide with the 
obstacles. Thus, a potential function is used to model varying 
intensity of light in the workspace such that the robot moves only 
along the lighted areas of the workspace and, at the same time 
models the obstacles and tread an optimal path. This approach 
significantly improved the navigation by allowing the robot to 
avoid deadlock conditions. A GPS interfaced with voice 
recognition unit is configured with the VizzBot-I platform to have 
the direction information for guiding the robot to the final 
destination, which was successfully demonstrated.  
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ABSTRACT
Expert off road drivers have found through experience that ruts
formed on soft terrains as a result of vehicular transit can be
used to improve vehicle safety and performance. Rut following
improves vehicle performance by reducing the energy wasted on
compacting the ground as the vehicle traverses over the terrain.
Furthermore, proper rut following can improve vehicle safety on
turns and slopes by utilizing the extra lateral force provided by
the ruts to reduce lateral slippage and guide the vehicle through
its path. This paper presents a series of motivational experiments
on two robotic vehicles of very different scales and on different
terrains to show the relevance of rut following for autonomous
ground vehicles. Besides that, the paper proposes, implements and
performs an initial experimental validation of a solution to provide
mobile robots with rut detection and following capabilities.


Keywords
Rut following, robot trace following, off road navigation.


1. INTRODUCTION
Autonomous ground vehicles (AGVs) are increasingly being con-
sidered and used for challenging outdoor applications. These tasks
include fire fighting, agricultural applications, search and rescue,
as well as military missions. In these outdoor applications, ruts are
usually formed in soft terrains like mud, sand, and snow as a result
of habitual passage of wheeled vehicles over the same area. Fig.
1 shows a typical set of ruts formed by the traversal of manned
vehicles on off road trails.


Expert off road drivers have realized through experience that ruts
can offer both great help and great danger to a vehicle [1]. On soft


Figure 1: Typical Off Road Ruts Created by Manned Vehicles


terrains ruts improve vehicle performance by reducing the energy
wasted on compacting the ground as the vehicle traverses over
the terrain [2]. Furthermore, when traversing soft and slippery
terrains, proper rut following can improve vehicle safety on turns
and slopes by utilizing the extra lateral force provided by the ruts
to reduce lateral slippage and guide the vehicle through the desired
path [1, 3, 4, 5, 6]. On the other hand, a vehicle moving at high
speed that hits a rut involuntarily can lose control and tip over. An
AGV provided with rut detection and rut following abilities can
benefit from the correct application of this off road driving rule, and
thereby improve its efficiency and safety in challenging missions.


Besides the benefits of rut following already explained, proper rut
detection and following can be applied in diverse applications. Rut
detection can help robotic vehicles in search and rescue missions
because ruts can guide a search operation towards areas with high
likelihood of victim location. In military applications, proper rut
detection can alert other vehicles to the presence of enemy vehicles
in the area, and can help in the guidance of loose convoy operations.
In forestry, rut detection and following can minimize the impact
of heavy machinery on the ground. In agriculture, rut following
can help automate seed planting and harvesting. In planetary
exploration, ruts can play an important role; due to the high cost
of these missions, it is desirable, in some situations, for a rover to
retrace its path after a successful exploration mission and minimize
the risk of getting stuck in unknown non-traversable terrain. A
rut detection system can be used as a robot sinkage measurement
system, which is key in the prediction of center high situations.
Automatic rut detection can also be employed to determine the
coefficient of rolling resistance (a vital parameter in robot dynamic
models), and in general can be used to learn different properties of
the terrain being traversed.


Prior to the research in [7], work on rut detection focused exclu-
sively on pavement rutting in a road surface inspection application
[8, 9]. However, these approaches are not concerned with the
continuity of the ruts, something achieved in the proposed approach
by introducing the local rut models in the vicinity of the vehicle.
In contrast to the method presented in [7], the rut detection method
presented here incorporates domain knowledge regarding tire width
and vehicle body clearance into the rut detection problem. By
doing so, the detection process becomes more efficient because
the search for ruts can be performed on specific candidate points
over the laser scan instead of every point as in [7]. Besides that,
by incorporating geometric constraints on the rut depth and width,
center high situations can be reduced and ruts that are too wide or
too narrow can be avoided. Another important difference between
the current rut detection implementation and the one of [7] is that
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this new approach uses a polynomial representation of the ruts
in the local vicinity of the robot. By doing this, the robot can
differentiate between the left and the right rut, which is necessary
for waypoint assignment during rut following.


Additional research that is related to rut detection is the devel-
opment of a seed row localization method using machine vision
to assist in the guidance of a seed drill [10]. This system was
limited to straight seed rows and was tested in agricultural type
environments, which are relatively structured. The work presented
on [11], presents a vision-based estimation system for slip angle
based on the visual observation of the trace produced by the wheel
of the robot. However, it only detects the wheel traces being created
by the robot. An important result was shown in [12], where a
correlation between the rut depth and the rolling resistance was
presented. However, this work did not deal with the rut detection
problem. As mentioned, a rut detection method for mobile robots
was developed in [7]. However, that paper did not present any
approach to the rut following problem. Two successful systems
of road detection and tracking are presented in [13, 14]. However,
these approaches are tested on flat ground ant are mainly concerned
with keeping the vehicle inside the road and not with keeping the
wheels inside specific regions of the terrain as is the case of rut
following.


The main contributions of this paper are the conception, design
and performance of field experiments to show the relevance of rut
detection and following for autonomous vehicles. Besides that, the
paper proposes, implements and performs an initial experimental
validation of a solution to provide mobile robots with rut detection
and following capabilities.


The remainder of the paper is organized as follows. Section 2
presents a series of motivational experiments with two different
robotic platforms and two different terrains. Section 3 describes
the proposed approach to rut detection and following. Section 4
introduces the experimental setup and shows experimental results.
Section 5 presents concluding remarks, including a discussion of
future research.


2. MOTIVATIONAL EXPERIMENTS
To show some of the benefits of rut following three controlled
experiments were performed using two different robotic platforms
on two different soft terrains. It is important to note that the
motivational experiments do not use the proposed algorithm, but
do experimentally show the relevance of rut following for off road
robot navigation.


During the motivational experiments, the robot stays in the ruts by
following a set of preassigned waypoints. In the case of the Pioneer
3-AT, which doesn’t have as good localization capabilities as the
XUV, the runs were performed on short and straight ruts and the
vehicle was carefully placed and aligned at the starting point of the
ruts. In the case of the XUV we were able to do this over longer
ruts because it counts with a localization system comprised of a
differential GPS and a high cost IMU. Fig. 2(a) shows the Pioneer
3-AT robot following ruts in sandy terrain, and Fig. 2(b) shows the
XUV robot following ruts in muddy terrain.


In the motivational experiments, power consumption and velocity
tracking are used as performance metrics. The power consumption
(Pc) is computed as the RMS value of Pc = Fr ∗Vr, where Fr is
the force required to overcome the rolling resistance when the


(a) (b)
Figure 2: (a) Pioneer 3-AT Robotic Platform on Sand. (b) XUV
Robotic Platform on Mud


Figure 3: Decrease in Power Consumption by Following Ruts
(Pioneer 3 on Sand)


vehicle is moving at constant velocity Vr. The velocity tracking
performance is computed as the RMS value of the velocity error
Ev(t) = Vr(t)−Vc(t), where Vr is the robot velocity and Vc is the
commanded velocity.


First, a Pioneer 3-AT robotic platform was commanded to follow a
set of ruts over sandy terrain at 0.8 m/s. Six trials were performed;
the first run was used as a baseline because it corresponds to the no-
rut case (i.e., the robot is beginning the first creation of ruts). Fig. 3
shows a comparison of the power consumption for the first (no ruts)
pass and the sixth pass. Notice that by following the ruts, there is an
average reduction in power consumption of 18.3%. Furthermore,
the experiments revealed that as early as the second pass, there is
an average reduction in power consumption of 17.9%.


A second experiment was performed on mud with the XUV robotic
platform. The robot was commanded to follow a set of waypoints
along a straight line at a speed of 5 mph. Fig. 4 shows the reduction
of the rolling resistance coefficient µρ and power consumption for 4
successive trials. Notice that in the second pass, there is a reduction
in power consumption of 12.6%.


A third experiment was performed on mud with the XUV robotic
platform. The robot was commanded to follow a set of waypoints
along a curved path at 11 mph and three trials were performed.
Fig. 5 shows the robot path and velocity profiles for the first and
third run. Notice how on the first run, when there were no ruts, the
vehicle was not capable of generating enough torque to track the
commanded speed. This caused the motor to stall and the vehicle
was not able to complete its mission. On the contrary, in the 3rd
trial the robot was able to complete its mission by using the ruts
created during the first two passes. The velocity tracking error
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Figure 4: Decrease in Power Consumption by Following Ruts
(XUV on Mud)


Figure 5: Velocity Tracking Improvement by Following Ruts
(XUV on Mud)


reduced from 46.2% for the first run to 19.3% for the third run.


It is also worth mentioning that the robot finished the mission
successfully on the second pass and it exhibited a velocity tracking
error of 20%. In the above experimental results it is clear that rut
following improved the vehicle performance. This is important
from a practical stand point because it means that a robot in the
field can benefit from detecting and following ruts, even those that
are freshly formed.


3. PROPOSED APPROACH TO RUT
DETECTION AND FOLLOWING


The proposed approach assumes that the AGV is equipped with a
laser range finder that observes the terrain in front of the vehicle.
The proposed approach is divided into two subsystems as shown in
Fig. 6: 1) a reactive system in charge of generating fine control
commands to place the robot wheels in the ruts, and 2) a local
planning system conceived to select the best rut to follow among
a set of possible candidates based on a predefined cost function.
Once the planner has selected a rut to follow, the reactive system is
engaged. This paper focuses on the reactive system, which is a very
important component of the proposed approach because it allows
precise rut following. A reactive system is selected because it can
handle situations where a system based on only global information
would fail. As shown in Fig. 6, the reactive system is composed of
the stages described below.


3.1 Rut Detection


The rut detection stage is in charge of analyzing the laser scans to
find a set of possible rut candidates. These rut candidates are then
passed through a two stage validation process. First, the candidate
ruts are validated both in depth and width using important domain
knowledge regarding the width of the tires and the vehicle body
clearance. Second, the candidate ruts are validated using a set of
current local models of the ruts in the vicinity of the vehicle.


3.1.1 Rut Center Candidate Generation
Fig. 7 illustrates the rut frame and all the relevant coordinate
systems used in this work (the inertial system N, the sensor frame
S, the sensor head frame H and the vehicle frame B).This stage
starts by transforming the laser scan from sensor coordinates to
rut frame coordinates. The rut frame is coincident with the the
vehicle kinematic center (B). The Xr axis is oriented with the
robot and the Zr axis is perpendicular to the terrain. This is a
convenient transformation because it compensates for the vehicle
roll and pitch.


The rut candidates are the local minima of the function Z(θ), where
θ is the angle of the laser beam with respect to the Xs axis, and Z(θ)
is the elevation of a laser point in the rut frame. The current laser
has a coverage of≈ 140◦ and an angular resolution θres ≈ 0.3515◦.
Therefore, θ is given by


θ = 20◦+(i−1)θres, i = 1,2, ...,399 (1)


Given two laser beams with angles θa and θb with respect to the
Xs axis, θi ∈ [θa,θb] (note that θ takes on multiple values of the
angular resolution of the sensor (0.3515◦) in [θa,θb]), is a local
minima of Z(θ) if the following three conditions are satisfied:


1. Z(θi) < Z(θ) ∀ θ ∈ [θa,θb],


2. Z(θi) ≤ Z(θa)−RD,


3. Z(θi) ≤ Z(θb)−RD,


where RD is the minimum depth that a rut should have to be
considered a rut. As explained before these local minima are only


Figure 6: Schematic of the Proposed Approach
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Figure 7: Coordinate Systems


rut candidates, which need to be validated in a two stage process
now discussed.


3.1.2 Depth and Width Validation
Once a set of rut candidates has been selected as described in 3.1.1,
a local window W is constructed around each candidate. The size
of this window is a design parameter. In the proposed approach W
is selected so that the widest ruts to be detected are covered by W
when the relative orientation between the vehicle and the rut is 30◦.


As explained in 3.1, it is important to verify that the rut does not
violate the vehicle body clearance. This constraint is checked by
using the following two rules:


max(Zr−ZLM ,Zl −ZLM)≤ RD, (2)


min(Zr−ZLM ,Zl −ZLM)≥ RD, (3)


where ZLM is the elevation of the local minima, Zr and Zl are
respectively the points with maximum elevation inside the window
W to the right and to the left of the local minima, RD and RD
are respectively the minimum and maximum rut depths that do
not violate the body clearance constraint. The rut parameters are
illustrated in Fig. 8.


It is not desirable to follow ruts that are either too narrow or two
wide. This constraint is posed in terms of the width of the tire
(TireW ) and is verified using


TireW ≤ RW ≤ 2 TireW, (4)


where RW is an estimate of the rut width at a depth of RD. Once
the RW has been estimated, the rut center (RC) can be obtained. All
the rut centers are then passed to the Local Model Validation stage.


3.1.3 Local Model Validation


Figure 8: Cross Sectional View of a Rut in the Rut Frame


Figure 9: Rut Model


The robot keeps local models of the right and left ruts in the
vicinity of the vehicle. The ruts are modeled locally as second order
polynomials illustrated in Fig. 9 and given by:


y(x) =
3


∑
k=1


akxk−1. (5)


The rut centers with coordinates (xi,yi) that passed the depth and
width validation stage are then validated against the local models
by computing the model prediction error ei = y(xi)− yi. The rut
centers that yield the minimum prediction error are used as the new
rut centers to update the local rut models.


Note that polynomial modeling of the ruts is just one option. A
clothoid model can be used. Alternatives such as this will be
considered in future research.


3.1.4 Online Update of Rut Models
The rut centers that passed the two stage validation process are
then used to update the rut local models given by (5). The
model parameters ak are found using a least squares minimization
approach.


In the current implementation the laser has a fixed pitch, and
therefore the robot has to move to initialize the models. It does
so by looking for 10 pairs of ruts centers that have a separation
similar to the track width of the robot. However, in the future
implementation, this constraint will be removed by the inclusion
of a tilt platform. In addition, the model initialization will be
performed by the local path planning subsystem to select the
best rut to follow among several possible candidates, based on a
predefined cost function. By doing this, the possibility of following
random tracks can be minimized.


3.2 Rut Following
The rut that exhibits the minimum prediction error is used to
generate a new waypoint for the robot. This waypoint takes into
consideration the vehicle geometry so that the wheels of the robot
can be placed in the rut. Assume that the right rut presents
the minimum model prediction error. Then, the waypoint Wp =
(Xw,Yw) is chosen using the rut center Rc1 = (Xc1,Yc1) as follows:


Xw = Xc1, (6)


Yw = Yc1 +RobW/2, (7)


with Wp and Rc1 expressed in the body frame B. It is important
to clarify that in the current implementation, Rc1 is located close
to the robot (≈ 15cm), which has led to good experimental results.
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Figure 10: Waypoint Assignment


However, the distance from Rc1 to the robot should be a function of
the robot dynamics and the terrain being traversed.


After a waypoint has been generated, a command for the angular
velocity ω is generated using


l2 = X2
w +Y 2


w , r2 = (r−Yw)2 +X2
w, (8)


r =
l2


2 Yw
, (9)


ω =
ν


r
, (10)


where r is the turning radius and ν is the linear velocity of the
robot, which is kept low and constant as is recommended for off
road driving [4]. Equations (8)-(10) define an algorithm similar to
the Pure Pursuit algorithm [15].


4. EXPERIMENTAL SETUP AND RESULTS
The experiments were conducted on a Pionner 3-AT robotic plat-
form. It was equipped with a laser range finder URG-04LX [16].
This laser has an angular resolution of 0.36◦, a scanning angle
of 240◦, and a detection range of 0.02m-4m. In the current
implementation, the laser readings were taken at 5 Hz. In addition,
a tilt sensor was employed to obtain pitch and roll information with
an accuracy of ± 0.2◦ (static measurements) and a sampling rate
of 8 Hz [17].


The experimental evaluation was performed on sandy red clay. It
is important to notice that the ruts created in this type of terrain are
structured similarly to the ruts typically encountered in off road
trails as illustrated in Fig. 1. The evaluation of the algorithm
on less structured ruts and different terrains is part of our current
research. The depth of the ruts was in the range of 3−5cm which
is comparable to the changes in elevation of the non-compacted
terrain (i.e., the terrain that is not part of the ruts.)


4.1 Experimental Results on Rut Tracking of
a General Shape Rut.


An S-shaped rut, shown in Fig. 12, was chosen to evaluate the
tracking performance of the algorithm. This particular shape was
chosen because it includes both straight and curved regions.


Fig. 11 shows the raw laser readings corresponding to the scenario
with the rut of general shape. The figure also shows the rut
detection results (filled circles), false alarms (filled stars) and two
regions were the algorithm fails to detect the ruts. These false


t!]


Figure 11: Terrain Map and Rut Detection Results


Table 1: Rut Detection Performance S-shaped Rut
No of Rut Detection False Alarm


Cross Sections Rate Rate
318 70.1% 1.3%


negatives can be caused by occlusions, excessive pitch of the robot,
and in some situations (see, for example, Region 2 in Fig. 11)they
are mainly caused by the relative orientation between the robot and
the rut. However, it is important to notice that due to the online
models of the left and right ruts, the robot was able to remain inside
the ruts despite the missed detections. Table I summarizes the rut
detection results.


In order to quantify the tracking performance, define the cross-
track error as ect(lp) , y(lp)− ydes(lp), where ydes is the desired
path for the rear right wheel as a function of the path length (lp)
and y corresponds to the actual path followed by the rear right
wheel. Five trials were performed in this S-shaped scenario. Table
2 presents the RMS value of the cross-track error for each of
the trials. The actual path followed by the wheel was manually
measured by using a distinct mark left by the rear right wheel.


4.2 Experimental Results on Rut Tracking
with an Initial Position Offset


To test the ability of the proposed approach to track ruts that are
not directly in front of the robot, the following experiment was
performed. As shown in Fig. 13, the robot starts its mission with an
offset Yo f f . This offset is a non dimensional quantity computed as
the distance from the center of the right rut to the center of the front
right wheel and normalized by the track width of the vehicle.Three
experiments were conducted for offsets of 0.5, 1.0, and 1.5.


Table 2: Cross-track Error
Run Cross-track Error ( cm )


Run 1 2.15
Run 2 2.81
Run 3 1.16
Run 4 1.12
Run 5 4.47
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(a) (b) (c) (d)


(e) (f) (g) (h)


Figure 12: Pioneer 3-AT Following an S-Shaped Rut


Table 3: Rut Detection Performance under Initial Position
Offset


No of Rut Detection False Alarm
Cross Sections Rate Rate


328 82.9% 1.83%


Table 4: Rut Detection Performance under Initial Heading
Offset


No of Rut Detection False Alarm
Cross Sections Rate Rate


338 73.1% 4.7%


Fig. 13 shows a sequence of frames from the experiment corre-
sponding to Yo f f = 1.5 and Fig. 15 shows the trajectory followed
by the rear right wheel for the three different offsets. In all the trials
the robot was able to find the ruts and position itself in the right
location to follow the ruts. Table 3 summarizes the rut detection
results for this experiment.


4.3 Experimental Results on Rut Tracking
with an Initial Heading Offset


A final experiment was conducted to test the ability of the proposed
approach to detect and follow ruts that are not oriented parallel to
the robot at the starting position. Fig. 14 shows a sequence of
frames corresponding to the experiment with a heading offset θo f f
of 30◦. Fig. 16 shows the path followed by the rear right wheel
for three different experiments corresponding to approach angles
of 10◦, 20◦, and 30◦. Notice that the robot was able to follow
the ruts successfully despite of the initial heading error. Table 4
summarizes the rut detection results for this experiment.


5. CONCLUSIONS AND FUTURE WORK
A set of experimental results on different robotic platforms and
terrains were conducted to show the value of rut following for


off road navigation. Then, the first stage of a rut detection
and following system was designed, implemented and an initial
experimental evaluation was performed. The experimental results
showed that the proposed system was able to detect and follow ruts
of general shape and it also showed its ability to track ruts that are
not directly in front or parallel to the robot.


To improve the robustness of the proposed reactive system, filter-
ing/tracking techniques will be incorporated so that the robot will
keep on track in the presence of broken ruts or in case that the rut
detection fails for short periods of time. Furthermore, the rut center
determination will be performed using a set of several laser lines
instead of one as in the current implementation.


As mentioned in Section 3, the reactive system presented in this
paper is only a subsystem of the proposed approach. Therefore,
future work will involve the incorporation of a 3D laser range finder
system and a local planner to filter false alarms in the rut detection
process and select the best ruts to follow from a set of candidates.
Future work will also involve the estimation of the local plane
of motion, which is necessary to perform rut following on sloped
terrains.


It will be important to evaluate the performance of the proposed
algorithm in vehicles with steered wheels because a self aligning
torque, due to the ruts, is generated on the wheels and therefore
one should take advantage of the natural dynamics of the system
when designing a control law for rut following.
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Figure 13: Pioneer 3-AT Following a Set of Ruts with an Initial Position Offset


(a) (b) (c) (d)


(e) (f) (g) (h)


Figure 14: Pioneer 3-AT Following a Set of Ruts with an Initial Orientation Offset


Figure 15: Wheel Path for Different Initial Position Offsets Figure 16: Wheel Path for Different Initial Heading Offsets
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ABSTRACT 
Computational intelligence for intelligent control of machinery is 
maturing with advances in technology becoming both feasible and 
practical in application including manufacturing. Cologne 
University of Applied Science (CUAS) in Cologne, Germany has 
an extensive education and research program in systems and 
control for machinery. Included in the CUAS educational 
approach is a web-based virtual environment using LabVIEW by 
National Instruments that can be used to conduct testing of 
control methods applied to machines, or physical plants. This 
remote laboratory, RLab, exposes a set of physical plants to 
worldwide use, with the only requirement at the client side being 
a computer and an internet browser. This laboratory environment 
gives remote users the possibility to control a real world physical 
plant, observe its behavior, and download measured data of the 
machine system for further analysis. An international engineering 
education and research abroad visit has catalyzed collaboration in 
intelligent control of machinery and a reciprocal exchange has 
begun between CUAS and UNF. This paper summarizes the 
accomplishments under the visit abroad and the development and 
enhancement of the remote laboratory, RLab.   


Keywords 
Remote laboratory, control system experiments, international 
collaboration. 


1. INTRODUCTION 
The concept of a remote laboratory has been used for instructional 
purposes in many instances and many examples exist. With the 
ability of the internet to allow users to connect and share common 
interest and resources, remote laboratories may be designed and 
implemented to produce a system which functions as a teaching 
method and/or a remote control via the internet. 


A remote laboratory may be used for instructional purposes in a 
variety of educational laboratory and remote control domains; for 
example, in chemical process control equipment [1], in power 
conversion laboratory [2], and in control engineering courses [3]. 
Remote laboratories have been developed for motion control in 
mechatronics [4], DSP control [5], electric drives [6], and control 
of DC motors [7]. Strategies for integration for projects [8] and 
laboratories [9] are also developed for remote laboratory and 
remote experimentation. 


Remote laboratories can be designed and implemented to produce 
a system which functions as a teaching method for control theory 
via the internet [10,13] in a project-oriented context. The 
motivation is to allow users at various sites, with differing 
hardware resources, to connect and share resources with 
colleagues via remote access. With this motivation a Remote 
Laboratory, or RLab, has been developed [10-13] using 
LabVIEW [14]. 


Similar in concept to the project-oriented approach, project-
centered modules allow an instructional approach using multiple 
hardware instances to be used in a variety of contexts spanning 
several engineering courses [15]. Development of additional 
project-centered modules may then include additional 
electromechanical plants [16] and comprise collaborative research 
projects [17]. Educational modules are used for courses in system 
dynamics and control. 


The initial version of RLab has been developed to enable a set of 
experimental plants to be controlled remotely among partnering 
institutions. The additional capability of the RLab system is the 
ability to be solely run over the internet and thus allow it to be 
remotely accessed with the only requirement is that the user has a 
web browser.  


The development of RLab requires connecting the user to the 
experimental electromechanical systems. The website interface 
initiates the experimental system plant, records the data from the 
plant, and displays the results. LabVIEW software is used as the 
infrastructure largely due to its data acquisition capabilities and 
its internet connectivity options. Also a database is needed to 
monitor user activity and other experiment support functions. 
Microsoft Access is used to store the experimental data and other 
data. Some of the data include information for the login system 
that requires the user to sign up for RLab, login and logout times 
for the different users, and administrator information. The overall 
interoperability of the infrastructure is described below. Later 
releases of LabVIEW enable new features of the underpinning 
software, LabVIEW, to be incorporated into system 
enhancements while also allowing the introduction of new 
electromechanical plants.  


2. RLAB OVERVIEW 
The structure of RLab currently consists of seven independent 
servers, all of which run LabVIEW. The initial RLab 
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implementation [10-13] made use of LabVIEW 6.1. Enhanced 
versions use the later 8.x versions of LabVIEW. The architecture 
of RLab is illustrated in Figure 1.  


The premise for the Remote Laboratory, or RLab, is to allow a 
user from any location to access and perform tests on different 
experimental electromechanical systems, or plants. The user may 
access RLab from anywhere in the world with the only 
requirement needed is an internet browser. The initial RLab 
configuration consists of servers that are used to control three 
existing plants. Figure 1 schematically depicts the RLab system 
with one of the physical plants.  


The Remote Laboratory consists of seven servers. Of the seven 
servers, there are four primary servers and three secondary 
servers. There are two different kinds of servers in the primary 
server category. The first is the login server, which is a unique 
server that handles the login/logout process and storing the data in 
the database. The second is the experiment server. Each of these 
servers is viewed very much the same as the others from an RLab 
perspective. Once replicated, the experiment server is then 
customized with the correct LabVIEW drivers and coded with 
unique experiments for the customization of the plant. 


There are two servers which are required for RLab to function, 
the login server and one experiment server. The login server 
handles creating the majority of the html code, the user interface, 
and the interaction with the database. The login server controls 
the flow of information and is the connection between the user 
and the experiment server. The experiment server is the 
connection between the login server and a specific 
electromechanical plant. It contains the device drivers to run the 
given plant and handles the flow of information back to the login 
server as well as interaction with the remote user. 


 
Figure 1. RLab Architecture Overview. 


Each physical plant requires a corresponding experiment server. 
The initial RLab system has three plants at CUAS, the Heater Fan 
Plant, the Twin Rotor Plant, and the Inverted Pendulum Plant. A 
given experiment server also contains the ability to implement 
different controllers for the various plants using LabVIEW. The 
software needed for the webcam server is also resident with the 
experiment server. There are other support servers that serve 
additional extraneous functions but not essential for RLab to 
operate. The first is a reflector server, which streams live data 
acquisition. The second is a client server, which is used to test the 
system for possible errors. The final server is a status monitor 


server, which displays which servers are being used and which 
ones are open. This structure permits the ability to customize 
RLab for different situations. Because the servers operate 
independently, they may be upgraded independently. For 
example, if a given experiment server needs to be upgraded to a 
later version of LabVIEW, the login server would be unaffected.  


The login server handles creating the majority of the html code 
and interaction with the database. Therefore, the login server is 
the initial connection between the user and the experiment server. 
The experiment servers are the connection between the login 
server and the respective plant. Each contains the device drivers 
to run the given plant and handles the flow of information back to 
the login server as well as interaction with the user. The 
experiment server also contains the ability to implement various 
controllers into its code by creating LabVIEW programs. In the 
initial RLab, three basic controllers for the three plants were 
included for students to perform experiments in basic control 
theory. The extensibility using LabVIEW allows development 
and facilitates integration of more complex experiments in control 
theory.   


With the partitioning of RLab into the various servers, it is more 
easily upgraded and enhanced. Also in order to clone RLab and 
port it elsewhere, a new RLab is constructed with minimal need to 
modify the current system. Also new electromechanical plants 
and experiments may be added to an existing RLab with the 
addition of LabVIEW virtual instrument (vi) programs. 


3. RLAB ENHANCEMENT SUMMARY 
The initial RLab as a functional system has provided proof of 
principle for remote control and access for electromechanical 
plants used in teaching of basic control theory. However there are 
possibilities for continuous improvement as the underpinning 
platform is LabVIEW. One reason to upgrade RLab to a new 
version of LabVIEW is to gain access to newer toolboxes, better 
performance, additional plants, and more ease of customization. 


The LabVIEW toolkits have been updated and upgraded, 
currently at versions 8.x. LabVIEW has undergone significant 
changes in its SQL and Internet Toolkits since the version of 
LabVIEW 6.1 used in the initial implementation of RLab.  
Upgrading RLab from 6.1 is accomplished for the login and 
experiment servers to LabVIEW 8.5 and is discussed below. 


Another reason to upgrade to LabVIEW 8.5 is the new products 
being released that link the electromechanical ECP plants (ECP 
2009) to the LabVIEW 8.5 software. The ECP plants at an 
expansion site for RLab include two ECP 205 Torsional Plants, 
two ECP 210 Rectilinear Plants, three ECP 220 Industrial Plants, 
and an ECP 750 Gyroscope. Other benefits of upgrading the 
system are desirable. There are two significant areas of attention 
during the LabVIEW upgrade, one regarding the former SQL 
Toolkit and the other regarding the Internet Toolkit. 


LabVIEW has experienced significant changes in its SQL and 
Internet Toolkits since LabVIEW 6.1. The toolkit core drivers 
used by the initial RLab were not compatible with LabVIEW 8.5. 
The SQL Toolkit has been renamed to the Database Connectivity 
Toolkit with many functional changes in the later releases of 
LabVIEW. The former SQL Toolkit built-in vi programs were 
incompatible with LabVIEW 8.5. The database related vi 







 - 3 - 
2009 Florida Conference on Recent Advances in Robotics, FCRAR 2009 Jupiter, Florida, May 21-22, 2009 


programs of RLab are now modified to work with the Database 
Connectivity Toolkit.  


The Internet Toolkit has been less problematic to upgrade from 
LabVIEW 6.1 to LabVIEW 8.5. The main difference between the 
versions of the toolkits is the implementation of the http server. 
The former toolkits http server has been upgraded to include 
several more contemporary options to choose in the newer release 
of  the Internet Toolkit.  


As mentioned above, a main reason for the upgrade to LabVIEW 
8.5 is to allow an easy, supported method to communicate with 
the ECP experimental electromechanical plants at an expansion 
site for RLab. The electromechanical plants for the initial 
implementation of RLab did not have a uniform set of LabVIEW 
drivers to control the plants because the three dissimilar plants at 
the original site were each from different vendors. Each of the 
drivers for the dissimilar plants were customized, created, and 
implemented into the system. The ECP plants drivers at the 
expansion site for RLab have uniform drivers with far fewer 
customization issues. 


To accommodate the ECP plants, the experiment server has kept 
most of the interface and database functions the same. A bridge to 
connect the ECP plants to the experiment server involves 
exploiting the invoke and property nodes to mimic the actions 
taken by the user to open the experiment and initiate the drivers.  


After initiating the drivers, the final interface issue involves 
passing the experiment variables from the user to the experiment. 
In this case the input data is flattened and passed to the 
experiment itself. This was different from the prior method in 
RLab, which involved the variables to be directly passed to the vi 
that executed the drivers. 


The webcam server is mimicked by having a functional webcam 
for each experiment. This is different in the new implementation 
of RLab from the original RLab implementation. Now the 
webcam is run from a separate program than LabVIEW, and 
requires the user to open Windows Media Player to remotely view 
the experiments. This enhancement reduces the lag time 
compared to the initial implementation of RLab. The function of 
the reflector server to pass the data to the user is being updated in 
the upgraded version of RLab. 


4. INTERNATIONAL COLLABORATION 
The project research and development accomplished during 
Summer 2008 may be categorized in three areas. These are 
Undergraduate Experiments, Infrastructure Development, and 
Advanced Experiments. Throughout the Summer 2008 
collaboration, the UNF team including the students and the 
Principal Investigator (PI) worked daily with CUAS staff to 
accomplish as much of the outlined tasks as possible.  


For the Undergraduate Experiment tasks, each student was given 
the task of preparing a set of undergraduate experiments and 
manuals that may be used in the curriculum at UNF. As 
mentioned above there are three plants at CUAS; the Heater Fan, 
the Twin Rotor, and the Inverted Pendulum. Two students were 
assigned to each plant to document existing RLab experiments in 
English. The purpose of this was two-fold, first to become more 
familiar with the RLab system, and second to develop a useful set 
of documentation in English to be used later in the UNF 


curriculum. These manuals include a Student Manual and a 
Teaching Assistant Manual and also instructive simulations 
relevant to the plants using Matlab and Simulink. The 
undergraduate experiments and documents were successfully 
completed for the Heater Fan plant and the Twin Rotor plant 
while one simulation document was completed for the Inverted 
Pendulum plant. 


For the Infrastructure Development tasks, one student was 
designated the lead for the development effort with help from 
others. This was a challenging set of tasks in that the system was 
upgraded in the process, and although it was LabVIEW, it was in 
German. The overview of this activity was described in Section 2 
and Section 3. RLab was built using LabVIEW as the 
underpinning software and the system residing at CUAS used 
LabVIEW 6.1. At UNF LabVIEW 8.5 is under use, and 
significant upward compatible modification was needed to enable 
the RLab system to become operational in the Version 8 
platforms. The development was accomplished in two stages as 
referred to previously. First the upgrade to version 8.0 from 6.1 at 
CUAS. This contribution was made by the UNF team to CUAS 
and improved their capability options. The final port from 8.0 to 
8.5 has been accomplished at UNF upon return and has become 
operational in Fall 2008. This involves integrating the ECP plants 
[16] residing at UNF. The ECP 205 plant was the first operational 
plant at UNF in the RLab environment with the remaining ECP 
plants at UNF following. 


While one student task was to lead the Infrastructure 
Development tasks, five were tasked with Advanced Experiment 
research and development. All students took a course in advanced 
control systems in the Spring 2008 semester at UNF prior to the 
visit. Advanced experiments at CUAS were accomplished with 
varying degrees of success as they had varying degrees of 
difficulty. The goal of this set of tasks was to begin to 
complement the set of experiments for the plants already existing 
at CUAS. The five individual advanced experiments were state 
feedback controller on the Twin Rotor plant, LQR optimal 
controller on the Heater Fan plant, genetic algorithm experiment 
on the Heater Fan plant, variable system structure controller on 
the Inverted Pendulum plant, and fuzzy logic controller on the 
Inverted Pendulum plant. Of these, the state feedback and LQR 
controllers had moderate success while success was limited in the 
other cases. However, progress on the inverted pendulum at UNF 
using the inverted pendulum feature of the ECP 205 and ECP 210, 
different than the inverted pendulum at CUAS, has been 
accomplished since returning. 


The intellectual merit of the cooperation continues to be the 
application of intelligent control to physical machines which may 
be extended to manufacturing machinery and processes. 
Intelligent control extends the use of the computer beyond the 
traditional industrial Proportional-Integral-Derivative (PID) 
control to the use of computational intelligence that includes the 
uses of adaptive control, neural networks, learning algorithms, 
fuzzy controllers, and genetic algorithms. A framework for 
cooperation exists between CUAS and UNF to continue to extend 
the collaboration to advanced experiments and manufacturing 
applications. 


The MIP Program [18-19] has accomplished many projects in 
applied research and development in product design and 
manufacture for industry. Similarly the research group at CUAS 
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is focused on the advanced control of machinery and 
manufacturing processes. The goal is to expand the scope such 
that the collaboration that occurs has specific outcomes in 
intelligent control. The first stages of the activities during the 
Summer 2008 focused on the platform for experimental 
machinery used for educational purposes at both academic sites. 
This may then extended in the future to process machinery for 
targeted industrial applications occurring as a projects in the MIP 
Program and potentially with collaboration of CUAS. Projects of 
this nature are a realization of advanced manufacturing enabled 
through the direct application of intelligent control. 


Regarding the intellectual merit on the advanced control of 
machinery and the potential application to manufacturing 
processes; the first stages of the activities focused on 
experimental machinery used for educational purposes at both 
academic sites as stated above. The RLab system is central to this 
effort, three educational plants exist at CUAS and the UNF 
visitors performed applied research and development on the plants 
while learning the RLab system.  


UNF has successfully ported and enhanced, an upgraded version 
of RLab from CUAS to UNF. UNF has four types of ECP system 
educational plants (ten total) which are in the stages of being 
integrated with the RLab system. This impact extends to the 
global scope to help create a globally shared resource for 
technology transfer and to produce students globally trained with 
an enriched international perspective and prepared with relevance 
to a global culture, industries, and practices while extending the 
platform for cooperation between CUAS and UNF. 


The scope and opportunity of the MIP program [18-19] is 
expanded with the international collaboration. MIP has and will 
continue to have a regional focus for the greater Jacksonville 
region and an economic impact as UNF grows and the industry 
base can benefit from the university and the resources developed 
at UNF including those developed under the auspices of the MIP 
program. However, with the unique international emphasis of the 
more recent experiences and exposure to the German cultural and 
engineering practices, the global influence is invaluable. A near 
term impact is readily apparent, while the prospects of longer 
term cooperation is being enthusiastically embraced to begin to 
create more opportunities for German students and for American 
students. Proposal development continues in this regard. 


The PI also pursued and was awarded a UNF institutional grant 
under the Transformational Learning Opportunity (TLO) program 
at UNF that was also carried out during Summer 2008 in 
conjunction with the research visit. This modest TLO grant 
enabled the students to travel within Germany but outside of 
Cologne to further experience German culture and engineering 
practices.  


The TLO grant supported excursion day trips and three weekend 
trips away from Cologne. Among the experiences were a Rhine 
River Castle Cruise, Stuttgart and Porsche factory tour, Bremen 
and tour of Beck’s brewery, Munich (including Neuschwanstein, 
Kehlsteinhaus a.k.a. Eagles Nest, Hofbräu Haus, Dachau 
concentration camp), Berlin (Reichstag Building, Berlin Wall, 
Brandenburg Gate, TV Tower in former East Berlin, Pergamon 
Museum, Jewish Memorial, Potsdam/Sanssouci), and Hamburg 
(Boat cruise, ‘U-boot’ Soviet submarine, Maritime Museum), and 
Bonn for tour of Beethoven’s House. The most enthusiastically 


received of these by the students was the Porsche tour and the 
experience of seeing the manufacturing engineering practice of 
build to custom-order with advanced automation.  


The students also participated in some German lessons provided 
by one of the lab specialists, which included useful German 
language and cultural information. The students lived separately 
and in the dorms with other students, many of them German so 
their exposure to German society extended to everyday life. 
CUAS was very gracious and accommodating by welcoming and 
providing the same privileges to the UNF visiting students as to 
German students although they were not formally enrolled as 
students at CUAS. 


Much more future interaction is planned between CUAS and 
UNF. Aside from collaborative research interests, the 
collaborations are also developing toward curriculum, especially 
considering the common RLab platform that may be used for 
courses at both universities as project-centered modules [15,17]. 
Since the visit of Summer 2008, there have been two German 
visits to UNF. One in November 2008 another with seven German 
students in April 2009. The PI has been awarded a UNF 
institutional grant to visit CUAS in which case the visit will take 
place in Summer 2009 for both research and curriculum 
development objectives. 


The most significant accomplishments of the international 
research experience are centered on the infrastructure knowledge 
acquisition, research and development, enhancement, and upward 
compatible port of the Remote Laboratory system, RLab, in 
Cologne and subsequently to Jacksonville. An extremely positive 
relationship is further established and strengthened between 
CUAS and UNF. A recommended practice is to start planning any 
trips well in advance and keep ongoing dialog and planning active 
to maintain the international collaboration. 


5. CONCLUSION AND FUTURE WORK 
The RLab environment gives remote users the possibility to 
control a real world physical plant, observe its behavior, and 
download measured data of the machine system for further 
analysis. The initial RLab as a functional system has provided 
proof of principle for remote control and access for 
electromechanical plants used in teaching basic control theory.  
The architecture and underlying infrastructure of RLab provides 
for extensibility and expandability. Initial experiments in the 
RLab environment have been briefly described above for use in 
instruction of basic control theory. The initial set of experiments 
on the three initial plants is extensible by adding new experiments 
to the plants existing at the site of the initial RLab 
implementation.  
New RLab environments are being created and updated allow for 
new experiments to be added to new plants at new sites. New sites 
contain different electromechanical plants. The expandability is 
enabled by adding a new experiment server for each new plant 
either at the initial site, or a new site.  
The upgraded and enhanced implementation of RLab facilitates 
the opportunity to create a broader set of control theory 
experiments using the ECP electromechanical plants. The upgrade 
process continues as new releases of LabVIEW achieve improved 
capabilities. Currently at the expansion site, the reflector server 
function is being incorporated into LabVIEW 8.5 to become 







 - 5 - 
2009 Florida Conference on Recent Advances in Robotics, FCRAR 2009 Jupiter, Florida, May 21-22, 2009 


current with the other servers. Subsequently, migration to 
LabVIEW 8.6 will take place followed by new releases over time. 
New experiments with the ECP plants have been introduced and 
the set of experiments will continue to expand beyond basic 
control theory experiments.  
Although the extensibility of adding new experiments is not in the 
scope of this paper, an experiment server using RLab is easily 
extensible. Clearly this is an obvious benefit of the RLab 
environment. Plants and experiments not available at a given 
location become accessible to users at remote sites with the only 
requirement being an internet browser, a key benefit of the RLab 
system. 


The benefits of international collaboration extend well beyond the 
technology transfer of the RLab system and associated research 
and development in intelligent control. The opportunities for 
students and senior researchers to share in the global experience 
of learning differing views to problem solving and learning a new 
culture in the process is truly außergewöhnlich (extraordinary). 
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ABSTRACT 


Individuals with impaired motor function of both the lower 
and upper body have significantly greater daily living 
complications than those with only lower body impairments.  
Wheelchair-mounted robot arm (WMRA) devices can serve to aid 
these wheelchair-dependant individuals in performing activities of 
daily living (ADLs) such as opening doors and manipulating 
objects around an individual’s personal space. The structure of the 
new robotic arm utilizes carbon-fiber and polycarbonate tubes and 
internal wiring and motor placement to reduce the weight and 
bulk of the overall device.  The second prototype will also employ 
smaller and lighter high-torque motors while maintaining the use 
of harmonic drive gear reduction. WMRA-II will be subject to the 
command of three possible user interfaces:  A touch-screen tablet 
command input system, the SpaceballTM three-dimensional 
manipulation tool, or a brain-computer interface (BCI) which can 
be controlled by an individual completely devoid of personal 
motor function.  WMRA-II will be constructed of machined and 
extruded parts designed and tested in SolidWorks/COSMOS 
software. 


Keywords 
WMRA, Lightweight, ADL, Rehabilitation, Robot 


1. INTRODUCTION 
According to the latest data from the US Census Bureau 


Census Brief of 2006 [1], more than 51 million Americans had 
difficulty performing functional activities, more than 32 million 
of them were considered to have severe disabilities.  Wheelchair-
bound individuals who have limited or no upper-limb usage have 
difficulty with picking up and placing of objects, opening doors, 
and other activities of daily living (ADLs), such as turning on a 
light switch or drinking from a cup.  


The construction of a power wheelchair-mounted robot arm 
(WMRA), which is a transportable assistive device that can aid 
individuals with limited upper and lower-limb mobility, will help 
people in completing ADLs.  The WMRA that is constructed 
must improve upon previous WMRA designs, which are not 
widely used outside of research at this time. 


In order for the WMRA to have more commercial success, 
the weight must be reduced and the payload needs to be 
increased.  Reducing the overall weight of the robot arm that is 
attached to the power wheelchair will reduce the power 
consumption of the chair and arm, allowing longer system usage 


before the batteries need to be recharged.  A lighter weight 
WMRA will also be less restrictive on the allowable user weight, 
because the WMRA is an aftermarket modification and power 
wheelchairs are rated for a maximum weight capacity by the 
manufacturer.   


Industrial robotic arm companies have begun to use 
composite materials, such as carbon fiber, as major structural 
components to reduce weight while keeping the necessary 
structural strength.  Composites have also been used in robot arms 
for space applications needing a lightweight design, but they have 
not been widely used in the field of rehabilitation robotics, 
specifically for WMRAs.  Utilizing these composites in the 
construction of a WMRA can help reduce the weight of the 
overall design. 


2. BACKGROUND 
Currently, the most widely used commercial WMRA is the 


Manus, which weighs 14.3 kg, but only has a maximum payload 
of 1.5 kg [2].  Increasing the payload would allow the user to do 
more tasks, such as open doors, which can require more force 
than the payload capabilities of the Manus.  Also, more freedom 
is allowed for the reconfiguration of the arm’s link-lengths, which 
can easily be adjusted for completion of a certain set of tasks, if 
the arm is modular. 


Previous work has shown the analysis of commercial 
WMRAs and the development of a wheelchair-mounted robotic 
arm (WMRA-I) system with combined mobility and manipulation 
control [3, 4, 5]. The WMRA-I is comprised of a seven-degree-of-
freedom robot arm, a gripper, and a power wheelchair as shown in 
figure 1.  That system was designed to use Matlab to control the 
arm and the chair motion with a single graphical user interface 
(GUI) which can be used to control the end effector in Cartesian 
space. User interfaces include a touch screen, a spaceball with 3-
D input capabilities and a Brain Computer Interface (BCI) that 
uses the stimulated P-300 signal. 


The arm carries seven revolute joints and a gripper designed 
for ADLs. The gripper [6] is powered by a Faulhaber coreless DC 
servomotor that is compact and capable of producing 6N of 
grasping force at the gripper paddles.  In order for the WMRA to 
have more commercial success, the weight must be reduced and 
the payload needs to be increased.  Reducing the overall weight of 
the robot arm that is attached to the power wheelchair will reduce 
the power consumption, allowing longer system usage before the 
batteries need to be recharged.  A lighter weight WMRA will also 
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be less restrictive on the allowable user weight because the 
WMRA is an aftermarket modification and power wheelchairs are 
rated for a maximum weight capacity by the manufacturer. 


 
Figure 1 WMRA-I 


Industrial robotic arm companies have begun to use 
composite materials, such as carbon fiber, as major structural 
components to reduce weight while keeping the necessary 
structural strength [7], but they have not been widely used in the 
field of rehabilitation robotics, specifically for WMRAs.  
Utilizing these composites in the construction of a WMRA can 
help reduce the weight of the overall design.  The DLR research 
group has been working on producing the lightweight robot 
(LWR) arm for industrial usage, specifically for packaging robots, 
but it also has attributes that allow it to be used for human 
interaction.  They have developed two LWR arms previous to the 
current arm, both of which have been improved upon in multiple 
areas [8].  The LWR-I is a seven-degree-of-freedom robot arm 
that used carbon fiber for its structure.  It also utilized double-
planetary gear heads and torque sensing for control, both of which 
proved to be issues for manufacturing or robustness.  DLR then 
developed the LWR-II which used harmonic drive gear heads 
instead of the double-planetary gears as well as incorporating a 
feedback system for joint torque and motor and link position.  All 
of the electronic systems were housed inside the arm, eliminating 
the external control box, which most industrial robots have.  


 
Figure 2 Mechatronic Joint Design of the DLR-LWR III [7] 


They have improved upon the two previous designs by 
reducing weight in a number of ways.  In order to accomplish the 
lightweight design, DLR has been utilizing carbon fiber as a 
structural member once again and has developed their own 
modular drive system and lightweight piezo-brakes to further 


reduce the weight of their design [8].  LWR-III also uses 
harmonic drives as the gear head for each individual joint, due to 
their high gear ratio and torque to weight ratio.  This version 
however has had the harmonic drives redesigned which reduced 
the overall weight of the harmonic drives by 60%.  Each joint is 
composed of the strong lightweight RoboDrive actuator 
developed by DLR as well as the harmonic drive, safety brake, 
power supply and the necessary control boards, all of which is 
housed inside the carbon fiber frame for that joint.  Figure 2 
shows the component arrangement for a single joint. 


3. PROTOTYPE IMPROVEMENTS 
3.1 Link Design 


When compared to current WMRA designs such as Raptor, 
Manus, and the current University of South Florida WMRA-I, the 
new wheelchair-mounted robot arm (WMRA-II) is lighter, has a 
longer reach, and has higher speed capabilities.  This was made 
possible due to the light-weight material and careful selection of 
the motors.  This new design also improves upon robustness, 
safety, and aesthetics. This design uses pultruded carbon fiber 
tubes as the structural member of each of the three main links of 
the arm.   


  
Figure 3 Complete arm assembly and carbon fiber tube 


structure 


3.2 Hardware 
Often component selection had to be conducted 


simultaneously because one piece of hardware can greatly affect 
the selection of another.  Therefore, a torque calculation was 
conducted in Microsoft Excel to ensure that all of the drive 
components of the arm are robust and capable of handling the 
necessary forces and torques that will be placed on them during 
use.  This torque calculation takes into account the weight of each 
of the components from the joint being analyzed towards the end 
effector. Calculations were conducted to account for each 
individual motor, gear head, aluminum bracket, link structure, and 
the payload under the maximum designed load conditions to 
calculate the torque needed for each individual joint to operate the 
arm, as well as the structural strength at each joint to hold the 
axial and radial loads affecting the structural elements of the arm. 


3.2.1 Drive Components 
3.2.1.1 Harmonic Drives 


Harmonic-drive gear heads are often used for lightweight 
robotic applications, which include DLR’s LWR arm [7]. This is 
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because they are lighter than other alternatives, such as planetary 
gear heads that are capable of handling equal torques.   They are 
also capable of much higher torques than alternatives that weigh 
the same as the harmonic drive gear heads.  Smaller motors can 
be used because the harmonic drives are capable of high torques 
and reduction ratios in a single stage, which further reduces the 
weight of the design.  All seven of the harmonic drives for this 
application have reduction ratios of 100:1.   


These high reduction ratios and torques are possible due to 
the design of the harmonic drive which has three main 
components including the wave generator, the flex spline, and the 
circular spline seen in Figure 4.  The flex spline is attached to a 
ball bearing and deforms due to the rotation of the wave 
generator, and then the circular spline and the flex spline align 
causing the flex spline to rotate a very small amount.  The input 
rotates hundreds of times to the one rotation of the flex spline, 
which rotates in the opposite direction of the input. 


 
Figure 4 Components of a Harmonic Drive Gear Head [9] 


Another feature that makes the harmonic drive useful in this 
application is that it has a short axial length, which allows the 
joints to be as compact as possible.  Using other gear heads would 
require the joint to be longer axially by nearly 4 times in some 
cases for a planetary gear head with an equal torque handling 
capability.   A gear head of this size would require the joints to be 
driven with belts and pulleys connecting the motor and gear head 
to the joint, while housing the motor someplace else on the frame 
of the wheelchair, reducing the modularity and payload of the 
design. 
3.2.1.2 Motor Selection 


The motors utilized in this design are Maxon Precision 
Motors, which have higher torque to weight ratios than most other 
DC motors including that of the Pittman motors used for the 
WMRA-I [10].  The first four joints require high torques because 
they have to lift the payload at the end effector, but they must also 
compensate for the weight of the rest of the arm.  Therefore 
stronger brushless motors were chosen for the joints closest to the 
base while lighter, brushed motors were implemented for the 
joints closest to the end effector.  The brushless motors have a 
longer life and greater efficiency than brushed motors. All of the 
motors have a planetary gear head attached to them, which means 
that there is a two stage gear system, because harmonic drives are 
also used.  The first two joints have planetary gear heads with 
gear ratios of 51:1 while joints 3, 4, 5, 6, and 7 have ratios of 
23:1, 18:1, 19:1,19:1, and 14:1 respectively.  These planetary gear 
heads use ceramic gears for higher precision and torque handling 


capabilities over the standard metal gears [10].  It is important to 
make sure that the gear head is capable of handling the torque 
being produced by the motor to ensure that no damage will occur 
during normal operation.   


Magnetic resonance encoders were chosen as the feedback 
sensor for the motor position.  These sensors were chosen for their 
accuracy as well as their compact size.  They attach directly to the 
end of the motor and do not increase the diameter of the motor 
and gear head assembly.  All of the encoders have a resolution of 
500 counts per revolution (cpr) except for motor seven which has 
a resolution of 512 cpr.  These resolutions are then enhanced with 
the planetary gear head and the harmonic drive gear head 
reduction ratios. The integrated planetary gear head, magnetic 
resonance encoder, and the motor can be seen in Figure 5. 


 
Figure 5 Maxon Precision Motor Components [10] 


The four brushless motors also have integrated Hall Effect 
sensors which allow for immediate recognition of the joint 
location by the control board.  Each of these motors has a total of 
three poles for powering the motor and a total of three Hall Effect 
sensors, each of which have a single signal output.  The same 
power wire and ground were used in parallel to run to both the 
Hall Effect sensors and the encoders because they require the 
same voltage input. All of the motors including the gripper motor 
were chosen to require a 24 volt power source due to the fact that 
most power wheelchairs have a set of two 12V batteries in series, 
which provides 24 volts.  This allows for easy integration of the 
WMRA system onto the wheelchair without any addition of 
batteries, but it is necessary to integrate a voltage reducer to 
produce the necessary power inputs for the logic components of 
the control board. 
3.2.1.3 Right Angle Gear Head 


The robot arm needs to be as compact as possible to prevent 
parts such as motors from sticking out from the frame of the arm, 
which could cause the motor to catch on an object in the 
environment.  This was accomplished by integrating two right 
angle bevel gear heads into the design at joints 4 and 6.  These are 
small 1:1 ratio gear heads that are much lighter in weight 
compared to other right angle gear heads and were found to fit 
within the space provided at the right angle joints, which allows 
the motor to be housed within the link rather than protruding out 
of the arm space as in the WMRA-I.  The right angle gear head 
easily fits inside the ABS plastic cover which improves the 
aesthetics of the design because the motors and the gear heads do 
not protrude from the arm as in the WMRA-I.  The gear head has 
a steel housing and has an oil lubrication inside, which is rated for 
the life of the component.  The assembly of joint 4 is displayed in 
Figure 6 and shows the compact size of the right angle gear head 
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with dimensions, 1.5in by 1.5in by 1.0625in. There are right angle 
gear heads that are lighter, but they are made with plastic 
housings and were not capable of handling the torque provided by 
the motors at the speeds that they will be required to run.  These 
other gear heads also had much shorter life cycles.  The input and 
output shafts were machined to have a flat side for easy mating 
with the motor shaft and the harmonic drive input.  The motor 
shaft connection was made with a solid shaft coupler to ensure 
good transmission of motion through the right angle gear head. 


 
Figure 6 Right Angle Gear Head 


3.2.2 Electronic System 
3.2.2.1 Control System Hardware 


It is vital to have a good control board that is capable of 
processing all of the necessary inputs and outputs for the control 
and feedback of the motors.  The Galil Motion Control board used 
in this application, the DMC-2183, is capable of running up to 
eight motors simultaneously. The control board runs each axis on 
a separate circuit rather than having the amplifier boards daisy 
chained together.  In the WMRA-I design, the separate PIC-servo 
boards used for each joint were daisy chained together in series 
and is believed to be a major contributor to the problem with the 
robustness of the WMRA-I system that was faced later. 


The Galil motion controller has a separate circuit, which runs 
through a 96-pin DIN connection to the amplifier board, for each 
axis that it communicates with.  This allows the control board to 
run with a minimum servo update time of 650 microseconds while 
running all eight motors. The motion controller has two amplifier 
boards attached to it through two 96 pin DIN connectors, which 
are seen in Figure 7 at the top left side of the control board in 
white.  The amplifier for the first four axes is the AMP 20540 and 
is capable of running brushless, brushed, and stepper motors [11].  
In the case of this robot arm, it powers four brushless motors.  
The other amplifier board, which will run the four axes farthest 
from the wheelchair base, is the AMP 20440 which is capable of 
controlling brushed and stepper motors.  However, the AMP 
20440 will only be used to power the four brushed motors of the 
arm.   


 
Figure 7 Galil Motion Control’s DMC 2183 Board without 


Amplifiers [11] 


The control board connects to the computer to receive 
commands from Galil Tools through a serial cable or an Ethernet 
cable.  This communication can be used to set the controller 
settings for the motor configuration that is being used and then 
this setup with all of the gains and other motor information will 
be saved on the control board for continuous off-line use.   


3.2.2.2 Wiring 
The wiring of a robot arm is a very important aspect of its 


hardware.  If the wiring fails for any reason then the robot arm 
will not work properly and has the potential to injure anyone in 
the vicinity of the arm.  Therefore, it is very important to ensure 
that all connections are made properly and also ensure that the 
wiring is sufficient for the power and signal that it will be 
transmitting.   


Preventative measures have been taken in this design to 
make sure that there is no interference and that all connections are 
made with locking mechanisms to prevent disconnection during 
use.  This problem was noted in the WMRA-I design which does 
not have locking connectors for the wires attaching to the 
encoders of the motors depicted in Figure 8.  This causes 
disconnection of some of the encoders on a regular basis during 
use, which causes motor failure. 


 
Figure 8 Connector Attached to Encoder without a Locking 


Mechanism 
All of the power connectors to the control board and to the 


motors are Molex mini-fit or 3M locking connectors.  The 
encoder and Hall Effect sensors also have locking connectors at 
the motor end and a high density D-sub 15 connector at the 
control board for a safe mechanical connection.  The various 
locking connectors used for the gripper’s motor and controller 
connection are pictured in Figure 22.  These preventative wiring 
measures are necessary safety features of a WMRA because it 
will be used in close proximity to people. 


 
Figure 9. Locking Connectors for Gripper 


 
The wires used for the connection of all of the encoders as 


well as the Hall Effect sensors are 26 AWG and run inside a 
single cable with a polyvinylchloride (pvc) coating on the outside 
and a metal shielding which is ground to the control board.  This 
shielding is used to help prevent any interference caused by 
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running the power wires close to the signal wires of the Hall 
Effect sensors and the encoders.  The power wires are 22 AWG 
and are run inside a separate pvc coated cable.  The only motor 
that has the power and signal wires running in the same cable is 
the gripper motor, which uses a phone line cable with six wires to 
connect the power as well as the 512 cpr, resolution encoder.  
This setup was designed with the gripper and has since then been 
tested and has shown no signs of any interference problems.   


3.3 ANALYSIS AND TESTING 
3.3.1 Simultaneous Joint Motion Testing 


Testing was conducted to show that all of the joints can be 
run simultaneously with the current motor configuration, control 
board, amplifier boards, and wiring.  In order to conduct this test, 
the joints were moved at the same time to specified known points 
that would be reached at the same time. The motors were run to 
the specified points and then back to the position which the arm 
had started prior to the movement.  This testing showed the ability 
of the arm to accomplish full mobility of all of its joints during 
motion and that it is robust enough to run without loss of 
information from the host pc to the control board for long periods 
of time.  Figure 10 shows the arm during one of the simultaneous 
joint analyses and the test setup can also be seen with the power 
sources and control board. 


 
Figure 10 Robot Arm during Simultaneous Joint Motion 


3.3.2 Power Consumption 
The power consumption of the arm will affect the usage time 


greatly.  If too much power is required to drive the arm then the 
continuous use time will decrease.  The power consumption of the 
arm also reduces the power available for the wheelchair to move 
while using its own drive motors.  The current and voltage were 
measured from the power sources during motion of all the motors 
simultaneously.  This measurement was also conducted when 
there was no arm movement. The control board uses a +5V as 
well as +12V and -12V source which were monitored during use.  
The +5V source provides a constant 1.48A current to the control 
board regardless of whether the arm is in motion or not. Both 12V 
sources provide a combined 40mA current to the board during 
motor usage and while the motors are not in use.   


When all of the brushless motors are running simultaneously 
for motion, the current output is 0.5A. The 20440 amplifier 
powers the four brushed motors and when all four motors are 
running at the same time with no load at the end effector, the 
current output is roughly 0.7A depending on the orientation 
configuration of the arm. Testing when the arm is moving away 
from a worst case scenario configuration of the arm is pending for 
a more detailed power consumption analysis. 


3.3.3 Weight Analysis 
The weight is an important aspect of the design, as it not 


only affects the maximum weight of the end user, but also affects 
the power consumption of the wheelchair.  The largest 
contributors to the weight of the arm are the harmonic drive gear 
heads, comprising of 53 percent of the weight of the system 
including the weight of the control board and, the wiring, the 
external tubing the joint covers and the gripper. The total weight 
of the arm is 11kg which is 2.75kg (just over 6lb) lighter than the 
previous design. 


Through calculations of the volume, it was determined that 
the carbon fiber tubing and frame structure design amounts to a 
weight reduction of 0.5kg compared to using the aluminum 
structure in the WMRA-I.  The motors also contributed a 
significant weight reduction compared to the previous arm.  The 
total weight of the new motors is 1.89kg providing a weight 
savings of just over 0.5kg compared to using the Pittman motors 
of the previous design.  The Maxon Motors helped reduce the 
weight and size of the drive components, while not sacrificing 
torque and efficiency, which made them ideal for this application.  
The overall weight savings is due to a number of changes, but 
ultimately helped to reduce the power consumption of the arm 
and also reduced the added weight to the chair which increased its 
run time as well as the allowable weight of the user. 


3.3.4 Wiring Safety 
During the testing of the arm for joint speed analysis as well 


as the simultaneous motion of all the joints together, it was noted 
that none of the motors experienced a disconnection of encoder or 
power wires for any reason.  Therefore, none of the motors were 
in motion at any point in time when it was not directed to be in 
motion.  It was also noted that the testing was conducted over a 
period of a few hours, during which the control system was on for 
periods of up to half an hour.  The communication between the 
control board and the motor was never lost during this time, 
showing an increased robustness compared to the WMRA-I daisy 
chained control boards which have a tendency to lose 
communication with the motors after a variable period of time.  


4. CONCLUSIONS 
An improved prototype of a robotic arm for mobile use 


was built and tested to ensure its performance, safety and 
usability. The arm, intended for use as a wheelchair-
mounted robotic arm, excelled in improving several 
features from its previous prototype (WMRA-I). The arm 
performed during simultaneous joint motion to show its 
ability to accomplish full mobility of its joints and ensuring 
its robustness in terms of information loss between the host 
pc and the control board. The weight of the WMRA-II is 
6lbs less than the WMRA-I. The lightweight motors, 
smaller aluminum bracket, and the carbon fiber frame made 
this weight reduction possible.  Reducing the weight of the 
mobile arm allows less power consumed and maximized 
the use of the wheelchair batteries for a single charge.  
Power consumption was also reduced by incorporating 
higher ratio planetary gear heads into the prototype.  These 
gear heads make the joints harder to back drive. Future 
work includes the addition and integration of a sensory 
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suite onto the wheelchair platform. This include the use of 
a camera for vision and object recognition, bump sensors to 
prevent the chair from impacting objects, proximity sensors 
for obstacle avoidance, and a laser range finder for target 
location locking and tracking. A Virtual Reality 
Environment for ADLs simulation is also developed and 
testing and pre-specified tasks and programming is ongoing 
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ABSTRACT 
The autonomous robot discussed here was designed and built for 
the 2009 IEEE SoutheastCon Hardware Competition.  The 
objective for the robot was to locate, pick up, sort and store 
beverage containers of different shape, size and weight as quickly 
as possible.. The robot was required to operate inside a designated 
region bounded by a current carrying wire hidden beneath the 
field.  The ground surface was covered with green Astroturf. The 
beverage containers were Coca-Cola products (0.5-liter plastic 
bottles with caps, 8-ounce glass bottles and 12-ounce aluminum 
cans) lying flat on the ground in random orientations. A well 
designed robust system was needed to solve the problem.  
Necessary components in our solution included a pickup 
mechanism, a sorting mechanism, multiple smart sensors and an 
intelligent control algorithm. 


Keywords 
TailGator, Grabber, Pet fence, Compass, Navigation, 
SoutheastCon, Autonomous, Robot 


1. INTRODUCTION 
Athletic stadiums and college campuses are plagued by the issue 
of trash after tailgating parties, after which there is often an 
assortment of glass, plastic, and aluminum beverage containers.  
This is unsightly, the clean up is time consuming, and represents 
a potentially significant source of untapped recyclable materials. 
By developing an autonomous robot that can locate, sort, and 
separately store the different containers, the manpower needed for 
cleaning can be significantly reduced.  With this vision, the 
autonomous trash collecting robot being described in this paper 
was designed.  The robot was the University of Florida’s entry at 
the 2009 IEEE SoutheastCon Hardware Competition [1]. Dozens 
of possible solutions were considered and many experiments were 
performed in order to find a solution system comprised of a 
picking mechanism (that could retrieve containers placed in a 
wide range of orientations), a sorting mechanism (that was not 
significantly affected by environment conditions, vibrations or 
deformation in the containers), simultaneous management of 
Input-Output devices on an FPGA, and multiple smart sensors 
(including pet fence sensors, an electronic compass, small cone 
angle sonars, limit switches, current monitoring sensors and an 
intelligent control algorithm). 


2. MECHANICAL DESIGN 
The mechanical design of TailGator robot was significantly more 
challenging than any of the other IEEE hardware competitions in 
at least the last 7 years. The biggest challenges were to pick up 


different sized objects that might be lying in random orientations 
and to make sure the whole robot could fit into a 12x12x18 inch 
box.  Several weeks of brainstorming gave rise to a variety of 
designs for the picking and sorting mechanisms. Some designs 
were discussed that would not robot to stop to collect the 
recyclables. Some designs used rack and pinion systems while 
others used belts; some tried to bring the objects perpendicularly 
into the body of the robot, while others needed a two-axis robot 
arm.  


Several gripper designs were considered.  The chosen gripper was 
a compromise that ensured efficiency, reliability, met size 
constraints and was simple enough to be easily fabricated using 
inexpensive components and available machine shop equipments.  


2.1 Platform Design 
The platform (Figure 1) consists of the base, mounts for the 
gripper mechanism and drive system.  The base was constructed 
of 1/2-inch thick acrylic sheet. 


 
Figure 1: CAD of the PLATFORM 


 


The drive system consists of a ball transfer unit (Figure 2) at the 
front and two motor drive systems. Since the ground was covered 
with Astroturf, any wheel castor or normal ball castor would get 
stuck and/or restrict smooth Omni-directional motion. Hence, a 
ball transfer was chosen which consists of a single large steel ball 
resting on a number of small ball bearings encased in a steel cup 
with mounting flanges. 
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Figure 2: Ball Transfer Unit– Top and Bottom View 


Each motor drive system (Figure 3) consists of a motor, wheel, 
hub, ball bearing and mounting bracket. The motor used is a 
permanent magnet 12V DC geared motor.  These motors were 
chosen because their speed and torque characteristics were best 
suited for our application. The extended shaft on the rear of the 
motor allowed for the installation of encoders.  


 
Figure 3: DC geared motor 


Thick Foam wheels were chosen to achieve better traction on the 
Astroturf and to help in reducing the low frequency vibrations 
that occurred whenever the robot traversed over wrinkles in the 
Astroturf.  Hub and mounting brackets (Figure 4) were machined 
out of aluminum stock.  The other side of the hub shaft is press fit 
into a ball bearing which is again press fit into a hole on the side 
bracket. This design increases the load carrying capacity of the 
system. 


 
Figure 4: Exploded view of drive system 


Assembling the drive motor systems is done by attaching the 
motor to the main mounting bracket.  The hub is then attached to 
the motor shaft by using the set screws and aligning it with the 
motor shaft flat.  The wheel is then screwed onto the hub.  The 
side bracket is then attached to the main bracket, and the ball 
bearing is press fit into the side bracket and the hub shaft.  Figure 
5 shows an assembled drive system. Thin sheet metal guards (not 


shown) were then put on the wheels to avoid any thing on the 
robot touching the wheels.  


 
Figure 5: Assembled view of drive system 


 


The gripper arm mount is made of two stands, an aluminum plate, 
two aluminum angle brackets, a pin bearing and a strong high 
torque low speed arm motor. The base also has two hard stops for 
the gripper arms. These are made up of 10-24 threaded rods with 
lock nuts.  


2.2 Gripper Mechanism 
The gripper mechanism shown in Figure 6 was used for picking 
up the containers. This mechanism is comprised of two gripper 
arms, atop gripper jaw and a bottom gripper jaw.  These 
subassemblies are capable of moving independently to perform 
the motions required to pick up objects and move them to the 
sorter.  


 
Figure 6: Gripper mechanism for picking up objects 


 


The right gripper arm is attached to shaft of the motor on the 
gripper arm mount with an aluminum connector and a set screw.  
The left gripper arm is attached to the gripper mount using a pin 
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bearing and a small shaft. The right arm is actuated while the left 
arm, which is free to rotate, wil follow the right arm to ensuring 
mechanical support without the cost of another motor. 


The upper gripper jaw (on the bottom in Figure 6) is cut from a 
5–inch diameter plastic tube.  The lower gripper jaw (on the top 
in figure 6) is shaped from aluminum sheet metal. The jaws are 
then attached to the gripper arms using custom cut aluminum 
panels with servo housings and RC servos. When the servo motor 
rotates the jaw moves relative to the gripper arm. The bottom jaw 
is more complex in design; it has a distinctive bend in order to 
temporarily hold the container after being picked up and before 
being rolled down onto the sorting mechanism. This addition 
solved a previously observed problem where the container hit and 
became jammed against the servo body. With this addition, the 
container would roll back only when the gripper jaws were raised. 
This provided more time to ensure reliable identification with the 
sensor that was also housed in the crevasse that was created due 
to the bend.  


This pick up mechanism proved to be both relatively simple and 
very efficient.  The open jaws cover a large area on the ground to 
facilitate successful pick up of containers the different sizes 
shown in Figure 7.  The sensors and navigation algorithm are 
expected to align the robot’s front end parallel to the container to 
be picked, but neither the distance nor the orientation of the 
container with respect to the gripper could be assured.  This 
simple gripper design generally compensated for even large errors 
in the distance and alignment to allow the robot to successfully 
pick up containers within a wide range of distances and 
orientations.  If the container is not in the desired orientation, the 
gripper contributes to turning the container into the proper 
orientation when the gripper jaws start closing before picking it 
up.  


The extreme case of container’s long end lying approximately 
perpendicular to the front end of the robot should never happens 
due to the navigation sensors.  If were to occur, the gripper jaws 
could get stuck, which will greatly increase the current.  If a large 
current is detected with the current sensors, the control algorithm 
commands the gripper to release the container and to repeat the 
navigation and pick up process. 


 
Figure 7: Beverage containers to be picked up 


Two limit switches (of the type shown in Figure 8) were used at 
the two extreme positions of the arm.  Open loop position control 
time limits were not adequate for protecting the motors.  Hence, a 
closed loop positioning was achieved by installing limit switches 
at both extreme ends.  As soon as the arm reaches a hard stop, a 
switch is triggered, which signals the processor to cut power to 
the motor. 


 
Figure 8: Micro switch 


2.3 Sorting Mechanism 
After the pickup and identification processes are done, the gripper 
rolls the container backwards along the sorter (Figure 9). The 
sorting mechanism consists of the aluminum stands, plastic frame 
held together by four angle brackets, collection bags and doors.  
The three doors completely cover the openings, are hinged on one 
side using simple loose nut-bolts, and opened/closed with a micro 
servo on the opposite end. The type of container determines 
which of the doors are opened and closed. The first door opens 
for glass bottles, the second door opens for plastic bottle (with the 
first door closed); therefore plastic bottles roll over the closed 
first door.  The third door is always open so that when aluminum 
can is identified, the first two doors are closed and the can rolls 
into the open third door.  The weights of each of the containers 
determined the ordering of the doors.. The entire sorter frame is 
hinged onto the aluminum stands for rotational motion about a 
horizontal axis.  In order for the entire robot to have a maximum 
starting size of 12”x12”x18”, the sorter mechanism is folded 
vertically (the yellow bars in Figure 9 are rotate up approximately 
90.  The sorter falls open (to the configuration in Figure 9) when 
the robot first moves.  The position of the frame ensures a gradual 
slope so that the containers will roll after falling from the grippe 
jaws. The slope can be changed by two bolts that act as hard 
stops. This proved to be a very simple and flexible design. 
Collection bags are strapped onto the sorter frame using Velcro 
straps and can be removed when filled. 


 
Figure 9: Sorter (Note the transparent doors) 
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To tackle worst case scenarios like the containers is still lying on 
the sorter and didn’t roll into the right bag, the doors are opened 
and closed in front of the collection bag to push them into the 
correct bag. After the process is over the first two doors are 
closed.  (The third door is always open.) 


Because of the complexity of this project, AutoDesk Inventor was 
used to enable our mechanical development team to visualize and 
present the mechanical design and potential problems to the rest 
of the team for open discussions.  All of the CAD figures in this 
paper were created with this software.  Figure 10 shows the final 
CAD design for the robot. 


 
Figure 10: Fully Assembled Mechanical Hardware 


3. ELECTRONIC HARDWARE 
The electrical system consists of two batteries, two DC motors for 
driving the wheels, one DC motor for the gripper arm, two servos 
for the gripper jaws, two micro servos for the sorter doors, 
voltage regulators, two pet fence sensors, three sonars, a compass, 
a reflectance sensor array (identification sensor), five current 
sensors, three bidirectional motor drivers for the three DC motors, 
an LCD, an ATmega128 microcontroller board, and a Altera 
Cyclone II FPGA board. 


3.1 Power Supply 
Two separate 14.8V LiPo 4450mAh battery packs are used. One 
is for all the actuators and the other is for the electronics. Lithium 
polymer batteries are preferable over other batteries because of 
their higher energy density and lower cell count.  A steady 5V 
source is provided to all the electronics using a 5V, 1A switching 
voltage regulator (Figure 11).  A steady 7V is provided to power 
the four servos using a 1A step down adjustable switching 
regulator (Figure 12). [2] [3] 


 
Figure 11: 5V, 1A switching voltage regulator 


 
Figure 12: Adjustable switching voltage regulator 


3.2 SONAR 
Three Devantech SRF05 sonars [4] ((Figure 13) are installed on 
the front of the robot as distance sensors to locate the position of 
the container to be picked up  As per the rules of the 2009 IEEE 
SoutheastCon Hardware Competition, the beverage containers 
would never be closer than 12 inches from each other; hence, 
sonars were adequate to locate the containers.  


 


 


Figure 13: Devantech SRF05 SONAR 


For this competition, knowing the distance of an obstacle 
(container) in front of the robot was not sufficient information; 
the robot needed to locate these containers.  Once a container was 
located, the robot needed to move to an orientation that aligned 
the front edge of the robot approximately parallel to the longer 
edge of the container.  To accomplish these tasks, three or more 
distance sensors with small cone detection angle were needed. 
Infrared (IR) based distance sensors were found to be less 
accurate than the sonars, and were also affected by the lighting 
conditions. The Devantech SRF08, Devantech SRF05 and 
MaxBotix EZ2 were all tested; the SRF05 was found to have the 
most narrow cone angle, the most accurate distance 
measurements, and were the easiest to interface to the 
microcontroller unit (MCU). We found that three of these sonars 
were adequate; three sonars provided enough information without 
having significant overlap of their detection cones. 


The SRF05 has a transmitter and receiver tuned for 40kHz . The 
transmitter sends a 40kHz ultrasonic wave and the receiver 
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catches the reflected wave that bounces of an object. The distance 
is measured by converting the time it takes for the pulse to return. 
To communicate with the SRF05, the trigger pin (see Figure 13) 
needs to be pulled high for at least 10µs (Figure 14); this sends 
out the 40kHz ultrasonic wave. The echo pin remains high and 
changes to low when the reflected wave is received; if nothing is 
received by 30ms, then there is no object within range of the 
sonar.  


 
Figure 14: Interfacing the SRF05 


Since we were using three SRF05s, it was necessary to ensure 
that they were triggered at least 50ms apart so that the ultrasonic 
wave produced by one sonar would not be detected by the next 
sonar. 


To ensure fast interfacing and to save MCU processing for high-
level processing, the interfacing of the various sensors was done 
using an Altera Cyclone II FPGA. The FPGA logic was designed 
using Altera’s Quartus using VHDL.  The VHDL code utilized 
one counter to hold the time taken for the signal to bounce back 
and three latches, which were triggered by each of the echo lines. 
When the echo returns, the current counter value  was latched. 
The higher the time, the farther the object was from the sonar. 


3.2 Pet Fence Sensor 
The “pet fence” is an invisible fence or boundary placed around 
the perimeter of a home’s yard and is designed to contain the pets 
within the boundaries of the property. The pet fence normally 
carries a high frequency AC signal while the pet wears a light 
weight receiver collar which emits a warning sound when the pet 
nears the fence. If the warning is ignored and the pet approaches 
even closer to the fence, the collar gives a mild electric shock to 
the pet that increases in intensity as the pet moves closer to the 
fence.  The pet soon learns to avoid the invisible fence location, 
making it an effective barrier. A pet fence was laid around the 
perimeter of the robot’s designated area of operation. The robot 
was supposed to remain inside this area during the entire 
competition run.  Since the pet fence was custom designed to 
work at 10kHz and carry 25mA peak current, a ready made pet 
fence collar could not be modified with additional circuitry to 
give a signal to the MCU instead of the electric shock. The 10kHz 
and 25mA signal was too week to directly detect since the signal 
induced on an antenna is directly proportional to the frequency 
and current.  


Biot-Savart’s Law [5] describes the magnetic effect of current 
(Figure 15). The magnetic field at a point at distance r, due to a 
differential element of wire of length dL, and carrying current I, is 
given by  


3
0


4 r


rLdI
Bd r 




    , Equation 3.2.1 


where µ0 is the permeability of free space/vacuum and µr is the 
relative permeability of the medium. 


 
The symbols in boldface denote vector quantities. 


 


Figure 15: Biot-Savart’s Law 


Therefore, the instantaneous magnetic field B (Figure 16) for a 
long straight wire, carrying current I, at distance D is given by  


D


I
B r 2


4
0






    . Equation 3.2.2 


 


 
X:  direction of magnetic field is into paper 


:  direction of magnetic field is out of paper 
 


Figure 16: Magnetic field due to a long current carrying 
conductor 


 


The pet fence was arranged to form a 10ft  10ft square operating 
area. Figure 17 shows the contour plot of the magnetic field 
values at various points relative to a corner of the square 
operating region for a constant current flowing through the pet 
fence.  The distance between the contour lines is not uniform and 
gets smaller for points nearer to the pet fence showing that the 
magnetic field is not uniformly distributed. Hence the field would 
be significantly stronger and detectable at points closer to the pet 
fence. 
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Figure 17” Contour plot of the magnetic field near a corner of 


the arena.  


 
 


Figure 18: 3-D plot of the magnetic field values at various 
points through out the operating region for a constant current 


flowing through the pet fence 


From Eq 3.2.2, the flux linked with a coil placed at a distance D 
is given by 


nA
D


I
BnABS r 2


4
0






    , Equation 3.2.3  


where n is number of coils  and A is area of cross section.  Hence, 
the emf (e) induced in the coil is given by  
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    , Equation 3.2.4 


 
where only I is time varying quantity.  For a sinusoidal current 
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  Equation 3.2.5 


 


We see that the emf induced in a coil is directly proportional to 
1) frequency of the current, 2) amplitude of the current, 
3) number of turns in the coil, 4)  area of cross section of the coil, 
and 5) magnetic permeability of the core inside the coil. The emf 
is inversely proportional to the distance from the current carrying 
wire.  Therefore, we decided to use  a loop stick as the pet fence 
sensor. The setup works like an air core transformer. The pet 
fence acts as the primary winding and the sensor loop stick acts as 
the secondary winding which develops an induced emf when ever 
it is in the flux path. Since the frequency and current was fixed 
and low, the only way to significantly increase the signal strength 
of the induced emf was to make a loop stick with many of turns, a 
large area of cross section and to use a high permeability core 
material like ferrite rods.  The loop stick also needed to be small 
and light enough to be fit on the robot.  After much 
experimentation, a working loop stick was made from a plastic 
bobbin and thousands of turns of magnetic wire of small gauge. A 
compromise was achieved to ensure that the wire was thin enough 
to allow for a high number of turns, but strong enough so that it 
did not break during the winding process. The magnetic wire was 
wound over a bobbin using a small lathe machine and the core 
was filled with ferrite rings (as shown in Figures 19 and 20).  


 
Figure 19: Ferrite ring used for core 


 
Figure 20: Loop Stick 


The loop stick is sensitive only to magnetic fields along its axis 
and hence needed to be mounted vertically as shown in Figure 20. 
Two of these were needed on the front edges of the robot in order 
to determine the direction of approach. The left loop stick would 
conceive a higher emf than the right loop stick if the pet fence is 
on the left side and vice versa. 
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In reality, the current waveform in the transmitter was not 
sinusoidal and contained all the odd harmonics of 10kHz. Hence, 
the induced emf on the loop stick also had the odd harmonics of 
10kHz in addition to from the fundamental 10kHz signal. This 
was verified by viewing the Fourier transform of the induced 
signal on a Digital Storage Oscilloscope.  There were many other 
undesired frequencies also present as noise in the induced signal. 
The 20kHz motor PWM, with current much higher than the pet 
fence sensor, was the major source of significantly strong noise. 
The 40kHz sonars were another source of noise. Since the loop 
stick is sensitive only to magnetic fields along its axis, any 
vibrations or movement of the loop stick also changed the 
induced voltage. This was another major source of low frequency 
noise, i.e., below 10 kHz. There was no power frequency noise 
because the robot was being powered with batteries. Radio 
signals also caused high frequency noise.  


Hence, a band pass filter was needed to isolate and sense only the 
10kHz signal. A very common approach used to pick up certain 
frequencies is to use parallel tuned LC circuits which resonate at 


LC


w
fr  2


1


2
    . Equation 3.2.6 


But this needed accurate values of matched L and C values. 
Either the desired value of the L and C could not be found or the 
sizes of the components were too large. It also required constant 
tuning the circuit.  One solution was to use a fixed capacitor and 
tune the inductor (the loop stick) by pushing a ferrite rod into the 
core or manually increasing or decreasing the number of turns on 
the loop stick.  This process was very cumbersome and hence was 
abandoned. The simpler solution was to take the induced signal 
and pass it through a band-pass filter. A band-pass filter is a 
device that passes frequencies within a certain range and rejects 
(attenuates) frequencies outside that range.  


An ideal band pass filter would have a completely flat passband 
(e.g., with no gain/attenuation throughout) and would completely 
attenuate all frequencies outside the passband. Additionally, the 
transition out of the passband would be instantaneous in 
frequency.  In practice, no real band-pass filter is ideal. The filter 
does not attenuate all frequencies outside the desired frequency 
range completely; in particular, there is a region just outside the 
intended passband where frequencies are attenuated, but not 
rejected. This is known as the filter roll-off, and it is usually 
expressed in dB of attenuation per decade of frequency. 
Generally, the design of a filter seeks to make the roll-off as 
narrow as possible, thus allowing the filter to perform as close as 
possible to its intended design.  


Two possible techniques for designing a steeper filter roll off are 
to increase the order of the filter and to increase the quality factor 
(Q) of the filter. Quality factor is defined as the center frequency 
of a filter divided by the bandwidth. The bandwidth is the 
frequency of the upper 3 dB roll-off point minus the frequency of 
the lower 3 dB roll-off point. The higher the Q, the better is the 
selectivity (see Figure 21); but with higher Q values, the filter 
becomes prone to instability. [6] 


 
Figure 21: Frequency response for different vales of Quality 


Factor (Q) 


Band pass filters can be formed using multiple feedback op-amp 
circuits or using switched capacitor filters. The design of higher 
order band pass filters using op-amps were complex, required 
many extra components, and required non-standard resistor 
values. Use of dedicated switched capacitor filters seemed to be 
the simplest solution as they needed very few extra components, 
thus making the circuitry smaller and simpler. After rigorous 
searching and reading trough data sheets of various switched 
capacitor filter ICs, the MAXIM MAX7490 (Figure 24) was 
chosen. This chip consists of two identical low-power, low-
voltage, wide dynamic range, rail-to-rail 2nd-order switched-
capacitor building blocks. Each of the two filter sections, together 
with two to four external resistors, can generate all standard 2nd-
order functions: bandpass, lowpass, highpass, and notch (band 
reject) filters. Fourth-order filters can be obtained by cascading 
the two 2nd-order filter sections (as shown in Figure 24).  The 
frequency response of a 4th-order filter like the one shown in 
Figure 24 is shown in Figure 25.  Similarly, higher order filters 
can easily be created by cascading multiple MAX7490.  


A switched capacitor circuit needs a clock signal for sampling. 
Since the clock-to-center frequency ratio is 100:1 in the 
MAX7490, a 1MHz oscillator was chosen to ensure a center 
frequency at 10kHz. Sampling is done at twice the clock 
frequency, further separating the centre frequency and Nyquist 
frequency.  [7] [8] [9] [10] 
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Figure 22: A 4th-order 10kHz band pass filter  


 


 
Figure 23:  Frequency response of 4th-order 10kHz band pass 


filter using MAX7490 


If the two loop stick sensors are placed on either side of the pet 
fence, the AC voltage induced on them will be 180º out of phase. 
This fact can be used to compare the phase of the AC signals on 
the two sensors and can be used to determine if the robot goes 
outside of the pet fence. The induced signal, even after filtering 
remains an AC signal whose amplitude represents the distance of 
the sensor from the pet fence. Hence, a peak detector circuit was 
needed to provide an analog DC voltage equal to the amplitude of 
the input AC signal.  This was accomplished by using the op-amp 
circuit shown in figure 24. The DC analog voltage labeled 
PeakOut was input to the MCU’s analog-to-digital converter. [11] 


 
Figure 24: Peak detector circuit 


 
3.2 Electronic Compass 
To keep track of the robot’s relative orientation, the robot used a 
the tilt compensated TCM2 electronic compass [12] (Figure 25) 
made by PNI Sensor Corporation.  This sensor provides very 
accurate and noise free digital data in serial RS232 format and 
can be calibrated to compensate for soft and hard iron magnetic 
interferences.  The orientation data, along with the pet fence 
sensor data, helps in navigating in the designated area, allowing 
the robot to efficiently explore the entire region. When the robot 
senses the pet fence (i.e., the current carrying wire), the compass 
provides the information necessary to turn the robot 90º towards 
the designated area.  Without the compass data, the robot may 
end up following the pet fence and never explore the inner 
regions of the designated area.  


 
Figure 25: TCM2 Electronic Compass 


3.3 Reflectance sensor Array 
One of the challenges was to differentiate between aluminum 
cans, plastic bottles, and glass bottles.  Overcoming this challenge 
meant finding a property that distinguishes all three containers.  
We chose to focus on the physical properties that can be easily 
detected. 


Several alternatives were considered including weight, light 
absorption, and length. Since all the containers vary in length, it is 
possible to sort the containers with different-sized openings.  In 
this design, the containers would pass over three openings of 
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different size while rolling down a ramp.  Only the smallest 
object (can) would fall in the first opening, only the glass bottle 
would fit in the second opening, and the plastic bottle would be 
the only container remaining for the last opening.  However, all 
the containers are tapered.  This means it is possible for the 
tapered end of a glass or plastic bottle to jam into the smallest 
opening. Hence, this design was abandoned. 


Differentiating the containers based on weight requires extremely 
precise sensors to accurately measure the small difference among 
their weights (especially between the can and the plastic bottle). 
This approach was not cost effective.   


Another approach we tried was to use an infrared LED and a 
phototransistor to measure the amounts of light that passed each 
object. This approach was not mechanically feasible since we 
found that both the LED and the photo transistor needed to touch 
opposite sides of the object for successful identification. However, 
this approach was incorporated in our final solution which utilizes 
reflectance sensors to measure the length of the opaque (mostly 
red-colored) labels (see Figure 7) on each of the Coca-Cola 
(Coke) containers.  


After a container is picked up, it falls into a crevasse inside the 
gripper jaws where the container lies aligned with an array of 
twenty reflectance sensors. The reflectance sensors measure the 
length of the red coke label by determining the number of sensors 
that return values below a threshold.  A low value indicates an 
opaque object is in front of that sensor.  The number of sensors 
that detect an opaque object determine the identity of the 
container..  


The QTR-1RC reflectance sensors [13] (Figure 26), purchased 
from www.pololu.com, were used.  Each sensor consists of an 
infrared LED, a phototransistor, a 10nF capacitor and two 
resistors (150 and 220). The schematic is shown in Figure 27.  


 
Figure 26: QTR-1RC reflectance sensor (on a quarter). 


 
Figure 27: QTR-1RC reflectance sensor schematic  


The coke label reflects the IR light, thus reducing the resistance 
of the phototransistor. The approach uses a bidirectional digital 
I/O line that first charges the capacitor by making the output pin 
(OUT) high for 10µs and then measuring the time for the 
capacitor to discharge through the phototransistor. Shorter 
discharge time implies higher reflectance or lesser resistance 
between the OUT pin and ground. The discharge time is 
compared to a predefined threshold value which is chosen so that 
only the reflectance of the opaque label is considered reflectance. 
This approach ensures higher sensitivity and lesser noise 
compared to voltage-divider type resistance measuring circuits 
which give analog voltage outputs.  


The simultaneous reading of all 20 sensors is ensured by using 
VHDL-defined components created on an Altera Cyclone II 
FPGA. This facilitates quick and efficient sensing while allowing 
the MCU to be used solely for high-level decision making rather 
than interfacing with slow sensors. The length of the (mostly red) 
opaque coke labels are measured by the number of the 
consecutive sensors that sensed reflectance. The FPGA outputs 
the result to the MCU through a 2-bit digital value (as shown in 
Table 3.3.1).  Figure 28 shows the PCB design of the reflectance 
sensor array. 


Table 3.3.1: Reflection sensor FPGA-uP interface 


Output Interpretation 


00 No object 
01 Can 
10 Glass bottle 


11 Plastic bottle 


 
Figure 28: Reflection Sensor PCB Design
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3.4 DC Motor Driver 
The DC motors were driven in both directions using Freescale 
MC33887 motor driver H-bridge ICs (Figure 29). These drivers 
are capable of running DC motors at 5-28V and drawing up to 
2.5A. The speed of the motor is determined by PWM signals 
provided to the motor driver. The duty cycle (on-time) of the 
PWM signal is proportional to the speed. The direction is chosen 
by two direction pins on the motor driver (as shown in Table 
3.4.1).  


 
Figure 29: Dual MC33887 Motor Driver Board 


Table 3.4.1: Truth Table for Direction lines 


Input Function 


00 Stop 
01 ACW 
10 CW 


11 Never - 


 


3.5 UF4712 Cyclone II FPGA board 
An FPGA was chosen to offload data acquisition and motor 
control from the microcontroller and thus allowing the MCU to 
focus solely on the decision making and high level algorithms. 
The UF-4712 FPGA board [14] (Figure 30) was selected.  (This 
board, designed by UF students, is used in UF’s Digital Design 
course, EEL4712.) The UF-4712 board consists of a Altera 
Cyclone II EP2C8T144C8 FPGA, two dual-digit 7-segment 
displays, a ten LED bank, two 8-pin dip switch banks, and four 
momentary push buttons. It also has USB connector, VGA 
connector, PS/2 connector, and a JTAG programming header for 
the Altera Byte Blaster.  


 
Figure 30: UF-4712 Cyclone II FPGA board 


A parallel interface to the MCU was chosen for simplicity. The 
bus consisted of eight data lines, four address lines, a read/write 
signal and an enable. Internal to the FPGA, there were two buses; 
one was used entirely for motor control and the other for the 
sensors. Each sensor element went through a tristate buffer, 
which was combined with the motor control bus at a bidirectional 
buffer to the microcontroller. Each sensor element consisted of a 
process block which interpreted data from various sensors and 
then placed the data into a one byte register.  This register could 
be accessed by the MCU at any time. The motor control elements 
consisted of a register and a PWM generator. The registers stored 
data so that each PWM kept a desired value (proportional to the 
duty cycle) until the registers were over written by a new desired 
value. 


3.6 ATmega128 Microcontroller 
The main decision making and high level algorithm were run on 
an 8-bit Atmel Atmeg128 microcontroller [15] running at 
16MHz. The BDMICRO Mavric IIB board [16] (Figure 31) was 
selected for this purpose  ATmega128 has 128K program flash, 
4K static RAM, 4K EEPROM, two 8-bit timers, two 16-bit 
timers, 8-channel 10-bit ADC, analog comparator, dual USARTs, 
SPI, and I2C interfaces.  The board also provides on-board level 
shifters to offer true RS232 and RS485 voltages and has both 
JTAG and ISP programming headers. 


 
Figure 31: Maveric IIB ATmega128 board 


4. FUNCTIONING OF THE ROBOT 
4.1 Initial start up 
In the initial start up position of the robot, the gripper arms are 
raised, and the sorter is raised to a near vertical position, giving 
the robot initial starting dimensions of approximately 
12”x12”x18”. In order to operate, the sorter must be lowered to 
its functional position.  This is accomplished by the robot quickly 
accelerating forward for a short distance, and then lowering and 
raising the gripper arms.  If the initial forward motion of the robot 
does not cause the sorter to drop, the raising of the gripper arms 
will push the sorter over into its functional position. 


4.2 Drive 
The robot is driven by applying power to the drive motors.  
Providing equal power to both motors results in the robot moving 
relatively straight.  Turning is accomplished by varying the power 
given to each drive motor.  Increasing the power to the right 
motor (or decreasing power to the left motor) results in a left turn.  
The front ball caster can freely roll in any direction.  It functions 
only as third support and a means of stabilizing the robot.  Using 
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this drive system, the robot is able to drive forward, reverse, and 
turn left and right.   


4.3 Picking up Containers 
In order to pick up an object, the robot keeps moving forward 
until the sonars detect the presence of some container within their 
ranges. Then, using the values of the three sonars, the robot 
moves towards the container, trying to align with it such that its 
in front of the robot (i.e., the central sonar can detect it, the 
distance of the container from the front is within a specified 
range, and the longer edge of the container is approximately 
parallel to the front edge of the robot). The gripper arms are then 
lowered with the jaws wide open. When the arms have fully 
lowered, the right arm triggers the limit switch that tells the 
gripper arm motor to stop. Both arms come to rest on the hard 
stops. The jaws are then closed, capturing the container.  Due to 
the shape of the jaws and the containers, the captured container is 
forced into a parallel orientation within the jaws.  In case the jaws 
get stuck or the container does not allow the arm to close, the 
current flowing into the gripper servos suddenly become very 
high; this is detected by the current sensors and the control logic 
commands the gripper to re-open. When the arm is raised to 
vertical and it has reached the extreme limit, another micro switch 
gets triggered that tells the gripper arm motor to stop.  


4.4 Identification and Sorting 
While the container is held inside the gripper jaws and the gripper 
arm is raised, the container falls into a crevasse where it gets 
aligned along the reflectance sensor array and is identified. Then, 
based on the type of the container, the appropriate door of the 
sorter mechanism is opened. The gripper jaws are then opened, 
causing the container to roll back and fall on the sorting 
mechanism and then rolling through the appropriate door into the 
awaiting bag.  This raising motion is repeated three times to 
ensure that the object leaves the gripper.  This repeated motion 
also helps push the object over the sorter in the event of an 
undesired exit from the gripper.  As the gripper ramp is raised and 
lowered with the gripper, the ramp can push objects into better 
position to be collected. 


Glass bottles will fall through the first door upon leaving the 
gripper ramp.  Plastic bottles will roll over the first closed door 
(for glass) and fall into the second opening.  Cans will roll over 
both the doors (for glass and plastic containers) and fall into the 
always opened third door (for cans).   


Due to the possibility of an object not fully entering its proper 
collection bag, a preventative measure is taken.  The doors in 
front of the active door is opened to help push the container into 
the next door opening.  In the case of a collected can, the glass 
door is raised and lowered, followed by the raising and lowering 
of the plastics door.  This motion acts to move any object that did 
not fully roll over the sorter down towards its collection bag; it 
will also help to move any object that did not fully enter its bag to 
complete its journey into it the proper bag and off of the sorter. 


Once the above sequence is completed, the both of the two  
container doors are closed.  The robot then resumes its search for 
additional objects.  The maximum amount of objects the robot 
can collect is five cans, three plastic bottles, and two glass bottles. 


4.4 Navigation 
The primary navigation sensor of the robot is the sonar. The robot 
locates and aligns with containers using the sonars. The next 


important navigation sensor is the pet fence sensor. If any pet 
fence is detected and the left pet fence sensor has a greater value 
than the right sensor, the pet fence is on the left side of the robot 
and hence the robot takes a sharp 90º right turn.  The robot uses 
the compass to achieve the 90º turn.  This navigation algorithm 
helps the robot to increase the areas of exploration and discovery 
than it could achieve with a blind search. Without a compass, the 
turn angle cannot be guaranteed, which may cause the robot to 
continue moving along the fence and never actually moving 
towards the central regions of the operating area.  


Since the sonars cannot see the containers from long distances, 
the robot keeps moving forward expecting to encounter a 
container or the pet fence.  This could have been avoided and the 
whole process accomplish more efficiently by using a camera that 
could see from far away and guide the robot.  Experiments were 
performed with a USB camera that would capture 320x240 pixel 
sized pictures of the field and look for the color red.  Each object 
had a significant portion of red on its label that was easily 
distinguished from a green background with our image processing 
algorithms. In order to reduce the effects from lighting, the 
images in RGB space images were converted to HSV space. 
Simply looking at the hue values in the image and applying a 
double threshold to isolate the red hue, a binary image was 
produced that contained only the red labels. Then, using contour 
finding algorithms, the individual objects were located. The 
container lying lowest on the image was the nearest to the robot 
and was the first target. All the image processing was done using 
the OpenCV computer vision processing library [17] on an 
embedded computer board that was supposed to be housed on the 
robot. The embedded computer was to communicate with the 
micro controller board via serial RS232 protocol.  But due to 
complexity of the system, and the success of the sonar system, the 
use of the camera was discarded. 
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Figure 32: More TAILGATOR pictures 


 


 
Figure 32: TAILGATOR pictures 


   
Figure 31:TAILGATOR pictures 
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ABSTRACT 


There are many cases where it is not possible to program a robot 


with precise instructions.  The environment may be unknown, or 


the programmer may not even know the best way in which to 


solve a problem.  In cases such as these, intelligent machine 


learning is useful in order to provide the robot, or agent, with a 


policy, a set schema for determining choices based on inputs.  


Reinforcement Learning, and specifically Q-Learning, can be 


used to allow the agent to teach itself an optimal policy.  Because 


of the large number of iterations required for Q-Learning to reach 


an optimal policy, a simulator was required.  This simulator 


provided a means by which the agent could learn behaviors 


without the need to worry about such things as parts wearing 


down or an untrained robot colliding with a wall. 


Keywords 
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1. INTRODUCTION 
Koolio is part butler, part vending machine, and part delivery 


service.  He stays in the Machine Intelligence Laboratory at the 


University of Florida, located on the third floor of the Mechanical 


Engineering Building A.  Professors with offices on that floor can 


access Koolio via the internet and place an order for a drink or 


snack.  Koolio finds his way to their office, identifying it by the 
number sign outside the door. 


Koolio learns his behavior through the reinforcement learning 
method Q-learning. 


2. ADVANTAGES OF REINFORCEMENT 


LEARNING 


2.1 Learning Through Experience 
Reinforcement learning is a process by which the agent learns 


through its own experiences, rather than through some external 


source [1].  Since the Q-table is updated after every step, the agent 


is able to record the results of each decision and can continue 
learning through its own past actions. 


This experience recorded in the Q-table can be used for several 


purposes.  So long as the Q-table still exists and continues to be 


updated, the agent can continue to learn through experience as 


new situations and states are encountered.  This learning process 


never stops until a true optimal policy has been reached.  Until 


then, many policies may be close enough to optimal to be 


considered as good policies, but the agent can continue to refine 


these good policies over time through new experiences.  Once a 


true optimal policy has been reached, the Q-table entries along 


that policy will no longer change.  However, other entries in the 


Q-table for non-optimal choices encountered through exploration 


may still be updated.  This learning is extraneous to the optimal 


policy, but the agent can still continue to refine the Q-table entries 


for these non-optimal choices. 


Another advantage to continued learning through experience is 


that the environment can change without forcing the agent to 


restart its learning from scratch.  If, for example, a new obstacle 


appeared in a hallway environment, so long as the obstacle had 


the same properties as previously-encountered environmental 


factors (in this case, the obstacle must be seen by the sensors the 


same way as a wall would be seen), the agent would be able to 


learn how to deal with it.  The current optimal policy would no 


longer be optimal, and the agent would have to continue the 


learning process to find the new optimal policy.  However, no 


external changes would be necessary, and the agent would be able 
to find a new optimal policy. 


By comparison, any behavior that is programmed by a human 


would no longer work in this situation.  If the agent was 


programmed to act a certain way and a new obstacle is 


encountered, it likely would not be able to react properly to that 


new obstacle and would no longer be able to function properly.  


This would result in the human programmer needing to rewrite the 


agent’s code to allow for these new changes in the environment.  


This need would make any real robot using a pre-programmed 


behavior impractical for use in any environment prone to change.  


Calling in a programmer to rewrite the robot’s behavior would be 


prohibitive in both cost and time, or it may not even be possible, 


as many robots are used in environments inaccessible or 
hazardous to humans. 


In addition, an agent that learns through experience is able to 


share those experiences with other agents.  Once an agent has 


found an optimal policy, that entire policy is contained within the 


Q-table.  It is a simple matter to copy the Q-table to another agent, 


as it can be contained in a single file of reasonable size.  If an 


agent knows nothing and is given a copy of the Q-table from a 


more experienced agent, that new agent would be able to take the 


old agent’s experiences and refine them through its own 


experiences.  No two robots are completely identical, even those 


built with the same specifications and parts, due to minor errors in 


assembly or small changes in different sensors.  Because of this, 


some further refining of the Q-table would be necessary.  


However, if the agent is able to begin from an experienced robot’s 


Q-table, it can learn as if it had all the same experiences as the 


other agent had.  The ability to copy and share experiences like 


this makes reinforcement learning very useful for many 


applications, including any system that requires more than one 
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robot, duplicating a robot for the same task in another location, or 
replacing an old or damaged robot with a new one. 


2.2 Experience Versus Example 
While Reinforcement Learning methods are ways for an agent to 


learn by experience, Supervised Learning methods are ways by 


which an agent learns through example.  In order for Supervised 


Learning to take place, there must first be examples provided for 


the agent to use as training data.  However, there are many 


situations where training data is not available in sufficient 


quantities to allow for Supervised Learning methods to work 


properly. 


Most methods of Supervised Learning require a large selection of 


training data, with both positive and negative examples, in order 


for the agent to properly learn the expected behavior.  In instances 


such as investigating an unknown environment, however, this 


training data may not be available.  In some cases, training data is 


available, but not in sufficient quantities for efficient learning to 
take place. 


There are other cases when the human programmer does not know 


the best method to solve a given problem.  In this case, examples 


provided for Supervised Learning may not be the best selection of 
training data, which will lead to improper or skewed learning. 


These problems do not exist to such a degree in Reinforcement 


Learning methods, however.  Since learning by experience does 


not require any predetermined knowledge by the human 


programmer, it is much less likely for a mistake to be made in 


providing information to the learning agent.  The learning agent 
gathers data for itself as it learns. 


Because of this, there is no concern over not having enough 


training data.  Because the data is collected by the learning agent 


as part of the learning process, the amount of training data is 
limited only by the amount of time given to the agent to explore. 


2.3 Hybrid Methods 
In some cases, pure Reinforcement Learning is not viable.  At the 


beginning of the Reinforcement Learning process, the learning 


agent knows absolutely nothing.  In many cases, this complete 


lack of knowledge may lead to an exploration process that is far 
too random. 


This problem can be solved by providing the agent with an initial 


policy.  This initial policy can be simple or complex, but even the 


most basic initial policy reduces the early randomness and enables 


faster learning through exploration.  In the case of a robot trying 


to reach a goal point, a basic initial policy may be one walk-


through episode from beginning to end.  On subsequent episodes, 
the learning agent is on its own. 


Without this initial policy, the early episodes of exploration 


become an exercise in randomness, as the learning agent wanders 


aimlessly through the environment until it finally reaches the goal.  


With the basic initial policy, however, the early episodes become 


more directed.  Whether it decides to follow the policy or to 


explore, the learning agent still has a vague sense of which 


direction the goal lies.  Even if it decides to explore a different 
action choice, it will still have some information about the goal. 


Because of the discounting factor inherent in Q-Learning, this 


initial policy does not have a major effect on the final policy.  The 


effect of the policy given by the human program is soon 
overridden by the more recent learned policies. 


Since the weight of the initial policy is soon minimized due to the 


discounting factor, it is more useful to give only a simple initial 


policy.  A more elaborate initial policy would take more time on 


the part of the human programmer to create, but would be of 


questionable additional use.  In this case, the purpose of the initial 


policy is only to focus the learning agent in the early episodes of 


learning, and not to provide it with an optimal, or even nearly 
optimal, policy. 


2.4 Learning in Humans 
When considering the different types of learning available for 


robots, the methods in which human beings learn should also be 


considered.  Although there are many other methods by which a 


human can learn, they are capable of learning both by experience 
and by example. 


As with a learning agent undergoing Reinforcement Learning 


methods, humans learning by experience often have a difficult 


time.  There are penalties for making a mistake (negative 


rewards), the scope of which varies widely depending on what is 


being learned.  For example, a child learning to ride a bicycle may 


receive a negative reward by falling off the bicycle and scraping a 


knee.  On the other hand, if the same child can correctly learn how 


to balance on the bicycle, a positive reward may come in the form 


of personal pride or the ability to show off the newly learned skill 
to friends. 


Humans can also learn by example.  A friend of the child learning 


to ride a bicycle, for instance, might observe the first child falling 


after attempting to ride over a pothole.  This friend then already 


knows the consequences for attempting to ride over the pothole, 


so does not need to experience it directly to know that it would 
result in the negative reward of falling off the bicycle. 


This illustrates the principle of one agent using Reinforcement 


Learning to discover the positive and negative rewards for a task, 


then copying the resulting Q-table to another agent.  This new 


agent has no experiences of its own, yet is able to share the 


experiences of the first agent and avoid many of the same 


mistakes which lead to negative rewards. 


Learning by example in the method of Supervised Learning is also 


possible for humans.  For instance, a person can be shown several 


images of circles and several images that are not circles.  With 


enough of this training data, the person should be able to identify 
a shape as a circle or not a circle. 


This can also be applied in a more abstract sense.  Just by seeing 


many pictures of dogs and pictures of animals that are not dogs, a 


person may be able to infer what characteristics are required to 


make something a dog and what characteristics must be omitted.  


Even if the person is not told what to look for, given enough of 


this training data, a human should be able to decide what defines a 


dog and what defines something that is not a dog.  The higher the 


similarity between dogs and things that are not dogs, the more 


training data is required to avoid mistaking something similar for 


a dog.  In the same way, agents undergoing Supervised Learning 


must be given a large number of both positive and negative 
examples in order to properly learn to identify something. 


When applying Reinforcement and Supervised Learning to 


humans, it becomes more obvious what the advantages and 


disadvantages are of each method.  Reinforcement Learning 


requires comparatively less data, but costs more in terms of both 


time and pain (negative rewards) or some other penalty.  


Supervised Learning requires much less time and minimizes the 
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negative feedback required of Reinforcement Learning, but in 


exchange requires much more data, both positive and negative 


examples, to be presented for learning to take place.  There are 


both advantages and disadvantages for using each method, but the 
costs are different for the two. 


3. SIMULATOR 


3.1 Reason for Simulation 
Reinforcement learning algorithms such as Q-learning take many 


repetitions to come to an optimal policy.  In addition, a real robot 


in the process of learning has the potential to be hazardous to 


itself, its environment, and any people who may be nearby, since 


it must learn to not run into obstacles and will wander aimlessly.  


Because of these two factors, simulation was used for the initial 


learning process.  By simulating the robot, there was no danger to 


any real objects or people.  The simulation was also able to run 


much faster than Koolio actually did in the hallway, allowing for a 


much faster rate of learning. 


3.2 First Simulator 
The first simulator chosen for the task of Koolio’s initial learning 


was one written by Halim Aljibury at the University of Florida as 


part of his MS thesis [2].  This simulator was chosen for several 


reasons.  The source code was readily available, so it could be 


edited to suit Koolio’s purposes.  This simulator was written in 


Visual C.  Figure 5-1 shows the simulator running with a standard 
environment. 


The simulator was specifically programmed for use with the TJ 


Pro robot [3] (Figure 1).  The TJ Pro has a circular body 17 cm in 


diameter and 8 cm tall, with two servos as motors.  Standard 


sensors on a TJ Pro are a bump ring and IR sensors with 40KHz 


modulated IR emitters.  Although Koolio is much larger than a TJ 


Pro, he shares enough similarities that the simulator can adapt to 


his specifications with no necessary changes.  Like the TJ Pro, 


Koolio has a round base, two wheels, and casters in the same 


locations.  Since the simulation only requires scale relative to the 


robot size, the difference in sizes between the TJ Pro and Koolio 
is a non-issue. 


 


Figure 1.  The TJ Pro. 


3.3 Simulator Considerations 
Simulations have several well-known shortcomings.  The most 


important of these shortcomings is that a simulated model can 


never perfectly reproduce a real environment.  Local noise, 


imperfections in the sensors, slight variations in the motors, and 


uneven surfaces can not be easily translated into a simulation.  


The simplest solution, and the one chosen by this simulator, is to 
assume that the model is perfect. 


Because of differences in the motors, a real robot will never travel 


in a perfectly straight line.  One motor will always be faster than 


the other, causing the robot to travel in an arc when going 


‘straight’ forward.  For the purposes of the simulation, it is 


assumed that a robot going straight will travel in a straight line.  In 


the long run of robot behavior, however, this simplification of an 


arc to a straight line will have minimal effect, since the other 


actions performed by Koolio will often dominate over the small 


imperfection.  Another concession made for the simulator is to 


discount any physical reactions due to friction from bumping into 


an object.  It is assumed that Koolio maintains full control when 


he touches an object and does not stick to the object with friction 
and rotate without the motors being given the turn instructions. 


However, the first chosen simulator had several issues which 


made it unsuitable for the learning task.  It was difficult to make 


an arena with a room or obstacles that were not quadrilaterals, 


since the base assumption was that all rooms would have four 


sides.  This assumption does not apply for many situations, 
including the hallway in which the robot was to be learning. 


In addition, while the simulator could be edited to add new 


sensors or new types of sensors, the code did not allow for easy 


changes.  Since several different sensor types were required for 


the simulated robot, a simulator that allowed for simple editing to 
add new sensors was required. 


The simulator also assumed a continuous running format.  


However, the task for which reinforcement learning was to be 


performed is episodic, having a defined beginning and end.  The 
simulator was not made to handle episodic tasks. 


Because of these reasons, a new simulator was required to 
perform the learning procedures necessary for the task. 


3.4 New Simulator 
A new simulator was made to better fit the needs of an episodic 


reinforcement learning process.  In order to do this, the simulator 


needed to be able to automatically reset itself upon completion of 


an episode.  It also needed to be as customizable as possible to 
allow for different environments or added sensors to the robot. 


When creating this new simulator, customization was kept in 


mind throughout.  The intention was to make a simulator able to 


perform learning tasks for Koolio under various situations, as well 


as to be easily alterable for use with other robots for completely 
different learning tasks. 


3.4.1 Arena Environment 
The simulation environment, referred to as the arena from this 


point, is an area enclosed within a series of line segments.  These 


segments are not limited in length or number.  The line segments 


are defined by their endpoints, which are listed in the 


SegmentEndpoint array in order.  When the simulation begins, it 


constructs the arena by drawing lines between consecutive points 


in SegmentEndpoint until it reaches the end of the array.  Once the 


end has been reached, the arena is closed by drawing a line from 
the final point back to the first. 


This treatment of the arena walls assumes that the arena 


environment is fully enclosed.  Obstacles that touch the walls can 


be created by altering the arena walls to include the obstacle 


endpoints.  Obstacles that do not touch the walls are not included 


in the simulator by default, but they may be added if desired.  This 
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can be accomplished by creating an additional array of obstacle 


endpoints and checking this array at every instance the walls are 
checked for movement and sensor purposes. 


Once the arena walls have been entered, they are rotated five 


degrees clockwise.  This rotation helps to prevent infinite slopes 


while calculating sensor distances, since there will no longer be 


perfectly vertical walls in the arena.  However, error checks are 


still in the code to prevent infinite slopes entering any of the 
calculations. 


In addition to the walls, several other landmarks were required for 


Koolio’s episodic learning task.  Since Koolio must be able to 


detect markers for the goal and the end of the world, these 
markers must also be represented in the simulation. 


The simulator assumes a single goal point, defined in GoalPoint.  


If more than one goal is desired, the code must be altered to allow 
for this. 


Multiple markers for the end of the world exist, defined in 


EndOfWorldPoints.  There is not a limit to the number of end of 
the world markers allowed in the simulator. 


For preliminary tests with the simulator and learning process, a 


large, square arena was used (Figure 2).  The goal point was 


placed on the center of one of the walls.  There were no end of the 
world points present. 


 


Figure 2.  A simple square arena. 


This simple arena served as a test bed for all the learning 


experiments.  The reason for choosing such a basic arena is that it 


was discovered early in the testing process that an arena in the 


shape of a long hallway had a relatively large percentage of 


positions in which the agent was in contact with the walls.  By 


comparison, a large square arena has a much larger proportion of 


open space to area along the walls.  This allowed for a greater 


emphasis on the agent learning without its efforts being frustrated 


by constant proximity of walls. 


After preliminary testing, the simulation for Koolio in the hallway 


environment was used.  The arena was made as a long, narrow 


rectangle with T-shaped openings on either end to approximate 


the shape of the hallway.  Ceiling tiles in the actual hallway were 


used as a constant-size measuring tool.  Each ceiling tile is 


approximately twenty-four inches square and is slightly larger 


than Koolio’s base, at twenty inches in diameter.  The easiest 


conversion from reality to simulation was to make each inch one 


pixel in the simulator.  The hallway is 68 tiles long and 
3


2
3  tiles 


wide, giving it simulator dimensions of 1632 pixels long and 88 


pixels wide.  Each door in the hallway is 
2


1
1  ceiling tiles wide, 


converting to 36 pixels in the simulator. 


3.4.2 Robot 
Within the simulator, the robot is defined by the location of its 


center point, RobotLocation, its heading, RobotOrientation, and 


its radius, RobotRadius.  The radius is a constant that cannot be 


changed by the simulator, but the location and heading change as 


the code runs.  The simulator assumes that the robot base is either 


circular in shape or can be easily simplified into and represented 
by a circle. 


The two values of RobotLocation and RobotOrientation are the 


sole indicators of the robot’s position and heading within the 


arena.  These two values are used in determining the movements 
of the robot, as well as affecting the sensor readings. 


3.4.3 Sensors 
Koolio has several different types of sensors: a compass, an array 


of sonar sensors, and three cameras.  These three types of sensors 
were implemented into the simulator. 


3.4.3.1 Compass 
The compass is the simplest of the sensors implemented in the 


simulator, since it requires only a single input, the robot’s 


heading.  The compass reading is calculated in 
CalculateCompass. 


Since RobotOrientation is a value between 0 and 2 , it is 


divided by 2  and multiplied by 256 to get a value between 0 


and 255 for the heading.  Since the compass used for Koolio is 
very inaccurate, 25% noise is inserted into the signal. 


The SensorEncodeCompass function takes this reading and 


compares it to known values for Northwest, Northeast, Southwest, 


and Southeast.  The compass reading is encoded as North if it lies 


between Northwest and Northeast, as South if it lies between 


Southwest and Southeast, as East if it lies between Northeast and 


Southeast, and as West if it lies between Northwest and 
Southwest. 


Because the actual compass used on Koolio was very unreliable, it 


was decided to remove the compass from all calculations in the 


simulator.  The code still exists, however, and can be used or 
altered for any similar sensor in a future simulation. 


3.4.3.2 Sonar 
The sonar sensors are defined by their location on the robot in 


relation to the front (Figure 3).  These angles are listed in 


SonarSensors.  The order of the sensors in that list is tied to the 


arbitrarily-assigned sensor numbers later in the code.  More 


sensors can be added and the order of sensors can be rearranged, 


but that must also be done in all uses of the sensors.  The viewing 


arc of the sonar sensors is 55 degrees, defined in the constant 


SonarArc. 


The sonar sensors used on Koolio return distance values in inches.  


If different sonar sensors are used, then an additional function will 


be required to convert real distance into the reading that the 
sensors output. 


Each of the sonar sensors is read individually in CalculateSonar.  


The first step in reading the sensor’s value is to split the viewable 
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arc of the sensor into a number of smaller arcs.  For each of these 


smaller arcs, the distance to the nearest wall is calculated.  The 
reading from the sonar is the shortest of these distances. 


In order to calculate this distance for each smaller arc, the 


simulator first finds the equation of the line that passes through 


the center of that arc.  Since straight line can be defined by a point 


and a slope, all the needed information for the equation of that 


line is available.  The slope of the line is determined by the angle 


between the center of the arc and the robot’s heading.  The point 
needed for the line comes from the robot’s location. 


 


Figure 3.  The locations of the sonar sensors on the agent. 


For each of these lines through the smaller arcs, the distance to 


each wall along that line must be checked.  This is done in 


LineIntersectDistance, a function that takes the equation of the 


sensor line and the endpoints of a wall as inputs and returns the 
distance from the robot to that wall along the sensor line segment. 


Using the endpoints for the wall, the equation of the line 


containing that wall is found.  These two equations are used to 
find the intersection point (Ix,Iy) between the two lines. 


Once the intersection point is found, it must be converted from 


Cartesian coordinates to polar coordinates in relation to the 
location of the robot. 


Although the intersection point is known, a check must be made 


to ensure that it is within the viewable angle of the sensor.  If it is 


not within the arc of the sensor, then the point of intersection is 


actually on the opposite side of the robot from the sensor.  


Because equations deal with lines and not line segments, this 


check must be made, since the line continues on both sides of the 


robot.  In the case that the sensor cannot see the intersection point, 


the distance is set to the large constant ReallyLongDistance.  


Figure 4 shows an example of a situation in which 
ReallyLongDistance will be returned as the sensor reading. 


 


Figure 4.  Configuration that will result in a sensor reading of 


ReallyLongDistance due to the intersection being outside of the 


sensor’s viewing arc. 


With the distance known, or set to ReallyLongDistance if there is 


no visible wall, that value is returned back to CalculateSonar and 


compared to each of the other distances within the smaller arc.  


Only the shortest of these distances is kept as the reading from 


that smaller arc.  This is because the sonar sensors are unable to 


see through walls, and multiple different readings indicate that 


there is another wall past the closest one that could be seen if that 


closest wall was not there.  This shortest distance is put into the 
MinSegmentDistance for the smaller arc. 


Once each of the smaller arcs has a MinSegmentDistance set, they 


are all compared, and the shortest is set into MinDistance.  This is 


the distance to the closest wall and is what the sensor actually 
sees.  Only the closest of these readings is needed (Figure 5). 


 


 


Figure 5.  Multiple detected walls.  Only the closest wall will 


matter.  Intersection B will be removed during 


LineIntersectDistance because intersection C is closer on that 


direction line, making C the MinSegmentDistance for that 


smaller arc.  Since intersection C is closer than intersection A, 


C will also become the MinDistance for the entire sensor 


reading. 


Once the reading of the sonar sensor is known, the radius of the 


robot is subtracted, so the sensor reads the distance from the edge 
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of the robot, not from the center.  Ten percent noise is then 
factored into the sensor reading. 


Once the sensor reading is calculated, it must be encoded into a 


set of intervals.  SensorEncodeSonar takes the readings from all 


of the sonar sensors and returns encoded interval values.  Koolio 


uses an array of eight sonar sensors.  However, as explained 


below, in order to make the size of the Q-table more manageable, 


some of the sensors are combined.  Sonar sensors 1 and 2, located 


9


2
 (40 degrees) and 


9


4
 (80 degrees) on the diagonal front-


left of Koolio, have their values averaged into a single value 


before encoding.  Likewise, Sonar sensors 5 and 6, located at the 


same angles on the diagonal front-right of Koolio, are also 
combined into a single value. 


Within SensorEncodeSonar, the values are compared to a series of 


constants for intervals.  A sonar sensor can return a value of 
Bump, Close, Medium, or Far, according to the values in Table 1. 


Table 1.  Range values used for Koolio’s sonar sensor 


encoding. 


Distance Classification Range 


Bump < 6 inches 


Close 6 - 24 inches 


Medium 24 - 60 inches 


Far > 60 inches 


 


If the reading is within six inches of the robot, it is returned as 


Bump.  If the reading is between six inches and two feet, it is 


classified as Close.  If it is between two and five feet, it is 


classified as Medium.  Any sensor readings beyond five feet from 


the robot are considered Far.  All of these values can be changed 
for sonar sensors with different specifics. 


3.4.3.3 Cameras 
Like the sonar sensors, the cameras are also defined by their 


location on the robot in relation to the front.  These angles are 


listed in CameraSensors.  More cameras can be added and their 


order can be rearranged, but that must also be done in all uses of 


the cameras.  The viewing arc of the camera is 45 degrees, defined 
in the constant CameraArc. 


The cameras on Koolio return values through external code that 


returns distance value in inches.  If cameras or drivers are used 


which return distance values in some other format, then an 


additional function will be required to convert real distance into 
the reading that the sensors actually output. 


Unlike the sonar sensors, which have the single function of 


reading distance to the walls, the cameras perform two different 


readings and are each treated in the code as two sensors.  Each 


camera returns a distance to the Goal markers and to the End of 


the World markers.  For Koolio, these markers are large colored 


squares (Figure 6).  In the simulator, these markers are indicated 
to the user as colored dots (Figure 7). 


Like the sonar sensors, each camera is read individually.  Unlike 


the sonar sensors, since each camera is checking for two things, 


there are two functions.  The distance to the Goal point is checked 


in CalculateCameraToGoal and the distances to the End of the 


World points are calculated in CalculateCameraToEndOfWorld.  


The two functions are similar, but different enough to require 


distinct functions.  The simulator allows for only a single Goal 


point.  If more than one Goal point is desired, it must be added 


and CalculateCameraToGoal must be altered to allow for 
multiple Goal points. 


 


Figure 6.  Goal (left) and End of the World (right) markers 


used in the real environment. 


 


Figure 7.  Goal and End of the World markers in the 


simulator. 


There are two main conceptual differences between the camera 


reading functions and the sonar reading function.  The first is that, 


while a sonar sensor will always see a wall, the cameras may not 


see any of the Goal or End of the World points.  The camera 


functions have a finite list of points to check for distances and 


must also ensure that there is no wall between the robot and these 


marker points.  There is always a possibility of none of these 
points being in the viewing angle of any of the cameras. 


The second conceptual difference is that each camera is divided 


into three focus areas.  The 45-degree arcs of each camera are 


split into three even 15-degree arcs to determine whether the point 


seen is in focus in the center of the camera, on the left side, or on 
the right side. 


The first step in CalculateCameraToGoal is to convert the line 


between the robot and the Goal point into polar coordinates in 


relation to the robot’s current location.  After the polar 


coordinates of this line are obtained, a check must be made to 


ensure that this line is within the viewing angle of the camera.  


The polar coordinate angle is compared to the outer edges of the 


viewing arc.  If that angle is in between the two arc edges, then 


the Goal point is within the viewing angle and the Boolean 


variable GoalSeen is set to true.  Otherwise, the Goal point is 


outside of the viewing arc, and the distance is set to 
ReallyLongDistance and GoalSeen becomes false. 


If the Goal point is inside the camera’s viewing arc, then another 


check must be made to ensure that there are no walls in between 


the robot and the Goal point.  If GoalSeen is false, this step is 
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bypassed, since it would be a redundant check.  The formula for 


the line between the robot and the Goal point is calculated using 


Cartesian coordinates.  This line is then compared to each of the 


walls in the arena.  The distance from the robot to each wall is 


calculated using LineIntersectDistance, the same function used for 


determining the readings of the sonar sensors.  If this distance is 


less than the distance to the Goal point, minus 5, then the line of 
which the wall is a segment is between the robot and the Goal. 


The reason the distance to the Goal point must have 5 subtracted 


for the comparison here is to allow for rounding errors.  Because 


the Goal point is on a wall itself, it is possible for the distance 


functions to calculate that the Goal is actually a fraction of an inch 


behind the wall.  In this case, the wall would normally be in the 


way.  However, if 5 is subtracted from that distance, it removes 


the possibility of error.  While 5 is more than necessary, since the 


error is usually on the order of a hundredth of an inch or less, it 


allows for errors in the case of very large arenas with very large 


numbers used.  This allowable error of 5 will also never be too 


high, because there will never be a wall 5 inches or less directly in 


front of the goal, as that would make the goal unreachable in any 
case. 


Since lines are infinite but the walls are only segments, the 


endpoints of the wall must be checked to determine if the 


intersection point lies on the line segment that composes the wall 


(Figure 8).  If the x-coordinate of the intersection point is between 


the x-coordinates of the wall endpoints and the y-coordinate of the 


intersection point is between the y-coordinates of the wall 


endpoints, then the intersection point lies on the wall.  In this case, 


GoalSeen is set to false and no more walls need to be checked.  
Otherwise, the rest of the walls are checked. 


 


Figure 8.  Two examples of line of sight to a Goal point.  Point 


A is blocked by the wall.  The full line that contains the wall 


lies between the robot and point B, but the point is considered 


visible after checking the wall endpoints. 


Ten percent noise is then inserted into the distance.  A final check 


is performed, to ensure that the goal point is within the maximum 


distance at which the camera can detect.  If the distance is greater 


than MaxCameraView, a constant holding this maximum distance, 
then GoalSeen is set to false. 


If GoalSeen is false at the end of the function, the distance is set 


to ReallyLongDistance.  GoalSeen is then assigned to the 
camera’s global settings. 


If GoalSeen is true, then the focus region for that camera is 


checked.  ArcSplitRightCenter and ArcSplitLeftCenter are used as 


the angles where the camera arc is split between right and center 


focus and between center and left focus, respectively.  If the angle 


of the line to the goal point is in between the right edge of the 


camera arc and ArcSplitRightCenter, then the goal is seen in the 


right focus.  If it is in between ArcSplitRightCenter and 


ArcSplitLeftCenter, then it is in the center focus.  If it is in 


between ArcSplitLeftCenter and the left edge of the camera arc, 
then it is in the left focus. 


Finally, the focus direction is set to FocusInCamera and the 
distance is returned. 


Like the sonar sensors, these distance readings must then be 


encoded into a set of intervals.  SensorEncodeCamera takes the 


readings from all the cameras and returns encoded interval values.  


Within SensorEncodeCamera, the values are compared to a series 


of constant intervals.  A camera can return a value of Close, 
Medium, or Far, according to the values in Table 2. 


Table 2.  Range values used for Koolio’s camera encoding. 


Distance Classification Range 


Close < 36 inches 


Medium 36 - 96 inches 


Far > 96 inches 


 


If the reading is within three feet of the robot, it is classified as 


Close.  If the reading is between three and eight feet, it is 


classified as Medium.  If the reading is more than eight feet from 


the robot, it is considered Far.  These values can be changed for 


cameras and drivers with different minimum and maximum 
identification ranges. 


Calculating the distance to an End of the World marker is similar 


to calculating the Goal marker distance.  However, since there is 


only one Goal marker and several End of the World markers, the 


method is slightly different.  CalculateCameraToEndOfWorld 


contains a loop which checks the distance from the robot to each 


of the End of the World points and returns the distance to the 


closest one.  After checking the distances to each End of the 


World marker using the same method as in 


CalculateCameraToGoal, the distances are stored in an array.  


Once all End of the World distances have been calculated, the 


shortest one is chosen as the sensor reading.  Noise is added and 


the reading encoded using SensorEncodeCamera.  The division 


into three focus areas is not used for the End of the World 


markers. 


3.4.4 Movement 
The position of the robot in the simulated arena environment is 


defined by the location of its center, RobotLocation, and the 


direction it is facing, RobotOrientation.  These are changed when 


the robot moves in the PerformAction function, which takes an 


action choice as input.  There are seven possible action choices, 


though more can be added if desired.  The action choices are 


Action_Stop, Action_Rotate_Left, Action_Rotate_Right, 


Action_Big_Rotate_Left, Action_Big_Rotate_Right, 


Action_Forward, and Action_Reverse.  For the sake of simplicity, 
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the robot can only move forward or back, wait, or rotate.  If an 


action that incorporates both movement and turning is desired, it 


can be added to this function and to the list of actions in the 
constant list. 


If Action_Stop is chosen, nothing is changed.  If 


Action_Rotate_Left is chosen, the global constant 


RotateActionArc is added to RobotOrientation.  If 


Action_Rotate_Right is chosen, RotateActionArc is subtracted 


from RobotOrientation.  Similarly, if Action_Big_Rotate_Left or 


Action_Big_Rotate_Right are chosen, BigRotateActionArc is 


added to or subtracted from RobotOrientation.  If 


Action_Forward is chosen, the location is moved by the global 


constant MoveActionDistance in the direction of the current 


orientation.  If Action_Reverse is chosen, the location is moved 


MoveActionDistance in the direction opposite of the current 
orientation. 


After the movement is made, the simulator must check to make 


sure that the robot did not pass through the walls of the arena, 


since the real environment is made of solid walls.  The 


RobotContacting function detects whether or not the robot has 


passed through an arena wall when performing a movement action 


and, if it has, places the robot back inside the arena tangent to the 


wall.  This function is only meant to work with round robots.  If 


the robot is a shape other than a circle, or cannot at least be 


represented roughly by a circle, the calculations in 


RobotContacting may not work.  This is an acceptable limitation, 


however, as most robots capable of this sort of movement are 


round or can be approximated by a circle.  This function also 


assumes that there are no tight spaces in the arena.  In other 


words, there are no locations the robot can be where it touches 


more than two walls.  This is an acceptable assumption, since the 


robot should never try to move into tight spaces, if they did exist, 


and should not be expected to squeeze into areas that are exactly 
as wide as, or even narrower than, its diameter. 


The robot can still act strangely at some of the convex corners.  


This is because it attempts to cut across the corner when moving 


straight toward it and is put back to where it should be.  


Therefore, if the robot keeps attempting to cut across the corner, it 


will make no progress.  This only happens when the robot is 


attempting to hug the wall, remaining in tangent contact with it.  It 


is a side effect of the code, as it only happens when the robot is 


moving counter to the order of the walls.  For example, if the 


robot I hugging the wall between SegmentEndpoint 4 and 3, 


approaching the corner formed with the wall between 


SegmentEndpoint 3 and 2, this effect may occur.  However, it 


does not happen when the robot approaches the same corner from 


the other direction.  If the robot is not hugging the wall and just 
passes near the corner, this situation never arises. 


The RobotContacting function uses three Boolean variables as 


tags to keep track of the status of the robot’s interaction with the 


walls of the arena:  testval, foundintersection, and morecontacts.  


All three are initialized to false.  This function also uses a two-


dimensional array, whichwalls, which stores the starting segment 


point number of a wall that is intersected by the robot.  Both of 
them are initialized to –1. 


The first step in determining whether the robot is intersecting a 


wall is to go through each of the walls and check for intersections.  


For each wall, the equation of that wall is found.  To check for 


intersections, the equation of the wall and the equation of the 


circle that makes up the perimeter of the robot are set equal to 
each other. 


If the first endpoint is farther to the left than the second and the x-


coordinate of the intersection is between them, the check becomes 


a positive over a positive for a positive number.  If the intersection 


is not between them, the check becomes negative over positive for 


a negative number.  If the second endpoint is farther to the left 


than the first and the x-coordinate of the intersection is between 


them, the check becomes a negative over a negative for a positive 


number.  If the intersection is not between them, it becomes a 
positive over a negative for a negative number. 


In addition, if a point on a line is in between two points, then the 


distance from one endpoint to that middle point should be less 


than the distance between the endpoints.  If the x-coordinate of the 


intersection point is in between the two wall endpoints, then, the 
check number should be less than or equal to 1.   


Only the x-coordinates of the intersection point are checked, since 


the intersection point is in between the y-coordinates of the wall 


endpoints if and only if it is also in between the x-coordinates of 


the wall endpoints.  Also, since these check numbers are only 


used for their values relative to 0 and 1 and not their actual 


numbers, the y-coordinates do not need to be checked. 


Given these properties for the check numbers, at least one of the 


intersection points are valid if and only if Check1 (Equation 1) is 


less than or equal to 1 and either Check1 or Check2 (Equation 2) 


are greater than or equal to 0.  While the extra comparison to 1 is 


not necessary, it is still valid.  If these conditions are met and 
there is a valid intersection point, testval is set to true. 


12


11
1


WallEndXWallEndX


WallEndXIntX
Check =   (1) 


12


12
2


WallEndXWallEndX


WallEndXIntX
Check =   (2) 


If testval is true and foundintersection is false, the average of the 


two intersection points is taken.  The atan2 function is used to 


find the direction of the line from the center of the robot to the 


average of the intersection points, which is stored in Direction.  If 


no intersection has been found to this point, then whichwalls[0] 


will still have its initial value of –1.  If this is the case, it is instead 


set to the identifying number of the wall that is being intersected.  
After this, foundintersection is set to true and testval is set to false. 


If both testval and foundintersection are true, then the robot is 


intersecting more than one wall.  The whichwalls array is checked 


to make sure that there is a value stored in whichwalls[0] and 


whichwalls[1] is still at its initial –1 value, then whichwalls[1] is 


set to the identifying number of the second wall.  The Boolean 


morecontacts is set to true and the loop that checks all walls is 


broken.  This means that if the robot is touching three walls at 


once, it may become stuck.  However, such an arena is unlikely to 


be made and can be avoided by not allowing arenas with any tight 


spaces where three or more walls make an alcove that the robot 
would not be able to physically enter. 


The loop to check each of the walls ends when either all the walls 


have been checked with no more than one intersection or has been 
ended prematurely by the existence of two intersections. 


If foundintersection is true and morecontacts is false, then a single 


intersection was found.  The distance that the edge of the robot 
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overhangs the wall, Overlap, is calculated by subtracting the 


distance between the robot’s center and the intersection point 


from the robot’s radius.  Once Overlap is found, the robot’s 


location is moved that distance away from the wall in the 
direction of Direction. 


If both foundintersection and morecontacts are true, then there 


were two intersections found.  First, the Overlap is calculated for 


the first wall that was encountered and the robot is moved away 


from it as above.  The robot’s position is then checked in relation 


to the second wall that was encountered, performing a single 


iteration of the intersection-finding loop on that wall.  The new 


intersection, if any, is calculated, and the robot is moved away 
from the second wall by a newly-calculated Overlap value. 


After all the location corrections, if any, are performed, the 


function ends, returning foundintersection to indicate whether one 
or more intersections were found. 


After the simulator ran for several thousand episodes, it was 


observed that there was a small chance the robot could become 


stuck against a corner under certain circumstances.  To avoid that, 


another check was added.  If the user-indicated 


Auto_Rescue_Toggle is turned on, the episode has run for more 


than MaxStepsBeforeRescue steps, and the sensors indicate that 


the robot is in a Bump condition, then the Rescue_Robot function 


has a Rescue_Chance chance of being called.  This function 


forces the robot to execute a random number (between 0 and the 


constant Rescue_Max_Backup) of reverse actions.  After each 


reverse action, RobotContacting is called to ensure that it cannot 


be rescued through a wall to the outside of the arena.  After the 


reverse actions are performed, the robot is spun to face a random 


direction.  After this rescue, all of the sensors are recalculated and 


Has_Been_Rescued is set to true to indicate that a rescue occurred 
in the current episode. 


3.4.5 Displays and Controls 
Aside from the arena walls, the Goal and End of the World 


markers, and the robot’s position and direction, the simulator also 


has several optional displays that can be toggled on or off by the 
user. 


The Show Sensors button toggles extra information on the robot 


itself.  When it is activated and the robot receives a Bump signal 


from one of the sonar sensors, the robot is drawn pink instead of 


red.  When the robot has run off the End of the World, it is 


displayed in purple.  When the robot reaches the goal, it is 


displayed in black.  This toggle also displays lines indicating the 


sensors, with black lines for the sonar sensors, blue lines for 


cameras seeing the Goal, and yellow lines for cameras seeing the 


End of the World.  Figure 9 shows some examples of the sensor 
displays. 


The encoded readings for the sensors can also be displayed 


(Figure 10).  This display toggles with the Show HUD button.  


When turned on, a list of all the sensors appears with readings of 


Close, Medium, or Far, as well as a field that indicates of any of 
the sonar sensors read a Bump state. 


A)   B)   


C)  


Figure 9.  Sensor displays.  A) The robot near the start area.  


B) The robot in a Bump state seeing the End of the World 


markers in the front camera (Medium) and the left camera 


(Close).  C) The robot in a Bump state seeing an End of the 


World marker in the left camera (Close). 


 


Figure 10.  The sensor HUD. 


A statistics display for the simulation can be toggled with the 


Show Stats button (Figure 11).  This shows the reward, number of 


steps, and number of bumps for the current episode, as well as the 


total number of episodes, the total number which ended by 


reaching the goal, and the average reward, number of steps, and 


number of bumps per episode. 


 


Figure 11.  Simulation Statistics. 


A display of values from the current Q-table location can also be 


toggled with the Display Q Values button (Figure 12).  This shows 


the expected return for each of the possible action choices, the 


choice made from those return values, the current reward for the 
given action, and whether  has triggered a random action 


choice. 
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Figure 12.  Q-Value display. 


Two other special displays are shown, indicating when the auto 


rescue function and the clockless timer have been turned on.  A 


tag also displays if the robot had to be rescued in the current 


episode. 


Besides the buttons to turn the display toggles and function 


toggles on and off, there are also buttons to begin and pause the 


simulation, to manually force Rescue_Robot to run, and to exit the 


simulation (Figure 13).  If the normal Exit button is pressed, the 


simulation closes and factors the current episode into the Q-table.  


If the Exit Without Save button is pressed, the simulation closes 


and discards all data from the current unfinished episode.  There is 
also a slider to control the speed of the clock. 


 


Figure 13.  The main control panel. 


In addition, there is a control panel for manual controls (Figure 


14).  These allow for actions to be entered in and override the 


normal choices from the Q-table.  Manual Mode toggles the mode 


on and off, and Step Timer advances the timer by a single tick 
when manual mode is on. 


 


 


Figure 14.  The control panel for manual mode. 


3.4.6 Learning Algorithm 
The Q-learning formula in the simulator involves five steps:  


choose an action, find the reward for that action choice, read the 
next state, update the Q-table, and move to the next state. 


The first step is to choose an action.  In order for Q-learning to 
allow for exploration, there must be a small chance  of 


selecting an action at random.  A random number is generated.  If 
that number is greater than 1- , a second random number 


between 0 and NumActions, the number of different possible 


actions, is generated.  This random number determines the action 
choice, where each choice is an equally likely outcome.   


Otherwise, the greedy algorithm is performed.  The Q-table values 


for the current state and all possible action choices are read, and 


the action choice that yields the highest reward is selected.  The 


robot’s current position and direction are stored in OldLocation 


and OldOrientation, and PerformAction is called with the selected 


action choice. 


After the action has been performed, the next state must be read.  


Since the state is defined by the sensors, all of the compass, sonar, 


and camera sensors are read and encoded. 


After the new state is read and the status of the robot is found, the 


reward for that action choice must be determined.  There are four 


categories of rewards, based on the status of the robot after 


performing the selected action.  Each of the four categories has 


the same set of reward conditions, determined by the action taken, 


whether the agent has reached the goal, encountered the end of the 


world, bumped into an obstacle, or is in the center of the hallway.  


If the action chosen was stop and the front camera reads a Close 


distance to the goal, then the robot receives the Goal reward for 


that category.  If the robot has run off the end of the world, then it 


receives the End of World reward.  If it is in a bump state, it 


receives the Bump reward.  If none of these three conditions are 
present, the reward depends solely on the last action taken. 


Table 3.  Status variables in the simulator. 


Status Variable True When 


Goal is seen at distance Dist_Close in  


AtGoal the front camera 


Agent has gone past the end of the  


AtEndOfWorld world 


Any sonar sensor reads a distance of 


BumpDetected Dist_Bump 


Sonar sensors on the left and right read 


CenterOfHall the same distance 


Any camera sensor can see the goal at 


CanSeeGoal distance Dist_Close or Dist_Medium 


CanSeeGoal is true and the goal is in 


GoalInFront 
either the right or left focus of the front 


camera 


CanSeeGoal is true and the goal is in 


GoalFrontCenter the center focus of the front camera 


 


The reward categories are based on the status of the robot.  There 


are seven Boolean variables used to specify the status of the agent 


(Table 3).  The category with the highest rewards is accessible if 


GoalFrontCenter is true.  The category with the next-highest 


rewards is accessible if GoalInFront is true.  The next category is 


accessible if CanSeeGoal is true.  The category with the smallest 


rewards is used when none of those three status variables are true.  


Within each category, the reward is chosen based on the other 


status variables (AtGoal, AtEndOfWorld, BumpDetected, and 


CenterOfHall) and the action chosen to get to the state that gives 
these status readings. 
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After the reward is chosen, the Q-table must then be updated 


using the Q-formula (Equation 3).  Although the sensor readings 


of the next state are known, the action choice is not yet known.  


However, all that is needed for the Q-formula is the value of the 


highest possible reward.  The rewards for all possible action 


choices for the current sensor state are read, and the highest saved.  


The reward for the current state is also read, and the Q-formula 
calculates the new value for the reward of the current state. 


( )( )( )CurrentQNextQrewardCurrentQNewQ ++= max**  (3) 


The final step is to move to the next state. 


3.4.7 Q-Table Implementation 
Initially, the simulator was designed with fifteen sensors:  one 


compass, six cameras (three each for the goal and the end of the 


world), and eight sonar sensors.  The compass could contain four 


values (North, South, East, and West).  Each of the cameras could 


contain four values (Close, Medium, Far, and Very Far).  Each of 


the sonar sensors could contain five values (Bump, Close, 


Medium, Far, and Very Far).  However, the large number of 


possible readings let to a combinatorial explosion.  With seven 


sensors containing four possible values each and eight sensors 


containing five possible values each, there were 6.4*10
9
 possible 


combinations.  Each of these sensor states can have seven 


different action choices, making a Q-table with nearly 4.5*10
10


 


different states.  Each state requires a 64-bit double type for its 


value, resulting in a Q-table size of 333.8 GB.  This file size is 
obviously much too large to be of any use. 


In order to fix this, the number of states had to be reduced.  Since 


the compass is an erratic and unreliable sensor, it was dropped 


entirely.  Some of the sonar sensors are combined as well.  Sonar 


sensors 1 and 2 are combined into a single reading, and sensors 5 


and 6 are also combined into a single reading.  Finally, the Very 
Far value was removed from all sonar and camera sensors. 


With these changes, there were six camera sensors with three 


values each and six sonar sensors with four values each, along 


with the seven action choices.  This made for less than 12.1*10
7
 


different states in the Q-table.  With this smaller number of states, 


the Q-table size was reduced to approximately 159.5 MB, more 


than two thousand times smaller and a much more manageable 


file size. 


When it was later decided to add focus regions for each goal 


camera, the number of states increased again.  Each of the three 


goal cameras was given a focus reading that could be one of four 


values:  right, left, center, or none.  This increased the number of 


possible states to about 1.3*10
9
.  This would result in a maximum 


Q-table size of approximately 10.0 GB. 


This file size is a maximum and will only be reached if the Q-


table is completely full.  However, because of the nature of Q-


learning, the sixteen-dimensional matrix will be extremely sparse.  


For example, a situation will never arise when all three cameras 


read the Goal point as being at a Close distance.  Because the 


matrix is sparse, the use of a data structure such as a large array 


would result in a large amount of wasted space.  In order to avoid 


that, a different data structure is required. 


It was decided to implement the Q-table using the Dictionary data 


structure, a modified hash table quick consists of keywords and 


values.  The function GenerateQKeyword takes the sensor 


readings and the action choice and creates an integer keyword 


unique to that combination.  This is done by converting a list of 


the sensor values into binary.  This gives six cameras with three 


readings each, which requires two bits each to encode.  Three 


camera focus views with four readings each require 2 bits to 


encode.  Six sonar sensors with four readings each also require 


two bits each to encode.  Five different action choices require 


three bits to encode.  To make the keyword, each component is 


multiplied by a different power of two and added together to make 


a single integer.  Because the size of this integer exceeds the 


maximum positive value for a 32-bit integer, the keyword had to 
be defined using a 64-bit long integer. 


Since the file containing the Q-table must store the keywords as 


well as the Q-values, the maximum file size increases as well.  In 


addition, because a single keyword is used, there are many 


keywords which are never encountered, such as any keyword with 


a value for Action that is not in the range of 0 through 4.  The 


theoretical maximum size for the file holding the Q-table is 64.0 


GB.  However, experiments have shown that, even after millions 


of episodes, the size of the file has remained significantly less 
than one megabyte in size. 


3.4.8 Runtime 
When the simulator is first started, several initializations are made 


in the Arena_Init function.  First, all endpoints of the arena walls, 


the starting location, and the location of all goal and end of the 


world markers are rotated five degrees.  This prevents the arena 


walls from being vertical lines, which would result in infinite 
slopes in many of the calculations in the code. 


If the Q-table file and the Q-table backup file don’t exist in the 


current directory, empty files are created.  The Q-table is then 


read into a global variable.  At the end of the initialization 


function, the robot’s starting orientation is set to a random angle 


to ensure the Exploring Starts condition required by Q-learning. 


The majority of the runtime of the simulator takes place in 


RobotTimer_Tick, which is called with each tick of the timer.  


First, it checks to see if manual mode is on and if there is a 
manual action chosen.  Then, the Q-learning process is begun. 


The first step in the Q-learning process is to choose an action.  A 


random number between 0 and 1 is generated and compared to 
.  If that random number is greater than 1- , then a random 


action is chosen.  For instance, if  is 10%, then the random 


action will be chosen whenever the random number is in the top 
 percentile. 


If a random action is not chosen, the greedy algorithm is 


performed.  The Q-values for each of the possible actions taken in 


the current state are compared, and the best Q-value is chosen as 


the action to be performed.  The action is then carried out using 


the PerformAction function.  After the action is performed, the 


RobotContacting function is called to ensure that it did not pass 
through any arena walls. 


Once the reward for the action is found, it is added to the current 


reward tally for the episode and the number of steps in the episode 


is increased by one.  If the robot is in a bump state, the count of 


wall hits in the current episode is increased by one.  After rewards 


are assigned, if the robot has reached the goal or passed the end of 


the world, SimulationReset is called to end the episode, write the 
Q-table to its file, and start a new episode. 


All the sensors are then read to find the current state, and the 


RobotAtEndOfWorld function determines if the robot has passed 


the end of the world.  The reward is then calculated based on the 
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state, the action taken, and environmental factors such as reaching 


the goal, reaching the end of the world, or bumping a wall.  After 


this, the new reward is calculated with the Q-formula (Equation 4) 
and is added to the Q-table. 


))*(( CurrentQNextQMaxrewardCurrentQNewQ ++=  (4) 


A check is then made to see if the robot has to be rescued, if the 


Auto_Rescue_Toggle is turned on.  The state is advanced to the 
next state and the graphical display is refreshed. 


The final check is for the clockless timer.  If this toggle is 


activated, then the contents of the timer loop are executed 


Clockless_Loop_Count times immediately.  


Clockless_Loop_Count is a global constant initialized to 100, 


though it can be changed for faster computers.  The shortest 


interval between timer ticks is one millisecond, so a fast computer 
can run 100 steps per millisecond when this function is turned on. 


3.5 Unsuccessful Trials 
Many combinations of reward values were attempted in the 


process of finding a set of rewards that resulted in an optimal or 


near-optimal policy.  A majority of the first unsuccessful attempts 


resulted in an agent which was able to learn, but did slow at an 


extremely slow rate.  Under these early trials, the learning agent 


was not able to successfully find its way to the goal until it had 


been learning for over one million episodes.  However, it still had 


difficulties avoiding the walls.  This resulted in a robot which had 


learned to grind against the arena walls until it stumbled upon the 


goal.  This sort of learned behavior was unacceptable, since any 


real robot would be damaged or unable to move properly if it 
attempted to continuously move against a wall. 


3.6 Successful Trials 


3.6.1 Reward Schemes 
After much experimentation and the addition of the status 


variables to determine the proper values, a new reward scheme 


was created.  This reward scheme resulted in a learning agent that 


could successfully reach an optimal policy in a short amount of 


time.  These rewards are assigned based on the status of the robot 


and on the action chosen which resulted in the robot moving to the 
state that gives that set of status readings. 


In most cases, the status variable CenterOfHall was not used.  It 


was implemented under the assumption that the agent would be 


able to learn obstacle avoidance at an accelerated rate.  However, 


after many iterations of reward schemes, it was observed that the 


agent was able to avoid walls equally well whether it had a 
different set of rewards for centering itself in the hallway or not. 


In addition, some of these rewards, such as Reward_Goal, can 


never be assigned.  There is no instance in which the robot can 


reach the goal without also seeing the goal in the front camera.  


This reward was put in for completion, as well as to ensure the 
code for assigning rewards was consistent. 


Reaching the goal will always result in the best possible reward, 


and going past the end of the world will always result in the worst 


possible reward.  Bumping into a wall also gives a large negative 


reward.  The values of these vary with the different status tiers, 


but a goal is always good, and bumping a wall or running off the 
end of the world is always bad. 


If CanSeeGoal, GoalInFront, and GoalFrontCenter are all false, 


then the robot is unable to see the goal (Table 4).  Any action it 


takes is given a small negative reward.  Stopping is highly 


discouraged, so it receives a larger negative reward.  These small 


negative rewards for all actions are to ensure that the robot does 


not favor wandering aimlessly.  The robot should learn to travel 


down the hall and seek the goal as quickly as possible.  If these 


rewards were positive, the robot would be encouraged to take a 


less than optimal path toward the goal.  With these rewards, the 


robot learns to travel down the hall as quickly as possible, 
avoiding the walls, until it sees the goal in any of its cameras. 


Table 4.  Reward scheme when goal is not seen. 


Reward Name Reward Amount 


Reward_Goal 1000 


Reward_Bump -10000 


Reward_End_of_World -50000 


Reward_Stop -25 


Reward_Forward -1 


Reward_Reverse -3 


Reward_Turn -2 


Reward_Big_Turn -2 


Reward_Center_Forward -1 


Reward_Center_Reverse -2 


Reward_Center_Turn -2 


Reward_Center_Big_Turn -2 


 


Table 5.  Reward scheme when CanSeeGoal is true. 


Reward Name Reward Amount 


Reward2_Goal 2000 


Reward2_Bump -5000 


Reward2_End_of_World -30000 


Reward2_Stop -25 


Reward2_Forward 2 


Reward2_Reverse 1 


Reward2_Turn 2 


Reward2_Big_Turn 2 


Reward2_Center_Forward 2 


Reward2_Center_Reverse 1 


Reward2_Center_Turn 2 


Reward2_Center_Big_Turn 2 


 


If CanSeeGoal is true, but GoalInFront and GoalFrontCenter are 


not, then the robot can see the goal from the side cameras (Table 


5).  The rewards for this tier are similar to when it does not see the 


goal, except that all actions, aside from stop, which do not result 


in a bump or running off the end of the world, are given a small 


positive reward.  This is to encourage the robot to not leave the 
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area in which it can see the goal, thus returning to negative 
rewards. 


If GoalInFront is true, then the robot can see the goal in either the 


left or right focus of the front camera (Table 6).  The rewards are 


similar to those given in the CanSeeGoal tier, but the magnitudes 


for turning or moving forward are larger.  This gives higher 


rewards if the robot chooses a turning action which results in 


seeing the goal in the front camera. 


Table 6.  Reward scheme when GoalInFront is true. 


Reward Name Reward Amount 


Reward25_Goal 4000 


Reward25_Bump -2500 


Reward25_End_of_World -20000 


Reward25_Stop -25 


Reward25_Forward 5 


Reward25_Reverse 1 


Reward25_Turn 5 


Reward25_Big_Turn 5 


Reward25_Center_Forward 5 


Reward25_Center_Reverse 1 


Reward25_Center_Turn 5 


Reward25_Center_Big_Turn 5 


 


Table 7.  Reward scheme when GoalFrontCenter is true. 


Reward Name Reward Amount 


Reward3_Goal 4000 


Reward3_Bump -2500 


Reward3_End_of_World -20000 


Reward3_Stop -25 


Reward3_Forward 10 


Reward3_Reverse -1 


Reward3_Turn 7 


Reward3_Big_Turn 7 


Reward3_Center_Forward 10 


Reward3_Center_Reverse -1 


Reward3_Center_Turn 7 


Reward3_Center_Big_Turn 7 


 


The category with the highest rewards for movement is reached 


when the robot can see the goal in the center focus of the front 


camera, making GoalFrontCenter true (Table 7).  A turn which 


results in seeing the goal in the center of the front camera gives a 


positive reward, and moving straight while seeing the goal in the 


center of the front camera results in an even larger positive 
reward. 


3.6.2 Simulated Results 
The robot was able to learn very quickly to avoid the walls.  


Within five minutes of simulated runtime, it learned to turn away 


from walls if it became too close or if it turned to face one.  In this 
time, the simulator ran through nearly fifty episodes. 


It took slightly more time for the robot to learn to avoid the end of 
the world, but that behavior also came very quickly. 


The behavior that took longest to learn was seeking the goal 


directly.  The robot learned quickly that it would gain higher 


rewards if it was near the goal, but it took much more time to 


learn how to properly approach the goal point.  In the initial 


testing, however, a near-optimal policy was reached in less than 


one hour of simulated runtime.  After a longer period of time 


spent learning, the agent was able to further refine its policy.  


Rather than approaching the goal and moving around it, always 


keeping the goal in sight, the agent learned to approach the goal, 


turn directly toward it without hesitation, and move directly to the 
goal point. 


The size of the Q file increased steadily, but the growth began to 


level off after a few hundred episodes.  After an experimental run 


of 130000 episodes, the file containing the Q-table was still under 
500 KB (Figure 15). 


 


Figure 15.  Size of Q-File. 


The success rate of the learning process can be measured in 


several ways.  The percentage of episodes ended by reaching the 


goal and not by running off the end of the world is the first 


method of measuring success.  After 130 episodes, the goal 


success rate had passed 50%.  It was past 85% after 1000 


episodes.  It passed 90% after 3000 episodes and 95% after 8000 


episodes.  The final goal success rate after 130000 episodes was 
96.1% (Figure 16). 


Another measure of success is the number of times the robot 


bumps into a wall during its run.  The agent learned very quickly 


to avoid hitting walls, due to the large negative reward associated 


with a bump.  By the end of the first episode, the bump rate was 


below 25%.  By episode 500, the bump rate had fallen below 2% 
(Figure 17). 
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Figure 16.  Percentage of episodes ending at the goal. 


 


Figure 17.  Bump rate per episode. 


Another criterion for an optimal policy is to have the highest 


possible reward per episode.  The first few episodes had a very 


large magnitude negative reward due to a relatively high bump 


rate.  The average reward per episode consistently increased 
throughout the experimental runs (Figure 18). 


 


Figure 18.  Average reward per episode. 


The final measurement of an optimal policy is the length of an 


episode.  The robot should learn to directly approach the goal, not 


wander aimlessly for a long period of time before finding the goal.  


The average number of steps per episode decreased steadily and 


began to level off after 4000 episodes (Figure 19). 


 


Figure 19.  Average number of steps per episode. 


4. FUTURE WORK 


4.1 Simulator 
There are several additions that may be made to the simulator 


code in order to improve the learning process.  While the arena 


itself is customizable, large arenas make it difficult to observe the 


robot and the data fields at the same time.  A floating control 


panel containing all the buttons and data readouts would be useful 
to make the simulator more flexible for various arena map types. 


Although it is a purely aesthetic feature, adding functionality to 


the Trail On/Off button would improve the user interface.  It 


would be useful to have a graphical display of the path of the 
robot during the current episode. 


Currently, the learning agent only reacts to the sensor values it 


sees.  If it encounters a set of sensor readings that it has never 


encountered previously, then that state is treated as an unknown.  


However, this unknown state may be very similar to another state 


for which a Q-value is known.  For example, two states may be 


identical save for a single sensor reading.  One state may show the 


goal in the left camera, medium distance on the left sonar, and 


medium distance on the front-left sonar.  Another, similar, state 


may show the same camera and left sonar reading, but a far 


distance on the front-left sonar.  These states should warrant a 


similar reaction.  A nearness function for using the similarity of 


two states to adjust the Q-values could improve learning speed.  It 


could also help the agent decide which action to take if it 


encounters and unknown state that is similar to a known state.  


This nearness comparison would also likely increase the 


complexity of the Q-learning algorithm and would require a great 


deal of experimentation before a it can be determined whether it is 
a viable and efficient method of learning. 


Several other minor additions can be made to the simulator.  


Adding buttons to allow hypothetical sensor situations to be 


entered during manual mode would be a good method of checking 


the fitness of the policy.  In addition, adding a function to allow 


the user to input a position and orientation, either numerically or 


by way of the mouse on the arena map, would increase the 
experimental functionality of the simulator. 


4.2 Real Robot 
Once the Q-table was created by the simulated agent, it was 


transferred to the real robot.  In order to run based solely on the 


learned experience from the Q-table, the programmed behavior of 


the robot was removed.  In its place, a decision function based on 
the Q-table was used. 
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In general, this decision function was successful.  It was 


consistent with its decisions based on the sensor information.  


However, some compromises had to be made for the code to be 


usable on Koolio.  Because the vision code only returned the 


distance to the goal or end of world points and not the location of 


the points in the camera’s view, the new code had to allow for the 


possibility that any goal or end of the world point might exist in 


any of the three camera focus divisions.  Because of this, any 


search in the Q-table for a state that includes the goal or end of 


world points at a close or medium distance had to search the three 


states which have those three different camera focus sections but 


otherwise the same sensor information.  These three states were 


then compared, and the state that held the highest value was 


chosen. 


Another difficulty in transferring the Q-table from the simulation 


to the robot was that the simulator was written in C# while the 


robot used C.  In the simulator code, the Q-table was stored in a 


data structure called a dictionary, a specialized type of hash table.  


However, the dictionary data structure does not exist in C.  In 


order to approximate this data structure in C, a linked list was 


used.  Since the matrix formed by the Q-table is always a sparse 


matrix, there were a manageable number of elements to 


incorporate into the linked list.  In addition, because this code was 


meant to run on a real robot, speed was less of a factor than it 


might have been on code meant for use in only software.  


Searching a linked list was not the most efficient method to 


implement locating an entry in the Q-table, but it was still 


accomplished before the mechanical parts of the robot needed the 
information in order to make its next decision. 


The final hurdle was that Koolio had some physical and 


mechanical problems.  At the time of the final testing, the output 


of the Atmega board did not consistently turn the robot’s wheels, 


making the right wheel move faster than the left wheel.  This 


resulted in Koolio veering to the left when a command was given 


for it to move forward. 


A more difficult error was that the cameras on Koolio began to 


give many false positive readings.  Even though bright colors 


were used to mark the goal and the end of the world, the cameras 


still detected up some of those colors, even though they were not 


present.  This led to the distance function believing that the goal 


or end of the world markers were always visible in all three 


cameras.  Because that is one of the situations which should not 


exist, there were no entries for it in the Q-table created by the 


simulator.  With no value in the Q-table, there was no learned 
behavior to follow, and the robot always chose the default action. 
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ABSTRACT 
A well-designed human-robot interface (HRI) is important for the 
success of search and rescue operations in urban environments. 
Controlling multiple robotic agents increases the complexity of 
the human operator’s control task since the human operator’s 
attention has to be divided between several robots.  Without a 
good user interface, adding more robots to the system will not 
necessarily increase the area that the robots can cover within a 
bounded period of time. In this paper, we describe our search and 
rescue simulation toolkit, RSARSim (Robotic Search and Rescue 
Simulation), for evaluating multi-robot control paradigms.  
RSARSim allows users to prototype example multi-robot teams 
using Microsoft Robotics Developers Studio and to experiment 
with possible user interfaces.   Using RSARSim, we developed 
and evaluated two possible user interfaces for controlling a 
Robocup Rescue team---one using an Xbox 360 gamepad 
controller and the other based on a keyboard control paradigm. 


Keywords 
Simulation, Urban Search and Rescue, Human-Robot Interfaces, 
Multi-Robot Control 


1. INTRODUCTION 
Controlling a team of USAR (Urban Search and Rescue) robots is 
a challenging task for a human operator since the operator must 
make intelligent control decisions while being simultaneously 
presented with a barrage of visual information from the sensors of 
multiple robots. Although increasing the number of robots can 
expand the area that a USAR team can cover within a bounded 
period of time, a poor human-robot interface will ultimately 
compromise the performance of the robotic team. The Robocup 
Rescue League [5] was introduced to provide testbeds, datasets, 
and a reference problem for researchers interested in studying 
multi-robot systems for urban search and rescue. Robocup Rescue 
teams are evaluated using a scoring metric that rewards teams for 
their ability to locate concealed victims and accurately map the 
environment.  Although there are many research challenges in 
creating a team with effective sensing, mapping, and mobility, 
current competition rules state that only one person is allowed at 
the operator station at any time, regardless of the number of robots 
on the team.  Hence, having a good human-robot interface and a 
well-trained operator are critical to the success of most Robocup 
Rescue teams.  
Having the capability to prototype human-robot interfaces, 
experiment with different control paradigms, and train an operator 
to rapidly find victims with a specific user interface is a valuable 
resource for Robocup Rescue developers. In this paper, we 
describe the simulation toolkit that we have implemented, 
RSARSim (Robotic Search and Rescue Simulation) and are 
currently using for simulating multi-robot systems and evaluating 
user interfaces.  RSARSim was designed to be used with 


Microsoft Robotics Developer Studio 2008, a flexible and 
powerful Windows-based environment that allows developers to 
create robotics applications for a variety of hardware platforms. 
Although there are other publicly available USAR simulation 
systems, ours is the only one currently available for Microsoft 
Robotics Developer Studio.  


In this paper, we describe the implementation and usage of 
RSARSim for evaluating human-robot interfaces in an urban 
search and rescue domain.  Section 2 provides some background 
on the capabilities of Microsoft Robotics Developers Studio.  
Section 3 gives a detailed comparison of USAR simulation 
software packages.  In Section 4, we present an overview of 
RSARSim and its usage for Robocup Rescue.  Section 5 describes 
the software services paradigm and Section 6 gives an example of 
the services used to simulate a Pioneer 3DX robot.  We conclude 
the paper with an illustration of how we used RSARSim to 
evaluate two HRI paradigms for multi-robot control and discuss 
related work in this area. 


2. MICROSOFT ROBOTICS STUDIO 
Microsoft Robotics Developers Studio (MSRDS) includes a 
lightweight, service-oriented runtime, a set of visual authoring and 
simulation tools, along with introductory tutorials and sample 
code [1].  It was built be useful to a broad range of potential 
developers (academic, hobbyist, and commercial) and to be 
extendable to many robotic platforms.  
MSRDS supports the .NET framework, enabling the use of 
Microsoft Visual Studio to design and develop robot applications. 
The developer can use any of the programming languages that are 
supported by the .NET framework, including Visual C#, Visual 
C++, Visual Basic .NET and scripting languages such as Perl and 
Python. For less experienced developers, MSRDS comes with a 
graphical programming language, Visual Programming Language 
(VPL). VPL offers a visual interface that allows beginners to use 
drag-and-drop techniques to build robotic programs. Additionally, 
VPL is useful to expert programmers who want to quickly 
prototype an application since many programs written with VPL 
can be directly converted into Visual C# applications. 


The Visual Simulation Environment (VSE) tool that is included 
with MSRDS offers programmers a way to get involved with 
robotics development without any robotics hardware. VSE is 
powered by the NVIDIA PhysX engine and uses Microsoft XNA 
and DirectX for 3-D rendering. The Visual Simulation 
Environment manages sets of entities representing physical 
objects such as robots, sensors, and walls.  Services are used to 
move the robots around and gather data from sensors; 
orchestration services are used to coordinate a group of services. 
Graphic scenes can be rendered in one of four modes---visual, 
physics, wireframe, or a combination of the three modes. Visual 
mode is a representation of what the robot would look like in a 
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real world environment.  Microsoft Robotics Studio also includes 
support for packages to add other services. Those currently 
available include a Soccer Simulation and a Sumo Competition by 
Microsoft,  as well as a community-developed Maze Simulator.  


3. USAR SIMULATOR SOFTWARE 
Before developing our simulator, RSARSim, we evaluated several 
other USAR simulators on their suitability for prototyping and 
evaluating human-robot interfaces.   Initially, we chose to use 
Gridworld Search and Rescue [13], an educational Java-based 
search and rescue simulator, to implement an autonomous multi-
robot team.  Gridworld Search and Rescue was developed as AI 
courseware (as the name suggests it uses a gridworld 
representation) and was not suitable for researching realistic 
multi-robot sensor and control problems.   


The USAR Virtual Robot Competition was introduced in 2006 to 
allow groups that couldn’t afford to build and transport a team of 
physical robots to participate in the Robocup Rescue competition.  
The Virtual Robot Competition currently uses Unreal Engine, a 
commercial game engine built by Epic Games, for simulation and 
visualization. USARSim includes a collection of robot models and 
classes to instantiate commonly used sensors and actuators for the 
USAR competition.   Robot controllers can connect to USARSim 
over a text-based socket interface (Gamebots).   
Although users can create their own controllers, USARSim also 
interfaces with MOAST (Mobility Open Architecture Simulation 
and Tools) [9],  a software framework developed by NIST for 
creating multi-robot controllers.  MOAST uses a layered 
architecture with five levels (echelons): servo, primitive, 
autonomous mobility, vehicle, and section (team). Each echelon 
except the team one, provides a sensor processing function, a 
world modeling function, and a behavior generation function.  
Modules communicate using NML (the Neutral Messaging 
Language).  
During our development experiences with USARSim and 
MOAST in 2008, we found Unreal Engine to be unstable and 
resource-intensive to use, particularly for simulating large 
Ackerman-steered vehicles. Running MOAST along with 
USARSim required the use of a second Linux system.  Our 
developers experienced frequent problems with the path planning 
provided by the MOAST architecture; occasionally the planner 
never completed its search, depending on the initial starting 
conditions, and yielded robots that would stubbornly refuse to 
move forward.   


Driven by a desire to create a better debugging and development 
environment, we started investigating Microsoft Robotics 
Developers Studio and developed our own custom urban search 
and rescue toolkit, RSARSim.  RSARSim allows users to leverage 
the development tools provided by MSRDS (the .NET 
development framework and the Visual Programming Language) 
and provides a customized USAR simulation using Microsoft’s 
Visual Simulation Environment, freeing the user from the external 
dependency of Unreal Engine.  We believe that our environment 
is more accessible to beginning users than USARSim while still 
providing a powerful, extendable development environment for 
experienced programmers.   Microsoft plans to release a rescue 
environment for their RoboChamps competition but preliminary 
information indicates that the software will be customized for 
their simulated robot and set of competition rules. 
 


4. RSARSIM 
The Robotic Search and Rescue Simulation Toolkit 1.0 
(RSARSim 1.0) was designed to be used in conjunction with 
MSRDS to further research and development in Human Robot 
Interaction (HRI) paradigms for the search and rescue domain. 
RSARSim (implemented using the Visual Simulation 
Environment) makes it easy for developers to implement their 
algorithms and evaluate their techniques on human subjects 
without a multi-robot system.   RSARSim 1.0 is fully compatible 
with all versions of MSRDS editions including the free express 
edition and can be downloaded at 
http://ial.eecs.ucf.edu/Projects/RSARSim. 
 Additionally this simulator can serve a prototyping and practice 
environment for teams competing in the physical Robocup Rescue 
competition, since code developed in MSRDS can be made to be 
fully compatible with the physical robot hardware. 3D models and 
entities for the rescue level (shown in Figure 1) are specified in a 
Visual C# file, RescueLevel.cs; this file is called by 
RobotInterface.cs file to start the simulated environment in our 
toolkit. 


The environment is divided into different color zones similar to 
the RoboCup Rescue levels.  The walls in the RSARSim have 
colored lines that correspond with the autonomy/mobility zones 
used in the Robocup Rescue competition: yellow, orange, and red.   
For instance, the yellow zone requires that the robots search this 
area fully autonomously; failure to do so will result in no points 
when a victim is found, but the victim will still count as being 
found.  The red and orange zones pose mobility challenges, but 
allow users to teleoperate the robots.  In our environment, walls 
with blue lines on them can be used to denote an upcoming zone 
change. This “blue zone” gives the operator time to switch from 
teleoperation to autonomous. Victims are represented using 
person shaped models distributed to the locations specified in the 
RescueLevel.cs file. 
 


 
Figure 1 : An urban rescue scenario simulated using RSARSim 


1.0.  The user is controlling a single Pioneer robot.  


5. SOFTWARE SERVICES 
Services are the essential building blocks for robotic applications 
created with Microsoft Robotics Developer Studio 2008 [1, 8]. 
Every web-based service contains the code required to carry out 
one or more functions, such as reading data from a single sensor 
or transferring an output signal to an actuator. The service can 
also be used to communicate with an additional service or external 
software. A robotics application consists of several services that 
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work together to accomplish a common task operating the robot.  
MSRDS allows twenty services to run on a single host.  
Microsoft’s Decentralized Software Services (DSS) is a NET-
based runtime environment that sits on top of the Concurrency 
and Coordination Runtime (CCR). Decentralized Software 
Services provides a small state-oriented service model, which 
combines the concept of representational state transfer (REST) 
with a system level approach. DSS services are exposed as 
resources that are available both programmatically and for UI 
management. A crucial design goal of DSS is to couple 
performance with simplicity and robustness; this makes DSS for 
the most part suited for creating applications as compositions of 
services regardless of whether these services are running within 
the same node or across the network. DSS uses the Decentralized 
Software Services Protocol and HTTP as the foundation for 
interacting with services. DSSP is a SOAP based protocol that 
provides a fresh symmetric state transfer application model, with 
support for state manipulation and an event model determined by 
state changes.  The DSS runtime provides a hosting environment 
with built-in support for service composition, security, 
monitoring, and logging both within a single node and across the 
network. Services can be written either in Visual Studio or using 
Microsoft’s Visual Programming Language. Additionally, the 
DSS Manifest Editor provides a graphical environment for 
running DSS applications on a single node or across the network. 


6. EXAMPLE ROBOT: PIONEER 3DX  
MSDRS can be used to simulate a wide range of robotic 
hardware.   Our RSARSim example scenario features a simulation 
version of the Pioneer 3DX (Figure 2), with bumper sensors, a 
webcam and a SICK Laser Range Finder. The Pioneer 3DX is a 
differential drive robot which can be modeled using the MSRDS 
service called SimulatedDifferentialDrive that implements the 
abstract Drive contract. The Drive contract has operations to 
position the left and right wheel speeds individually, alternate the 
entire drive by a particular angle, and to drive a specified distance. 
The drive service sends notification when its state changes; events 
include changes in wheel speed and drive enabled status. The user 
can configure a Pioneer 3DX with a front and rear bumper ring 
consisting of multiple contact sensors using the SimulatedBumper 
service that implements the abstract Contact Sensor contract. The 
service sends a notification when a bumper is pressed or released. 
The SICK Laser Range Finder is simulated using a service called 
SimulatedLRF that sends a notification for each scan.  


 
Figure 2: Simulated Pioneer 3DX robot [8]  


7. EVALUATING HRI FOR USAR 
Using RSARSim, we were able to prototype two possible user 
interfaces for multi-robot control  suitable for human teleoperation 
of a Robocup Rescue team. In the simpler user interface, the user 
controls the team of four simulated Pioneer robots using the 
standard first-person shooter controls on a keyboard.   In the 
second condition, the human operator navigates the robot through 
the RSARSim environment via a gamepad base approach using an 
Xbox 360 controller (Figure 5). 
 


 
Figure 3:  Services used to operate the Pioneer 3DX Robot  


 
The current version of the implementation has sixteen individual 
services that it uses. 


• OnStartService establishes the startup connection. 
• OnLoad and OnClose services are used to handle the 


loading and closing of the rescue robot control panel.  
• The OnChangeJoyStick service is used to handle the 


connection of Xbox 360 controller.  
• The OnConnectMotor service is used to handle the 


connection of the drive function. 
•  OnMove and OnEstop services manage the start and 


stop of the motor of the four Pioneer 3DX robots.  
• The OnConnectSickLRF and OnDisConnectSickLRF 


services manage the connection and disconnection of 
the laser range finder of the four Pioneer 3DX robots. 


• OnConnectWebCam1-4 services manage the webcam 
connection for the four Pioneer 3DX robots.  


• OndisconnectWebcam handles the disconnection of all 
cameras and the OnQueryFrame service executes the 
frame updates for individual cameras.   


Since the predefined webcam service was designed for a single 
robot, we developed a different webcam service for RSARSim, 
that inherits from the MSRDS predefined webcam service. Our 
webcam service gets the latest frame and uploads the image to the 
corresponding image box on the rescue robot control panel. Since 
each robot has its own camera, our webcam service generates four 
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services to handle all the cameras. When the webcam service is 
called, it automatically determines the correct service for the 
specified robot. 


 
Figure 5: Xbox 360 Controller.  The human operator can switch 


between robots using the colored buttons (top right). 
Our game controller service also inherits some traits from the 
predefined controller service included with MSRDS. The rescue 
robot control panel, the button configuration for the gamepad, and 
the keyboard controller are specified in the DriveControl.cs file.  
The layout of the gamepad was based on the layout of the Xbox 
360 Controller. To connect the rescue robot control panel (Figure 
4) to VSE, the operator must press the start button on the 
controller. The four colored buttons each represent a robot.  If 
pressed, the button allows the human to teleoperate that robot, and 
the control panel displays the corresponding sensor information.  
To drive that robot the operator presses the RB button and steers 
the robot using the left analog stick; pressing the select button 
disconnects the laser range finder service. To control the robot 
using the keyboard, the user selects the robot drive service using 
the list box on the rescue robot control panel and drives the robot 
using the W,A,S,D keys . 
 


 
Figure 4: The RSARSim robot control panel displays: 1) 2D and 
3D information from the laser range finder (middle); 2) webcam 


images from the robots (top). 
 
We evaluated an initial group of human subjects on their ability to 
locate victims while teleoperating 4 simulated Pioneer 3DX robots 
using two different low-level teleoperation paradigms: 1) a 
keyboard based user interface and 2) the Xbox 360 gamepad 
controller.   Preliminary results indicate that the gamepad 
controller is preferred by the majority of subjects and results in a 
higher number of victims found.  Additionally, we are currently 
evaluating different options for tasking the unmanaged robots that 
aren’t being teleoperated by the user.  


8. IMPROVING USAR PERFORMANCE 
There are a number of possible approaches for improving the 
overall performance of a USAR team in addition to refining the 
human-robot interaction paradigm.  For instance, Wirth and 
Markov [2] describe an exploration transform approach for 
rapidly finding good paths to frontier cells in the map; it was 
successfully used during the RoboCup World Championship 2007 
by the team that achieved the Best in Class Autonomy Award.  
Accurately detecting relevant environmental features is an 
important aspect of real-world USAR tasks; Gossow and Pellenz 
[3] proposed a technique for danger sign detection in rescue 
environments that was used in the RoboCup 2008 World 
Championship. Many USAR situations challenge conventional 
multi-agent planning techniques since they involve heterogeneous 
agents, joint tasks, and are subject to additional constraints.  To 
address these issues, Koes, Nourbakhsh, and Sycara [7] developed 
COCoA, the Constraint Optimization Coordination Architecture, 
and demonstrated a mixed-integer linear programming 
optimization procedure for identifying good multi-robot task 
allocations. 
There are many promising techniques for improving human-robot 
interaction in USAR teams. For instance, Pathak and Birk [4] 
created an integrated hardware and software framework that used 
fast lightweight robots and an optimized GUI to improve 
teleoperation. Their design was tested at the RoboCup 2006 
World Championship.  Two general approaches for improving 
human-robot interactions in USAR are: 1) improving  
visualization of the environment to reduce the cognitive load on 
the human operator and 2) creating adjustably autonomous robots 
that can operate effectively when the operator’s attention is 
elsewhere. Ricks, Nielsen, and Goodrich [6] present an ecological 
interface paradigm that combines video, map, and robot pose 
information into a 3-D mixed-reality display. The results from 
their user studies show that the 3-D interface improves robot 
control, map-building speed, robustness in the attendance of 
delay, robustness to disturbing sets of information, awareness of 
the camera orientation with respect to the robot, and the ability to 
perform search tasks while navigating the robot. Intuitively, the 
participants favored the 3-D interface to the 2-D interface and felt 
that they did better, were less frustrated, and better able to 
anticipate how the robot would react to their commands.  In the 
area of adjustable autonomy, Wang, Lewis, and Scerri [14] 
presented results on the use of teamwork proxies (implemented in 
Machinetta) for controlling robots performing a search and rescue 
task.  Instrumenting the robots with these teamwork proxies 
enabled them to collaborate more effectively and operate 
autonomously even when the human operator’s attention was 
elsewhere.  We believe that our work on low-level control using 
the gamepad controller complments these other approaches for 
improving HRI in USAR. 


9. CONCLUSION AND FUTURE WORK 
In this paper, we introduce RSARSim (the Robotic Search and 
Rescue Simulation Toolkit) and describe how it can be used to 
prototype USAR multi-robot teams in combination with Microsoft 
Robotics Developers Studio.  Combining RSARSim and the 
Visual Simulation Environment produces a robotic prototyping 
environment that is both powerful and easy to use.  In this paper, 
we show how to use RSARSim and MSRDS to simulate a team of 
Pioneer 3DX robots for Robocup Rescue.  Using RSARSim, we 
were able to rapidly evaluate the comparative effectiveness of two 
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different HRI paradigms for multi-robot control. For future work 
we intend to expand the functionality of the RSARSim toolkit to 
include more visualizations and teleoperation options for the 
USAR domain. 
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Abstract  


Eye detection is required in many applications like eye-gaze tracking, iris detection, video 


conferencing, auto-stereoscopic displays, face detection and face recognition. This paper 


proposes a novel technique for eye detection using color and morphological image processing. It 


is observed that eye regions in an image are characterized by low illumination, high density 


edges and high contrast as compared to other parts of the face. The method proposed is based on 


assumption that a profile image is used. Firstly, skin region is detected using a color based 


training algorithm and six-sigma technique operated on RGB, HSV and NTSC scales. Further 


process involves morphological processing using boundary region detection and detection of 


light source reflected by an eye, commonly known as an eye dot. This gives a finite number of 


eye candidates, from which, noise is subsequently removed. This technique is found to be highly 


efficient and accurate for detecting eyes in profile images. 


 


1. Introduction 


Human face image analysis, detection and 


recognition have become one of the most 


important research topics in the field of 


computer vision and pattern classification. 


The potential applications involve topics 


such as face detection, face identification 


and recognition and facial expression 


analysis. Among these research topics, one 


fundamental but very important problem to 


be solved is automatic eye detection. Eye is 


the most significant and important feature in 


a human face, as extraction of eyes is often 


easier as compared to other face features. 


Eye detection is also used in person 


identification by iris matching. Only those 


image regions that contain possible eye pairs 


will be fed into a subsequent face 


verification system. Localization of eyes is 


also a necessary step for many face 


classification methods. For comparing two 


faces, the faces must be aligned. As both the 


locations of eyes and the inter-ocular 


distance between them are relatively 


constant for most people, the eyes are often 


used for face image normalization. 


Eye localization also further facilitates the 


detection of other facial landmarks. In 


addition, eyes can be used for crucial face 


expression analysis for human computer 


interactions as they often reflects a person’s 


emotions. 


 


The commonly used approaches for passive 


eye detection include the template matching 







method [6, 7], eigenspace [8] method and 


Hough transform-based method.  


 


In the template matching method, segments 


of an input image are compared template, to 


evaluate the similarity of the counterpart 


using correlation values. The problem with 


simple template matching is that it cannot 


deal with eye variations in scale, expression, 


rotation and illumination. Use of multiscale 


templates was somewhat helpful in solving 


the previous problem in template matching. 


A method of using deformable template is 


proposed by Yuille et al [9]. This provides 


the advantage of finding some extra features 


of an eye like its shape, size at the same 


time. But the rate of success of this approach 


depends on initial position of the template.  


Pentland et al. [8] proposed an eigenspace 


method for eye and face detection. If the 


training database is variable with respect to 


appearance, orientation, illumination, then 


this method provides better performance 


than simple template matching. But the 


performance of this method is closely 


related to training set used and also this 


method requires normalized set of training 


and test images with respect to size and 


orientation. 


 


Another popular eye detection method is by 


using Hough Transform. This method is 


based on shape feature of an iris and often 


used for binary valley or edge maps [10, 11]. 


The drawback of this approach is that the 


performance depends on threshold values 


used for binary conversion of valleys. 


 


Apart from these three classical approaches, 


recently many other image-based eye 


detection techniques have been reported. 


Feng and Yuen [12] used intensity, the 


direction of the line joining the centers of 


the eyes, the response of convolving an eye 


variance filter with the face image and the 


variance projection function (VPF) [13] 


technique to detect eyes. Zhou and Geng 


[14] extended the idea of VPF to the 


generalized projection function (GPF) and 


showed with experimental results that the 


hybrid projection function (HPF), a special 


case of GPF, is better than VPF and integral 


projection function (IPF) for eye detection. 


Kawaguchi and Rizon [10] located the iris 


using intensity and edge information. They 


used a feature template, a separability filter, 


Hough transform and template matching in 


their algorithm. Sirohey and Rosenfeld [24] 


proposed an eye detection algorithm based 


on linear and nonlinear filters. Huang and 


Wechsler’s method [16], used genetic 


algorithms and built decision trees to detect 


eyes. For the purpose of face detection, Wu 


and Zhou [17] employed size and intensity 


information to find eye-analog segments 


from a gray scale image, and exploited the 


special geometrical relationship to filter out 


the possible eye-analog pairs. Han et al. [18] 


applied such techniques as morphological 


closing, conditional dilation and labeling 


process to detect eye-analog segments. Hsu 


et al. [19] used color information for eye 


detection.  


 


Although much effort has been spent and 


some progress has been made, the problem 


of automatic eye detection is still far from 


being fully solved owing to its complexity.  


The factors, like facial expression, face 


rotation in plane and depth, occlusion and 


lighting conditions undoubtedly affect the 


performance of eye detection algorithms. 


The method proposed in this paper involves 


skin detection to eliminate non-human 


components followed by eye detection. 


 


2. Skin Detection 


Detection of skin region is very important in 


eye detection. Skin region helps determining 


the approximate eye position and eliminates 


a large number of false eye candidates. In 


this paper, we have used combination of 







HSV, RGB and NTSC spaces to make 


detection most efficient. Training techniques 


have been used for detection. First, the code 


is trained manually on a few images for skin 


color. The data is obtained for all the color 


space components, and is fitted to a 


Gaussian curve. One has to be careful while 


training, to avoid unwanted pixels like facial 


hair and creases, as we have trained images 


foe only one peak and that peak should be 


the color of skin. Finally, six-sigma 


technique is used for detection. It has been 


observed that HSV space is the most 


efficient space for skin detection. 


  


 


 


3. Eye Detection 


The eye detection technique used here is 


based on the fact that whenever eye is 


properly illuminated, it has a sharp point of 


reflection. This point can be called as a light 


dot. NTSC format is most efficient in 


exploiting this light dot. Hence, image is 


converted into an NTSC image in the 


beginning and the chrominance values of its 


pixels are used for further processing.  


 


The next step in eye detection involves edge 


detection. Morphological techniques are 


used for boundary detection. Dilation, 


followed by erosion and calculation of 


difference between the two produces an 


image with boundaries. The structuring 


element used in dilation and erosion has a 


large matrix (9*9 ones), so that clear and 


thick boundaries are detected. For the 


purpose at hand, this technique is found to 


be more efficient that canny edge detector. 


This is followed by suitable thresholding of 


the image. The light dot is one of the first 


few candidates that come out when the 


image is thresholded.  Selection of right 


thresholding value is important, and a 


complex process, as this value varies as the 


image changes. Hence, adaptive 


thresholding technique is used. Calculation 


of this value is achieved by process of 


iteration. The value is started at 220 on a 


255 scale and is decreased by 5 per iteration. 


The aim of iteration process is to obtain a 


minimum number of four and a maximum 


number of six blobs. It was observed 


statistically that between these values, 


thresholding is most probable to output both 


eyes and with minimum noise. Thresholding 


is followed by morphological closing, which 


improves the ease of eye detection and 


eliminates stray points. Now, some of the 


blobs obtained in the image are too small, 


and some are too large, and both are 


unlikely to be candidates for an eye. Hence, 







they are morphologically eliminated. This is 


followed by eliminating long and slender 


blobs, either horizontal or vertical ones, as 


these blobs are certainly not eyes. Again, 


morphological binary image processing is 


used. Now, this image and skin image are 


combined by using ‘And’ operation. Only 


the common candidates survive, as eyes 


invariably lie in the face region. This whole 


process is included in a loop and the number 


of emerging candidates is checked at the end 


of the loop. If this number is not between 4 


and 6, threshold value is changed, for the 


next loop.  


 
Original Image 


 


 
Sample Result 


Now, the job at hand is to eliminate the 


noise and obtain the two blobs which 


represent eye region. The logic used here is 


that in a profile photograph, eyes lie more or 


less in the same horizontal line. Hence, a 


condition is imposed that for a blob A, if 


there is no blob B, such that maximum y 


value of A is greater than minimum y value 


of B, and maximum y value of B is greater 


than minimum y value of A, then A is not a 


candidate for eye. Another condition 


imposed is on the lower limit and upper 


limit of the distance between A and B. This 


eliminates a considerable number of noise 


points. The main problem now is the 


condition where there are 3 points in a line. 


Many times, it is observed that 2 of the three 


points are very close to each other, and both 


are actually part of the same eye. This 


problem is tackled by horizontal dilation, 


which connects the two points and leaves us 


with two candidates, which are eyes.  


 


 







Sample Results 


 


 


 
Conclusion and Future Work 


 


In this paper a simple and efficient eye 


detection method for detecting faces in color 


images is proposed. It is based on a robust 


skin region detector which provides face 


candidates. This is followed by 


morphological processing and noise 


elimination which produces eye candidates. 


The final two candidates are selected by 


applying rules that define structure of human 


face. It is observed from the results that this 


technique is successful for 90% of profile 


images, which have clearly illuminated eyes. 


However, this technique does not work for 


most of the non-profile images. The method 


also fails when one or both eyes are closed. 


The current code is matlab based and 


requires 15-20 seconds on a 2GHz 


processor. However, it is expected that a C 


based code will take less than 1 second. 


Future work includes incorporating this code 


in C language, in order to use it on a 


webcam. The webcam eye detection can be 


very useful and user friendly, as user can 


give inputs to the computer using eye 


movement. For example, cursor movement 


using gaze detection and tracking eliminates 


use of a mouse and brings in simplicity and 


user-friendliness in the operating system.  


Further improvement also includes detection 


of eyes in multiple faces, and faces with 


different orientations.  
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ABSTRACT 


The current mobile robots commonly utilize batteries as energy 


storage. However, the limitations on powering time, life, 


performance, size and weight on batteries have been an issue for 


many yeas. Advances and new research in Fuel Cells represent a 


new frontier in several areas including the robotic and human 


Moon and Mars exploration missions.  In this paper, the 


advantages of using fuel cells in conjunction and as replacement 


for batteries as energy storage has been addressed. In addition, the 


power generated in a Proton exchange membrane fuel cell 


(PEMFC) stack under pulsing at several frequencies of intake 


reactants has been investigated. The experimental results show 


that in general pulsing at lower frequencies at the intakes 


increases power performance for a PEMFC. 


Keywords 


Proton exchange membrane fuel cell (PEMFC), Battery 


Technologies, Robotic, Pulsing frequency of fuel cell reactants. 


1. INTRODUCTION 
Supplying power to small devices such as mobile robots has 


primarily taken two forms: batteries and fuel cells. Battery 


technology is relative a maturing technology,   although it has 


improved relatively slowly over the years.  In the other hand, the 


alternatives for powering mobile robots include fuel cells, 


thermoelectric generators and super-capacitors.  For many years, 


one limitation of mobile robots has been the short battery life of 


the system.  For example, the researcher at Georgia Institute of 


Technology    has examined the required power for their ERA 


project [1]. During the field trials, the usable battery life was 


roughly 90 to 120 minutes. The ERA team has   integrated a fuel 


cell into the test-bed where the design supplied 2kW for over 11 


hours, greatly improving the stamina of the robot.   


 


As a second example, Species Inc. announced that they began to 


develop compound fuel cell system entitled   "Species Composite 


Fuel Cell System (CFCS)”.  It is equipped with a passive type 


solid polymer fuel cell. Both shoulders of the robot are installed 


in the back by 1 piece by 2 pieces and have setting up. The rated 


power is 9.6V, and 25W. The peak current is 5A, and the 


hydrogen consumption is two minute/liter. It is said that 30 


minute - about one hour will be driven with the fuel cell [2]. In 


addition, The NRL's fuel-cell powered Ion Tiger UAV has been 


reported to operate quieter and longer than earlier battery-


powered designs. Ion Tiger employs stealthy characteristics due to 


its small size, reduced noise, low heat signature and zero 


emissions [3].  


In this paper, a general comparison and evaluation of battery and 


fuel cell technologies for mobile robot is presented. Furthermore, 


newly controlled mechanism for the power generated in a Proton 


exchange membrane fuel cell (PEMFC) stack such as under 


pulsing of fuel intake reactants has been presented. 


. 


2. BATTERY TECHNOLOGIES 
There are an array of battery chemistries and types. In this section, 


we summarize several technologies than have been in use, and are 


commercially available For the following sections. 


 


2.1 Lead Acid 
Lead acid is the oldest and most mature of the battery 


technologies. Gelled lead acid batteries are safe, widely used and 


provide energy densities of up to 40Wh/kg. They also have an 


easily modeled linear discharge curve and a relatively long shelf 


life. The big drawback is that they are large and heavy relative to 


other battery technologies. 


 


2.2 Nickel Cadmium (NiCd) 
NiCd batteries are widely used in rechargeable applications where 


high current is needed. They typically have greater energy density 


and higher number of discharge cycles compared to lead acid 


batteries. They also have the highest specific power of any 


commonly available battery technology. NiCds are relatively 


inexpensive and widely available. 


2.3 Nickel Metal Hydride (NiMH) 
NiMH batteries provide a significant improvement in energy to 


weight ratios over NiCds. Additionally, the composition is of 


environmentally friendly materials with no heavy metals such as 


cadmium, lead, mercury or lithium. However, their self-discharge 


rate is higher than most other battery technologies making them 


unsuitable for long-term energy storage. Also, their power density 


is lower than NiCd’s. 
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2.4 Lithium Ion (Li+) 
Lithium batteries offer significantly increased energy density over 


NiCd and NiMh 


technologies. Their self discharge rates are low and their weight is 


very low for a given amount of energy compared to other 


technologies. However, the volume may be as high as NiMH for a 


given amount of energy. Li+ is also power limited and high 


currents are not usually possible with this technology. Lithium 


batteries have to also be carefully charged to avoid fire and 


burning because the heating effects during charging can ignite the 


Li+. This is because as Li+ charges it heats up and the internal 


resistance goes down drawing more current, thus creating a 


potential runaway condition. The solution is utilization of well 


designed chargers that provide careful current limiting. Intensive 


research and development in this technology may mitigate some 


of the concerns with Li+. Already, a large Japanese car 


manufacturer has recently announced a lithium powered car to be 


sold in 1998. 


 


2.5 Silver Zinc (AgZn) and Silver Cadmium 


(AgCd) 
Silver Zinc and Silver Cadmium are used in applications where 


the high power density is critical and high price is acceptable as in 


space and military applications. Though they can be only 20% of 


the mass and volume of an equivalent lead-acid battery they can 


cost more than fifteen times as much. Additionally, the lifetimes 


are relatively short with typical lifetimes of 100-250 cycles. One 


useful feature of Silver-based technologies are stable voltages that 


are independent of state of discharge. 


2.6 Sodium Sulfer (NaS) and Lithium 


Chloride (Li-Cl) 
Both Sodium Sulfer and Lithium Chloride batteries offer high 


specific power and energy but require high temperature operation. 


Sodium Sulfer systems operate at 250C and Lithium Chloride 


systems operate at 350C. Both systems are potentially very 


dangerous in the event of a crash or accident. 


2.7 Nickel Zinc (Ni-Zn) 
Nickel Zinc provides an intermediate capability in power specific 


energy and power but there are limitations in cycle life as 


compared to other technologies.  


 


3. FUEL CELL TECHNOLOGY 
Fuel cells are considered similar to batteries except that fuel is 


continuously supplied as well as an oxidant, usually oxygen from 


the air. Fuel cells, like batteries, provide direct current through a 


non-combustion process. They derive power directly from a 


hydrocarbon source at higher efficiencies than combustion 


processes, up to 75%. Combustion processes typically can only 


extract 30-40% of the energy from such fuels. Because fuel cells 


are not a heat engine process, they are not limited by Carnot 


efficiencies. With fuel cells much of the heat and noise normally 


associated with combustion processes is eliminated. It is 


sometimes difficult to tell batteries, fuel cells and semi fuel cells 


apart. In general, 


batteries, both rechargeable and non-rechargeable, utilize solid 


cathodes and anodes and contain all the chemicals used in the 


electricity generating reaction. Fuel cells use gas cathodes and 


anodes and fuel is supplied with reactants from an outside source. 


Finally, the relatively new breed of metal-air batteries utilize gas 


(air) cathodes and solid anodes and are considered semi-fuel cells. 


A most promising fuel cell technologies is the Proton-Exchange-


Membrane or PEM which uses a platinum catalyst on the anode 


and a polymer membrane in the electrolyte. Another fuel pursued 


by several companies for hydrogen generation is methanol. This 


fuel cells are called direct methanol fuel cells DMFC. This is 


because the hydrogen can be stripped from the methanol 


molecules at much lower temperatures, 250 C, versus other gases 


such as Propane which require temperatures of 600-800C. 


Most fuel cell development is focused on large systems where 


power levels are in the hundred of kilowatts and there are not 


many commercial fuel cell systems available for low power 


applications. However, H Power, a US company, is developing 


much smaller units that can generate substantive power. 


Applications for these smaller units include laptop computers, 


cameras and military field applications. The smallest of H Power’s 


production units generates 30W continuous and 40W peak at 


15VDC. This unit weighs less than 2kg but is about 870cm3 and 


gives 100Whr per hydride charge. Overall, this is equivalent to 


50Wh/kg. Recharge time is 10 minutes and operating lifetime is 


5,000 cycles and ten years minimum. 


3.1 PEMFC Components 
A PEMFC can vary from one to several cells depending on the 


power requirements. Each cell is mainly composed of seven parts:  


 


 Anode current collector  


 Anode flow channels 


 Anode catalyst layer 


 Electrolyte membrane 


 Cathode catalyst layer 


 Cathode flow channels 


 Cathode current collector 


 


Figure 1 shows a schematic of a basic PEMFC 


  


Figure 1 Schematic of a basic PEMFC 


 


The anode intake allows the oxidation of hydrogen while the 


oxygen intake allows the reduction of oxygen. This overall 


reaction accounts for the total gain of 4 electrons per reaction, 


which by the use of a hydrophilic/electro-phobic electrolyte 


membrane, result in 1.23 volts per cell potential.(1). 
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The relation between the mass flow rate and the current 


generation is based solely on the Faraday second law of 


electrolysis which states: 


 


MW
Fn


I
MW


Fn


ai
m 


..


..


          (1) 


Where: 


 


.


m = mass flow rate (l/min) 


 I = current (mA) 


 a = surface area (mm2) 


 i = current density 


 MW= Molecular weight of the reactants 


 n = number of electron of reaction (2 for H2 and 4 for 


O2) 


 F = charge equivalent per mole = 96.485 C/mole 


 


 


Applications such as robots which demand reliable and efficient 


use of energy can be largely beneficiated from the new advances 


in fuel cells, specifically PEMFC.  


 


3.2 Work developed at Florida Atlantic 


University 


3.2.1 Pulsing Control for PEMFC  
 


At Florida Atlantic university fuel cell laboratory, previous work 


has demonstrated that over extensive periods of time, under 


continuous flow of reactants, the power performance of a PEMFC 


decays [1]. The reason attribute to the effect, is that liquid 


accumulation restricts reactants ability at the electrode active 


surface area [2].Water condensation on the channel surfaces as a 


primary mechanism for liquid water formation and anode flooding 


[3]. The amount of water accumulation within the PEMFC is 


directly proportional with the increase in differential pressure [4]. 


Pulsing of fuel cell reactants is a method that has been previously 


analyzed [1] and tested [6]. Pulsing of fuel cell reactants 


represents a great opportunity for improved power performance 


[1]. Activation polarization losses caused by the flow of intake 


reactants can be mitigated by pulsing of the flow of the reactants. 


This process has been illustrated on figure 1: 


 


 


 
  Power under continuous flow     Power under PWM flow control 


 


Figure  2. Comparison between power under continuous flow 


and under pulsing flow on PEMFC 


 


Theoretical background of have pulsing reacts in a PEMFC has 


been generated. Based the on experimental results [1] a 


monitoring / controlling system has been implemented  to observe 


and manage several  pulsing frequencies at the fuel intake 


reactants The experiments performed made use of  solenoid valves 


for hydrogen flow (Figure4). Readings of pressure (PSIA) and 


flow rates (l/min) at the intakes, as well as voltage (volts), current 


(amperes) and power (Watts) were collected via data acquisition 


equipment. The information obtained was recorded and 


normalized values based on the average power under continuous 


flow rates were obtained after   


3.2.2 Controlling/ Monitoring System 


 
The controlling frequency signals (CFS) were generated via data 


acquisition equipment (LabView) a schematic has been illustrated 


in figure 7. The integrated monitoring/ controlling system 


implemented allowed for the accurate and reliable sampling and   


regulating of all the parameters. 


The controlling frequency signals (CFS) were generated via data 


acquisition equipment as illustrated in figure 4. 


 


Figure 3 Control based on PWM for a PEMFC 


Four Omega pressure transducers were used to monitor the 


pressure at each line.  Electronic flow meters were used to 


monitor the flow of each reactant intake. For maintaining 


adequate and constant continuous flow of reactants, a feedbacks 
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of the flow meters to digital flow regulators were also 


implemented. 


 


 


 


 


 


 


 Figure 4.  Main board equipment (Laboratory of Fuel Cells 


FAU). 


 


The mass flow of air was kept at constant level of 5 l/min. The 


mass flow rate of the hydrogen was keep at maximum of 1 l/m. 


 An initial test of the optimal continuous flow was performed as a 


base line.  The duty cycle of the CFS was maintained at 50%. The 


data collected. Figure 5 shows the control / monitoring data 


acquisition system.  The data acquisition system monitors intake 


pressures, intake flow rates, cell voltage, and load current. It also 


controls two solenoid valves and for each reactant intake.   


 


 


Figure 5 Control / monitoring system 


 


3.2.2 Experimental Results towards developing A 


PEMFC control using pulsing 


 
Series of experiments were  developed  in order to investigated 


the effect of pulsing of reactants in a PEMFC.  


Table 1 has been shows how the data collected has been 


presented. To only take into account the effect of the pulsing of 


the PEMFC as a function of Power, the data obtained was divided 


by the total amount of hydrogen consumption during each 


sampling and then normalized by the continuous flow of reactants 


at each case. Frequencies analyzed for hydrogen pulsing intake 


were from 5Hz to a low of 0.05Hz and they were repeated from a 


continuous pulse of the air intake o a frequency of air intake as 


low as 0.1 Hz. 
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Table 1 Set of experiments made for PWM of PEMFC 


 


# Exp. ConFigure 
PWM 


(Hz) 


1 PWM of H2 
Cont. 


Flow 


2 PWM of H2 5 


3 PWM of H2 3.3 


4 PWM of H2 2.5 


5 PWM of H2 2 


6 PWM of H2 1 


7 PWM of H2 0.66 


8 PWM of H2 0.5 


9 PWM of H2 0.4 


10 PWM of H2 0.33 


11 PWM of H2 0.25 


12 PWM of H2 0.2 


13 PWM of H2 0.1 


14 PWM of H2 0.05 


 


 


3.2.4 Power Performance Analysis 


 


The effect of increasing normalized power over the total hydrogen 


consumption has been also illustrated in Figure6 . Some trends 


between 0.7 and 0.3 Hz have indicated improvements compared 


with other scenarios. Data collected for mean average power is 


significant in term that it could be implemented in real 


applications by the use of rectifying power methods. 


 


The experiments shown have demonstrated that using  pulsing of 


reactants ,  PEMFC perform  better. The use of pulsing of 


reactants does not require sophisticated  programming and 


therefore can be feasible implemented.  


 


 


 


Figure 6 Power Generated by EcoFC-6AM PEMFC by 


PWM of H2 delivery based on Table 1 
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Figure 7  Flow of H2 utilized by EcoFC-6AM PEMFC 


on PWM of H2 delivery based on Table 1 


 


Figure 7 presents the flow rate of H2 utilized by EcoFC-6AM 


PEMFC on PWM of H2 delivery based on Table 1. This figure 


dependence shows of hydrogen consumption of for each 


experiment with respect to power generation (Eq.1). Figure 8 also 


explains why the power at 0.4 and 0.25 Hz was lower in both 


settings. The excessive amount of H2 used for these two set of 


experiments caused over hydration of the PEMFC membrane and 


consequently power loss.   


 


3.3 Subsequent Pages 
For pages other than the first page, start at the top of the page, and 


continue in double-column format.  The two columns on the last 


page should be as close to equal length as possible. 


4. CONCLUSION 
In this paper, a general comparison and evaluation of battery and 


fuel cell technologies for  mobile robot is presented. Furthermore,  


the power generated in a Proton exchange membrane fuel cell 


(PEMFC) stack under pulsing has been investigated. The 


variations of frequency demonstrate a direct correlation between 


the pulsing rate and the power performance. By pulsing of fuel 


cell reactants, the water accumulation has been delayed and 


consequently the reactants ability at the electrode active surface 


area was kept within an optimal margin. 


The results of using low frequencies for pulsing of the PEMFC 


results translate in increases of differential potential pressure. 


Differential potential pressures while not considerable enough to 


damage the fuel cell membranes; permit the benefits of 


maintaining power performance.  


At Florida Atlantic University the advances made towards 


developing an intelligent controlled using pulsing of reactants 


brings promising results. Longer periods of times while using less 


amount of hydrogen will eventually allow PEMFC be an essential 


part of robotic applications. 
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Cooperative Autonomous Robotic Perimeter Maintenance


Jason Cohn, Joshua Weaver and Signe A. Redfield
Naval Surface Warfare Center Panama City Division


Abstract–
This work addresses an emergent patrol be-


havior in a system of reactive autonomous
robots using relatively short-range sensors.
Given a reference point, the robots must jointly
maintain awareness of a circular perimeter de-
fined by the distance from the point. The
robots have poor global localization, so they
rely on their sensors to tell them the loca-
tion of their nearest neighbor. Because the
robots’ sensors are relatively short range com-
pared to the circumference of the perimeter,
even multiple robots may lose contact with each
other. The primary focus of this paper is the
development of a method to enable an insuf-
ficient number of robots to maintain intermit-
tent but evenly distributed awareness of the en-
tire perimeter using a purely reactive behavior.
Each robot is controlled via a reactive behav-
ior that sums three force vectors. Each robot
continually computes these vectors, deriving a
new heading and speed from the resultant vec-
tor’s direction and magnitude. Both simula-
tions and physical tests for stationary and mo-
bile reference points characterized the system’s
response to a variety of patrol behaviors. These
behaviors attempted to ensure perimeter in-
tegrity when robots were too far apart to sense
their nearest neighbor. Static reference point
tests, as expected, yielded the desired circu-
lar path around the reference point, in both
simulation and physical robots. A moving ref-
erence point required the perimeter robots to
move four times faster than the reference point
to effectively maintain the perimeter. These
experiments demonstrated that a fixed-radius
perimeter around a stationary or mobile refer-
ence point could be patrolled using short-range
sensors even when vehicles lost contact with
each other.


I. Introduction


This work defines a potential behavior for au-
tonomous robots guarding a region. They must
maintain surveillance over the perimeter of the


region, detect anomalies near that perimeter or
in the region, intervene to identify the anoma-
lies, and prosecute anomalies identified as threats.
This work is focused exclusively on maintaining
surveillance over a circular perimeter, given that
the perimeter is significantly longer than the sen-
sor range of the robots.


Many researchers have explored formation gen-
eration and control. In the last two decades, top-
ics have included “bounding overwatch” [10], ge-
ometric formation applications [3], [2], and prim-
itive behavior development [1]. Often, the forma-
tions under consideration are based on polygons
such as lines, diamonds, columns and wedges [2],
[4], where the goal is to maintain the formation
while traversing a field. Leader-follower or role-
based scenarios are common [7], [5], [8], [3].


While the use of emergent behaviors with vec-
tor control is a common theme [9], [12], re-
searchers are often more focused on demonstrat-
ing the robustness of their system to larger or
smaller groups of robots [12], [8] or to the result-
ing time spent out of formation [2] or the time
required to complete the task [3] while avoiding
obstacles, than with evaluating the actual sen-
sor coverage produced by the formation. The
work presented here addresses the generation of
closed loop formations performing a barrier [6]
task with insufficient assets. Although many pa-
pers on emergent behavior have been inspired by
Reynolds’ work with emergent flocking [11], ap-
proaches addressing our specific perimeter main-
tenance problem have required either global com-
munications [5] or uniquely identifiable robots [8].


Perimeter maintenance is a simple robotic be-
havior in which robots maintain a circular for-
mation at a fixed distance (the radius) around a
reference point. The robots use short-range sen-
sors to detect each other while rotating about this
common point. We developed an emergent behav-
ior using vector control to perform this behavior.
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The robot is controlled using the sum of three
vectors based on the robots’ relative positions (en-
abling even distribution), the reference point’s po-
sition (enforcing the perimeter distance), and a
fixed bias (providing a default direction). The
sum of these three locally computed vectors dic-
tates the speed and heading of each robot. Full
perimeter coverage is guaranteed given a sufficient
number of robots.


II. Implementation


Using a known center point, the desired for-
mation consists of a circle defined by a fixed ra-
dius. The robot represents its surrounding envi-
ronment using an object map generated from its
incoming sonar data. This object map is used to
generate the three vectors that control the robot.
Preliminary tests demonstrated that the standard
three-vector control is inadequate, so two alter-
nate methods are also presented.


A. Sonar Object Map


The robots used in these tests have 16 range
sensors; 8 sonar transducers each on the front and
on the back of each robot. The front 6 and back
6 transducers are placed at 20°orientation offsets,
each having a 20°sensing cone. The remaining 4
transducers are placed on the robot’s sides, facing
at +/- 90°(with respect to the front of the robot),
one set near the front of the robot and one set
near the back. Each of the 16 sensors can detect
objects as far as 4.5m away, but the data they
produce is noisy and relatively unreliable.


A time-decay object map converts raw sonar
data into confidence values based on how often ob-
jects are seen. These confidence values represent
the probability that an object is really there. The
map is a quantized representation of the robot’s
surrounding environment; each data point rep-
resents a two dimensional section of the sonar-
visible world, either empty (confidence value of
zero) or full (confidence value determined by the
number and frequency with which an object is de-
tected in it). The map covers only the region in
which the vehicle’s sensors are active; even if an
object still has a non-zero confidence value when
it moves out of range, it will effectively disappear.


The object map takes the position and orientation
of each sensor into account, updating the robot’s
surroundings as objects move into and out of sen-
sor range.


A time decay function ensures that transient
objects are not retained for significant periods
of time. Because the other vehicles in the sce-
nario are expected to move, there must be a deli-
cate trade-off between incrementing the map suf-
ficiently to recognize the presence of other robots
and decrementing the map to ensure that the ve-
hicle is not reacting to a robot that is no longer
present. Every positive confidence value in the
object map is decremented by 0.1 units with ev-
ery timestep, while new data increments the con-
fidence value by 2 units to a maximum of 9 units.


B. Vector Control


The object map generates the radial vector, the
bias vector, and the neighbor vector, which con-
trol the robot. The radial vector is calculated
from the relative positions of the known reference
point and the robot. It holds the robots at the de-
sired distance (the perimeter radius) from the ref-
erence point. The neighbor vector maintains spac-
ing between the robots along the perimeter. It is
a repulsive force between the robot and its near-
est neighbor based on the object map. The bias
vector is perpendicular to the radial vector angle
and encodes the desired vehicle direction of mo-
tion (clockwise vs. counterclockwise). When no
other objects are in range, the bias vector ensures
that the robots progress around the perimeter,
maintaining coverage of the entire perimeter even
when too few robots are available. Each robot
continually computes these vectors and adds them
together, deriving a new heading and speed from
the resultant vector’s direction and magnitude.


The current known positions of the reference
point and the robot determine the orientation
of the radial vector in a robot’s local coordinate
frame. This vector’s magnitude is defined as


|VR| =
Rp −Rv


Rp
(1)


where VR is the radial vector, Rp is the perimeter
radius, and Rv is the distance from the robot to
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the reference point. This ratio pushes or pulls the
robot to stay at the appropriate distance from the
reference point. When the robot is on the radius,
the magnitude is zero and the radial vector has
no effect on the robot’s heading. As the robot
moves away from the radius, the magnitude in-
creases in value to pull the robot back towards
the radius. As seen in the equation, a positive
magnitude (within the radius) or a negative mag-
nitude (outside of the radius) corrects for devia-
tions from the perimeter. The orientation of the
vector in global coordinates is defined as


6 VR = arctan 2(vx − bx, vy − by) (2)


using the 2-dimensional arctan where bx is the
horizontal position of the reference point, vx is
the horizontal position of the robot, by is the ver-
tical position of the reference point, and vy is the
vertical position of the robot. In the robot’s co-
ordinate frame, this vector lies along the radius
from the reference point to the robot.


The neighbor vector is derived from the relative
positions of the robot and its nearest neighbor,
again in the robot’s local coordinate frame. The
magnitude of the neighbor vector is found by


|VN | =
Rs −Dnv


Rs
(3)


where VN is the neighbor vector, Rs is the sonar
range, and Dnv is the distance between the robot
and its neighbor. The orientation of the vector in
global coordinates is defined as


6 VN = arctan 2(nx − vx, ny − vy) (4)


where nx is the horizontal position of the neigh-
bor, vx is the horizontal position of the robot, ny


is the vertical position of the neighbor, and vy is
the vertical position of the robot. The neighbor
vector prevents the robots from colliding by keep-
ing them just out of sonar detection range of each
other.


A bias vector is used to ensure the robots travel
around the perimeter instead of finding stationary
positions. The orientation is perpendicular to the
radial vector and is defined as


6 VB = 6 VR + 90◦ (5)


where VB is the bias vector. The bias has a small
fixed magnitude of 0.2. This magnitude ensures
that the bias can control the robot when two con-
ditions have been met: the robot is at the radius
and no neighbors are within range. When either
of those conditions are not met, the bias vector is
over powered. The bias vector gives the robot a
default direction of travel. Once all vectors have
been evaluated, the resultant of these three vec-
tors determines the desired heading of the robot.
If the robot’s speed is not fixed (for example, if
the reference point is moving), the resultant mag-
nitude affects the robot’s speed up to an a pri-
ori maximum. If the reference point is moving,
that desired maximum is four times the reference
point speed. This enables the robots to perform
slightly more than one circuit of the perimeter
for every diameter’s travel by the reference point.
The newly calculated speed is still capped at the
maximum speed at which the robot can travel.


B.1 Improving Perimeter Coverage


Given the lack of efficiency in coverage for the
standard method, two additional methods were
developed to improve overall perimeter cover-
age: the bias-switching method and the previous
neighbor method.


In the bias-switching method, when a neighbor
is found, the sign of the bias vector’s magnitude is
altered to correspond to the direction away from
the neighbor. If the neighbor is coming up be-
hind a robot following the bias vector, the robot
in front will maintain the original bias vector sign
while the following robot will switch signs and
travel around the perimeter in the opposite direc-
tion. The result is a bouncing affect from one side
of the perimeter to the other.


The previous neighbor vector method exhibits
neither the large gaps of the original method
nor the bouncing effect of the bias switching
method. In this approach, when the nearest
neighbor leaves sonar detection range, a new vec-
tor is added to the resultant vector. The head-
ing of the new vector is always the same as the
bias vector, while its sign is determined by the
last known direction of the nearest neighbor. The
magnitude starts at 1, and attenuates over time
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once the robots are out of sonar detection range.
This produces gaps larger than the robot’s sen-
sor range but ending with all robots traveling
around the perimeter in the same direction. The
robots still chase each other around the circle, but
perimeter coverage is improved because they are
spaced further apart.


III. Experimental Results


Once the algorithm was finalized in C++, we
began testing our methods in simulation. Two
standard tests consisted of one robot forming a
perimeter for the first test and six robots form-
ing the perimeter for the second test. These tests
used only the simplest method to improve perime-
ter coverage. We also tested the effects of robot
traveling speed when applied to a dynamic refer-
ence point. The speed tests used a single robot
that also used the standard method of perimeter
formation. Finally the two methods of improving
perimeter coverage were tested using two robots.


Additional testing on physical platforms con-
sisted of a standard test with two robots and a
bias-switching test with two robots.


A. Simulations


Simulations were performed on Linux laptops
using MobileRobots’ robot simulator, MobileSim.
MobileSim allowed us to simulate multiple Pio-
neer robots executing our code. The perimeter
radius was set to 5500mm and the sonar range to
4500mm.


The sonars on-board the robots receive data
over a 20° cone. However, MobileSim does not de-
pict the sonars as a cone, instead depicting each
sonar as a single line. This means that targets are
only seen when they breach the sonar line, even
though they may have been within the actual cone
beforehand. There were times during simulation
that robots did not see another target until it was
too late, even though in physical simulation the
robot would have seen the other target much ear-
lier.


MobileSim also did not incorporate any navi-
gation error. Robots moved in a perfect circle
in simulation even after avoiding other robots,
though this behavior was not observed in the real


Fig. 1. A standard test using MobileSim and one
robot. This test shows a lack of coverage over the
perimeter.


world tests.


A.1 Standard Method


Static. Two tests were performed using the
standard vector control as a baseline. These tests
shown in figures 1 and 2 show simulation results
with robots orbiting a static reference point. Each
robot began at the center point (reference point)
and moved outwards to the perimeter.


Figure 1 shows the flaw in having only one robot
for perimeter coverage. The single robot seam-
lessly transversed the entire perimeter, but at any
given point a majority of the perimeter was not
being covered. However, the simulation does show
the effects of how the radial vector and bias vector
will keep the robot moving in a clockwise forma-
tion around the perimeter.


In figure 2 the robots were started at random
intervals to introduce vehicle interactions dur-
ing the deployment process. At various times
throughout the test, the neighbor vector caused
some robots to move away from and back to the
perimeter, effectively causing an increase in dis-
tance from the robot and its neighbor. The sim-
ulation eventually converged to an equidistant
perimeter formation. As seen in the figure, when
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Fig. 2. A standard test using MobileSim and six
robots. This test shows complete coverage over the
perimeter.


Fig. 3. A single robot moving at a speed equal to that
of a dynamic reference point.


using enough robots, complete perimeter coverage
can be attained.


Dynamic. Figures 3 and 4 demonstrate a sin-
gle robot orbiting a dynamic reference point at
different speeds. In figure 3, the robot attempts
to orbit a dynamic reference point while traveling
at the same speed as the reference point. It obvi-
ously fails to form a perimeter because the robot
must move faster than the reference point to or-
bit it. The perimeter could only be formed as the
robot speed is increased beyond that of the refer-
ence point. Increasing the vehicle speed to four
times the speed of the reference point effectively
compensated for the speed difference and allowed
for quick perimeter coverage. Figure 4 shows a
single robot orbiting a dynamic reference point


Fig. 4. A single robot moving at a speed four times
that of a dynamic reference point.


Fig. 5. Two robot simulation of the bias-switching
method.


with its maximum of set to four times the speed
of the reference point.


A.2 Bias-Switching Method


Figure 5 shows two robots reacting to each
other using the bias-switching method. When one
robot detects the other robot, the bias vector re-
verses the robot’s direction. The robot then trav-
els until it detected the other robot again. As seen
in the figure, the perimeter is effectively split into
regions. Each robot protects its region, but as the
robots move closer to each other on one side of
the perimeter, the other side becomes completely
open.


A.3 Previous Neighbor Method


Our final simulation tested the effectiveness of
the previous neighbor vector method (shown in
figure 6. When robot two detected robot one, the
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Fig. 6. Two robot simulation of the previous neighbor
method.


neighbor vector began to push it away (shown
by the path going straight east from the start-
ing point and robot one). Once the two robots
were out of range of each other, the previous
neighbor vector continued to push robot two away
from robot one. Over time, the previous neighbor
vector’s effect began to decrease and robot two
turned and began to follow the perimeter in the
original clockwise form.


A.4 Coverage


Figure 7 shows the percent of the perimeter cov-
ered at any given timestep for a variety of combi-
nations of methods and number of vehicles. In the
single robot standard method case (V1 A1, black
line), coverage was around 27%, while the two
robot standard method case (V2 A2, red line) was
42%. The previous neighbor method (V2 A3, blue
line) was the best two vehicle case. Though the
bias-switching method (V2 A2, green line) showed
an improvement over the standard method case
(55%), the coverage rate periodically dropped to
30%, significantly below the two-vehicle standard
method. The previous neighbor method showed
consistent improvement in coverage, staying at
55% for the duration of the entire test, when ini-
tialization transients are ignored. As expected, if
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Fig. 7. Comparisons in perimeter coverage for the dif-
ferent simulations completed. V# represents the num-
ber of vehicles used for the simulation. A# represents
the method used for the simulation: 1 for standard
method, 2 for bias-switching method, 3 for previous
neighbor method.


there are enough robots to cover an entire perime-
ter (V6 A1, magenta line), six in this example, the
coverage rate is 100%.


B. Physcial Implementation


After simulations were completed, the algo-
rithm was implemented on two Pioneer II-ATs.
Physical tests were performed both in the labora-
tory and on a roller-hockey rink. As with the
simulations, we continued using a 5500mm ra-
dius perimeter and a 4500mm sonar range. To
reduce sonar detections as we started the robots,
we used the Pioneer’s ability to have an offset and
placed the robots in different positions within the
perimeter. Robot one faced 0° and was placed
300mm in the positive x direction, while robot
two faced 180° and was placed 300mm in the neg-
ative x direction. Both positions were relative to
the central reference point and perimeter.


The physical tests showed significant deviation
from the simulation results. Even with gyros, the
robots would seem to be following a perimeter as
the code required, but the perimeter itself was oc-
casionally almost a full diameter off of the original
perimeter.


B.1 Standard Method


Figure 8 demonstrates each of the standard
method’s reactions. Plot A of the figure shows
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Fig. 8. A physical test using two robots and the stan-
dard perimeter formation method. Robot one (red),
Robot two (blue)


robot one and robot two initially traveling in a
circular formation. Robot two was a little faster
and gradually caught up with robot one. As the
robots came within sonar range, the neighbor vec-
tor steered each robot away from each other. Plot
B shows robot one beginning to see robot two and
slightly turning away from the perimeter. Plot C
shows robot two finally seeing robot one, turning
away, and then turning back into the perimeter
as robot one moves out of range.


Plot C also shows robot one is still affected by
robot two, continuing out of the perimeter. Robot
one eventually begins to move back towards the
perimeter. The curved tail in plot C’s upper left
corner is an artifact of exiting the program.


B.2 Bias-Switching Method


Figure 9 shows vehicle trajectories for the bias
switching method. Robot one took slightly longer
to start the code, so robot two had ample time to
catch up to robot one. Plot A of the figure shows
both robots starting to travel around the perime-
ter. At the bottom right of plot B, robot two saw
robot one and switched its’ bias, thus changing
its perimeter into a counter-clockwise form. Since
robot one was in front of robot two, the was was
not effected. As the robot two continued along its
path, the robot had physically shifted of the true
perimeter. This caused some of the bumps seen
in the rest of robot two’s path in plot B.


Plot C of figure 9 shows robot two reacting to
robot one again. Robot one did not react to robot
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Fig. 9. A physical test using two robots and the bias-
switching perimeter formation method. Robot one
(red), Robot two (blue)


two as expected. Robot two was at the wrong an-
gle to be sensed reliably by robot one. However,
robot two could reliably sense robot one. As a re-
sult, robot two switched its bias vector (according
to its map) and robot one did not (according to
its map).


IV. Conclusions


In this paper, we presented a perimeter main-
tenance algorithm. Using a vector implementa-
tion, multiple autonomous robots revolved around
a perimeter at a fixed distance from a reference
point. The emergent circular formation using the
standard method kept the robots just out of sonar
range of each other, but would allow the robots
to bunch together. This overlapped their sonar
ranges, thus decreasing perimeter coverage.


The bias-switching method produced highly
variable coverage. The previous neighbor method
consistently had the best coverage, however, it is
only as good as the rate at which the vector is de-
graded over time. During testing, we found that if
the vector degraded too quickly, the robot would
not move away fast enough. On the other hand,
if the vector did not degrade quickly enough, the
robot would meet with its neighbor before the vec-
tor would even dissipate. This vector has one op-
timal value for each number of robots. In situa-
tions where fewer robots are used then are needed
to cover the perimeter, the problems seen during
physical testing did not invalidate the algorithms,
as the software still worked as expected.
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Future work will include additional behaviors
to enable true perimeter protection. The previous
neighbor method will be tested on physical hard-
ware and be compared to the physical tests of the
other methods. The different perimeter coverage
methods discussed in this paper will also be tested
using a dynamic reference point instead of static.
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ABSTRACT 
The objective of this project is to design an autonomous 


mobile robot that acts as a tour guide for visitors of the 


Electrical and Computer Engineering (ECE) Department at 


Bradley University. The project utilizes a Pioneer 3 Robot as 


a working platform for the Intelligent Guide Robot 


(I-GUIDE). Microsoft Visual Studio and ARIA MobileSim 


software packages are used to program and simulate the 


Pioneer 3 in C++. I-GUIDE employs a basic wall following 


and path-planning algorithm with obstacle avoidance and 


unique landmark detection. The wall following and obstacle 


avoidance algorithms utilize arrays of infrared and 


ultrasonic sensors, respectively. Unique landmark detection 


is provided by ultra-violet sensitive barcodes placed on the 


ceiling, which are read by an extended range barcode 


scanner. Path planning is accomplished using an internal 


topological decomposition map, where each node 


corresponds to a unique landmark. A user interface, 


consisting of a keypad, “kiosk” liquid crystal display 


monitor, and computer speakers, is used to interact with 


ECE Department visitors. I-GUIDE is currently capable of 


navigating a single floor, avoiding most obstacles, and 


reaching an intended location. 
 


Keywords  
Mobile robotics; Navigation; Localization; Tour guide robots 
 


1. INTRODUCTION 
Many professors in the Electrical and Computer Engineering 


(ECE) Department at Bradley University spend time giving 


tours of the facilities, laboratories, and classrooms to 


prospective students and their families. During the course of 


these tours, the professors invariably incorporate a visit to the 


Senior Laboratories where they demonstrate examples of the 


Senior Capstone Project. I-GUIDE serves the dual purpose of 


providing an example of a Capstone Project as well as 


alleviating professors of the requirement to give tours. To 


serve fully in these functions, the necessary goals for this 


tour robot are defined below. I-GUIDE must:  
 


 Autonomously navigate the second and third floors of 


the ECE Department. 


 Utilize the elevator as a means of transportation 


between floors. (Due to the complexity of this problem, 


elevator operation is not completely autonomous and 


some user assistance is required.) 


 Perform obstacle detection and autonomously navigate 


around obstacles.  


 Autonomously locate predefined points of interest 


throughout the ECE Department and provide audio and 


visual feedback while facing the user. 


 Detect when the battery is low and autonomously locate 


the Pioneer docking station.  


 


This paper discusses the five main software modules, the 


hardware necessary for each module, and the design choices 


that drove the development of each. It also includes a 


discussion of the results and future work. 
 


1.1 Development Tools 
I-GUIDE is an autonomous mobile robot that is built on the 


Pioneer 3 platform from ActivMedia, programmed using 


Microsoft Visual Studio and ARIA MobileSim Software, and 


simulated in the ARIA Mapper program. Most of the code 


written for this project is in C++, with a few driver modules 


written in C. 
 


1.1.1 Pioneer 3 


The Pioneer 3 platform comes equipped with many 


integrated onboard components including: 8 ultrasonic 


sensors, rotary encoders on both motors, a serial 


communications interface, and three 12V batteries wired in 


parallel. The base model is shown in Figure 1. Note: The 


gripper seen on the front of the Pioneer 3 in Figure 1 does 


not come standard with the base platform. It was a post-


production addition for a previous project.  
 


 


Figure 1 - Pioneer 3 Base Model 
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Figure 2 - To-Scale Model of 2nd Floor (Ideal) 


 


1.1.2 ARIA Mapper 


ARIA Mapper allows the creation of a highly detailed, 


precise, randomized environment. Utilizing this program, a 


simulation was created for both ideal and worst-case 


scenarios. Figure 2 shows a map of the ideal 2nd floor 


environment, meaning there are no open doors or alcoves. 


Figure 3 shows a map of the same floor, except it includes 


open doors and alcoves. 
 


2. SYSTEM COMPONENTS 
The high-level diagram in Figure 4 shows the overall system 


hardware. The human-interface device, consisting of a 


keypad, speakers, and monitor, is connected to the laptop via 


the standard interfaces; i.e. USB port, 3.5 mm stereo jack, 


and VGA port, respectively. The laptop is connected to the 


Pioneer using the serial port. The infrared (IR) sensors 


produce an analog signal that is read by an Analog to Digital 


to Universal Serial Bus Converter (ADC-USB), which in 


turn is read by the laptop. The laptop provides power to the 


barcode scanner and the scanner is triggered by a digital 


output on the ADC-USB. Because the ultrasonic sensors are 


already built into the Pioneer, their outputs are read from the 


Pioneer to the laptop. The laptop also runs I-GUIDE’s 


software, which consists of five main modules: Initialization, 


Wall Following, Obstacle Detection & Avoidance, Path 


Planning & Localization, and User Interface. 


 
 


IR 


Sensors
ADC-USB


Barcode 


Scanner


Monitor


Laptop


Keypad


Speakers


Pioneer 3
Sonar 


Sensors


 
 


Figure 4 - Overall System Block Diagram 


 


 


2.1 Initialization 
The initialization algorithm attempts to connect to the 


Pioneer 3 over the serial port, open a stream to the 


ADC-USB over USB, and check that the other peripherals 


are connected. Should any of these fail, I-GUIDE logs which  


 


Figure 3 - To-Scale Model of 2nd Floor (Worst-Case) 


 


device failed, closes the other initialized devices, and exits 


the program. 
 


After successfully opening and connecting to all of the 


devices, I-GUIDE runs through a calibration sequence to 


place itself squarely in the center of the hallway and parallel 


to both walls. This is achieved by reading data from a bank 


of 8 IR sensors. 
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Figure 5 – IR Sensor Layout 


 


2.1.1 Infrared Sensors 


As shown in Figure 5, the IR sensors are placed onto the 


robot at 0°, left and right 50°, left and right 90°, left and right 


140°, and, lastly, 180° from the front of the robot. The IR 


sensors are capable of producing measurements accurate to 


within 3.2 cm for distances up to 90 cm. The sensors are 


powered by the Pioneer 3’s internal batteries through a 


voltage regulator. 
 


Since the IR sensor outputs are analog voltages, an 


ADC-USB is used to transfer the sensor measurements to the 


laptop. A 100kΩ resistor is necessary between each of the 
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ADC-USB inputs and ground because of the high input 


impedance of the IR sensors. This high input impedance 


allows current transients internal to the ADC-USB to affect 


the sensor voltage readings. The 100kΩ resistor shunts these 


current transients to ground allowing the IR sensor’s true 


output voltage to be read at the input to the ADC-USB.  


 


2.1.2 Calibration 


The calibration algorithm flowchart is shown in Figure 7. 


The first step in calibration is to drive to the center of the 


hallway. Analyzing data from the IR sensors, I-GUIDE 


calculates its actual distance from both walls using the 


following calculations, graphically shown in Figure 6: 


 


 H
a


llw
a


y
 W


a
ll


Actual Distance From Wall


IR@90° Measurement


IR
@


50° M
easurem


ent


40°


A


B


C


D


E
α


ß


  
Figure 6 – Geometric Example 


 


 


 


 


 


 


 


 


Knowing the orientation of the robot with respect to the 


walls, I-GUIDE can turn directly towards the wall that is 


furthest away by rotating 90° ± <Angle from Parallel>. 


Utilizing the IR sensor at 0° and 180°, I-GUIDE centers itself 


by driving forward until the distance ahead is equal to the 


distance behind. I-GUIDE then rotates 90° orienting itself so 


that it is parallel to both walls and ready to drive down the 


hallway.  
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Figure 7 – Calibration Flow Chart 


 


2.2 Wall Following Algorithm 
The wall following algorithm employs the 90° and 50° IR 


sensors on both left and right sides to detect the distance 


between the robot and the wall. Driving in the middle third of 


the hallway, shown as a blue-dotted line in Figure 10, is 


crucial to I-GUIDE’s operation. Both localization and path 


planning algorithms depend on the detection of unique 


landmarks (barcodes) that can only be detected when 


I-GUIDE is in the middle third of the hallway. 


 


The wall following algorithm flowchart is shown in Figure 8. 


The algorithm sets I-GUIDE’s driving speed to 60 cm/sec, 


which is slightly slower than the average human walking rate 


of 80 cm/sec [1]. I-GUIDE’s driving speed was selected to 


allow a group of people to follow easily. The algorithm 


continually calculates the distance to both walls and 


compares this distance to the distance determined at 


calibration. Knowing the calibrated distance to both walls 


enables I-GUIDE to distinguish between the real wall and 


static obstacles in the hallway, such as bookcases and open 


doors. While real walls are detected by the IR sensors, 


I-GUIDE uses either the right wall, left wall, or both walls to 


determine whether it is in the middle third of the hallway. 


Should there be an obstacle on both walls, I-GUIDE uses 


dead reckoning to remain in the center of the hallway.  
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Figure 8 – Wall Following Algorithm 
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Figure 9 – Obstacle Detection and Avoidance Algorithm 
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Whenever the robot detects that it is outside of the middle 


third of the hallway, it rotates back towards the center. The 


speed of rotation is scaled proportionally to the distance of 


the robot from the center of the hallway. To prevent 


overshoot and oscillation, the rotation speed is rate limited, 


enabling a smooth return to the middle of the hall.  


 


Figure 10 depicts three sample simulation test runs where the 


robot begins at various locations outside of the middle third 


of the hallway. As can be seen, the algorithm smoothly and 


efficiently guides the robot into the center region of the 


hallway. 


Figure 10 – Wall Following Simulation 


 


2.3 Obstacle Detection & Avoidance 
Obstacle detection and avoidance is implemented using a 


combination of ultrasonic and IR sensors to detect static and 


dynamic obstructions. In most situations, ultrasonic sensors 


are used for obstacle detection. However, since none of the 8 


ultrasonic sensors are oriented towards the rear of the 


platform, IR sensors are employed when I-GUIDE drives in 


reverse. 
 


The algorithm attempts to avoid obstacles by executing any 


of a number of possible actions, as shown in Figure 9. When 


an object enters the robot’s field of vision at distances less 


than 120 cm, I-GUIDE slows down and adjusts its path. If an 


obstacle is detected below 80 cm, however, I-GUIDE 


performs a more specialized obstacle avoidance routine.  
 


The specialized routine for objects closer than 80 cm checks 


the ultrasonic sensor readings to determine the best course of 


action. If there are any obstacles directly ahead, I-GUIDE 


stops and reverses. Otherwise, the obstacles must be located 


on either the right or left side of the robot. I-GUIDE 


determines which side of the robot is free of obstacles and 


drives in that direction.  


 


Lastly, bump sensors have been designed as a fail-safe for 


the robot to stop and reverse should it bump into anything. 
 


2.3.1 Ultrasonic Sensors 


The Pioneer 3 platform comes equipped with an array of 8 


ultrasonic sensors. Unfortunately, the halls of the ECE 


Department are covered with highly specular tiles that cause 


the majority of the ultrasonic signals to be reflected with 


little backscatter. The result is that the ultrasonic sensors are 


incapable of detecting a wall unless the sensors are nearly 


perpendicular to the wall. However, the ultrasonic sensors 


are significantly more reliable than the IR sensors when 


detecting obstacles in close proximity. The minimum range 


for the IR sensors is 75 cm, whereas, the ultrasonic sensors 


can accurately detect obstacles as close as 15 cm. For this 


reason, the ultrasonic sensors are used solely for obstacle 


detection. 
 


2.3.2 Bump Sensors 


I-GUIDE is designed to have two bumps sensors. One sensor 


covers from the left and right 90° sensors forward, while the 


other covers from the left and right 90° sensors backward. 


The bump sensors provide a digital input when triggered, 


which is transferred to the laptop via the ADC-USB. 


 


2.4 Path Planning & Localization 
Path planning and localization are accomplished primarily 


though an internal topological decomposition map and 


unique landmark detection using a long range barcode 


scanner to read barcodes off of the ceiling. 


 


2.4.1 Topological Decomposition 


Since I-GUIDE is primarily built for a known environment, a 


mapping technique known as topological decomposition is 


implemented. This technique identifies key nodes in an 


environment and the connectivity between them. The 


connectivity also contains the angle for each arch between 


nodes. Figure 11 shows an example topological 


decomposition map of an environment. 
 


The topological decomposition map is programmed into 


I-GUIDE with each node being a point of interest or 


landmark. Each node contains information regarding the 


other nodes that can be directly reached from it, the direction 


necessary to reach these nodes, and the approximate distance 


to the nodes. This way, when a node is reached, the robot can 


determine its next path to any particular node. 


 
 


Figure 11 – Example Topological Decomposition Map [2] 


 


2.4.2 Localization 


Localization is achieved by detecting unique landmarks 


within the operating environment. These landmarks are made 


up of ultra-violet (UV) sensitive ink barcodes placed on the 


ceiling [3]. Each barcode corresponds to a node on the 


topological decomposition map and is read by an extended 


range barcode scanner mounted on the platform. 
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2.4.3 Barcode Scanner 


I-GUIDE is equipped with an extended range barcode 


scanner which typically reads barcodes at a distance of 


9 feet. However, it is capable of reading barcodes up to 


17 feet away. Each barcode is encoded with the floor number 


and a numerical value using the UPC-E barcode scheme. 


 


The barcode scanner is powered directly off the laptop via a 


USB interface. It is activated through a digital output on the 


ADC-USB, which only activates the scanner when I-GUIDE 


is in close proximity to a barcode. This provides a minimal 


drain on the laptop’s battery and a limited possibility of 


human exposure to a Class 2 laser. The barcode scanner is 


read by the software as a keyboard input. 


 


I-GUIDE can determine when it is in close proximity to a 


barcode based on the previously detected barcode and the 


maximum distance traveled. Each barcode is coded into 


software with the distance to the next one. The maximum 


distance traveled is determined by dead reckoning. The 


Pioneer 3 has a built-in dead reckoning system calculated 


from wheel turns by a rotary encoder. The barcode scanner is 


activated shortly before dead reckoning indicates that the 


robot will arrive at the next landmark. Because dead 


reckoning is an idealized maximum distance, this guarantees 


that the scanner will be operating when the robot passes 


under the next barcode. 
 


2.4.4 Path Planning 


I-GUIDE determines the path to its next objective based on 


its current position and the final position necessary for the 


robot. Landmarks are encoded in ascending order, which 


allows a difference equation to determine the direction the 


robot must travel. Once the direction of travel is attained and 


a proper orientation is set, the robot drives forward using 


wall following algorithm until it reaches the next landmark 


and checks if it is the final destination. 
 


2.4.5 Current Orientation 


I-GUIDE tracks its orientation based on the difference 


between each landmark.  Based on whether the landmark 


values are increasing or decreasing, it can determine its 


current bearing.  Should I-GUIDE become disoriented, it 


only needs to travel to the next landmark and compare its 


value to the last landmark visited. By calculating the 


difference between the two landmark values, it can easily 


determine whether it is traveling in the correct direction. 


Because the hallway has only two general directions, it is 


unlikely for I-GUIDE to become disoriented frequently. 
 


2.5 User Interface 
Part of I-GUIDE’s design is to include a means of interacting 


with its human operators. This includes a means of choosing 


a desired tour or location and providing audio/video feedback 


to the user. The visual interface is programmed as a graphical 


user interface (GUI) in C#. 


 


2.5.1 Monitor 


A small “kiosk” monitor is mounted to provide users with 


video while I-GUIDE is giving a tour. The monitor is 


powered off the Pioneer 3’s internal batteries via a voltage 


regulator. The monitor is capable of running as low as 8V, 


which allows it to provide warnings before the robot turns 


off. The monitor is connected to the laptop through a VGA 


port and is accessed as an extended desktop on the Windows 


XP operating system. Video will be played through the GUI. 
 


2.5.2 Speakers 


To provide audio to accompany the video, a pair of speakers 


is mounted on I-GUIDE. The speakers are powered and 


connected by a 3.5 mm stereo jack to the laptop. The audio 


playback is initiated by the GUI. 
 


2.5.3 Numerical Keypad 


As a means of allowing a user to input a desired location or 


tour, a numerical keypad is provided. The keypad is 


connected to the laptop through a USB port, read by the 


software as a keyboard input, and powered through the USB 


connection. 
 


3. SUBSUMPTION ARCHITECTURE 
The three software modules that run as continuous loops are 


Path Planning & Localization, Obstacle Detection & 


Avoidance, and Wall Following 


 


These three algorithms are setup to run in a subsumption 


architecture, as illustrated in Figure 12. Subsumption 


architecture breaks a complex intelligent behavior into 


smaller behavior modules that are arranged in hierarchical 


layers, where one algorithm can “subsume” another. 


 


Path Planning / 


Localization


Obstacle 


Detection & 


Avoidance


Wall 


Following


Barcode 


Found


Obstacle 


Avoided


Obstacle


Detected


Desired Path 


Decided


Barcode


Found
 


Figure 12 – Subsumption Architecture 


The base level Wall Following algorithm only relinquishes 


control of I-GUIDE if either an obstacle or barcode is found. 


Obstacle Detection & Avoidance relinquishes control when 


either a barcode is found or the obstacle has been avoided. 


Lastly, the Path Planning & Localization algorithm only 


releases control when it has set the desired path. 
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4. RESULTS 
I-GUIDE can successfully drive down the center third of the 


second floor of the ECE department. While doing so, it can 


detect and avoid most obstacles and read barcodes off the 


ceiling. 


 


One of the most difficult tasks was the basic wall following 


algorithm. In an ideal environment, wall following is simple. 


However, in the real environment there are doors which open 


out into the hall, doors that open inward into rooms, and 


variations in the wall distances due to static objects like 


bookcases. I-GUIDE perceives these objects as changes in 


the distance to the wall. This causes the robot to veer away 


from the center of the hallway. Because the entire 


localization algorithm is dependent upon the robot’s ability 


to stay in the middle third of the hall, further development of 


the third floor navigation is still underway.  


 


Due to time constraints, the GUI is not complete and the 


speakers, monitor, and user keypad are not fully integrated. 


Because of this, I-GUIDE is not fully operational and cannot 


give tours at this time.  


 


5. FUTURE WORK 
Currently, I-GUIDE is only able to navigate the second floor 


in the ECE department. To make the project fully 


operational, several additional situations must be overcome. 


Interaction with an elevator, implementation of the 


topological decomposition map of the first and third floor, 


and traversing a handicap-accessible ramp must all be 


properly integrated into I-GUIDE. 


 


5.1 Elevator 
The robot can reach the elevator on the second floor but 


cannot activate the elevator call button. I-GUIDE still needs 


to learn how to ask someone to push the correct elevator 


button and navigate into the elevator. A future 


implementation of I-GUIDE could include a camera to 


identify the elevator buttons and a mechanical arm to push 


the call button. 


 


5.2 Third Floor of the ECE Department 
Once the elevator issue is resolved, a map must be coded for 


the third floor, as well as the accompanying audio/video for 


each landmark. 


 


5.3 First Floor of the ECE Department 


After I-GUIDE can successfully travel to the first floor, it 


must be able to traverse a handicap-accessible ramp. This 


requires fine navigational control of the robot with special 


instructions for speed, rotation, and error checking. Special 


IR or sonar sensors must be placed at the height of the rails 


along the ramp for navigational purposes. 


6. CONCLUSIONS 
I-GUIDE provides not only a working demonstration of a 


Senior Capstone project, but also an autonomous tour guide 


to relieve professors of the necessity to give tours.  


Furthermore, the platform can serve as a foundation for 


future projects. With the integrated IR sensors, barcode 


scanner, monitor, additional channels on the ADC-USB, and 


a means in which to navigate the ECE Department 


accurately, additional projects can focus on the more 


advanced applications of robotics. 
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ABSTRACT
The JAUS reference architecture provides definitions for message
formatting and communications in military robotics. While this
helps to standardize cross-system communications, one of the
long-standing challenges in developing JAUS compliant
applications has been the lack of standardized tools. A new
implementation of JAUS has been developed using the .NET
framework in an attempt to provide an easily used toolset for
rapid component development.


JAUS .NET has several key features:


 Dynamic reconfiguration
 Easily extended message set
 Simple, rapid component development
 Cross-platform compatible


Keywords
JAUS, .NET, reflection


1. INTRODUCTION
The Joint Architecture for Unmanned Systems (JAUS) [6] is a
standard for communications in US military robots, defining
communications protocols, an extensible message set, and the
exact format and structure of the serialized messages. By
implementing this architecture, a JAUS component can
communicate with any other component without additional
configuration.


The motivation for the JAUS .NET reference implementation
began after the DARPA Urban Challenge in 2007. The
development team at the Center for Intelligent Machines and
Robotics (CIMAR) recognized the need for more accurate
simulation and modeling tools with which to test their systems.
Microsoft Robotics Studio (MSRS) [7][8] was selected as the
simulation environment for a number of reasons including speed
of development and readily available physics and sensor
modeling. However, one of the requirements was that the
simulations be fully compliant JAUS components. Unfortunately,
the existing implementation of JAUS, written in C/C++, was not
easily adapted to function with the .NET-based MSRS. As a
result, a full implementation of JAUS was created using the .NET
framework.


JAUS .NET is actually built using the Reflective Communications
Framework (RCF), a toolset designed for rapid deployment of
communications architectures and distributed systems. The RCF
defines many of the core features available in JAUS .NET,


including generalized message structure and dynamic
reconfiguration. A full discussion of the RCF is beyond the scope
of this paper, but the relevant parts that are directly visible to
JAUS developers will be investigated where relevant.


Since JAUS is a distributed system architecture, it became
necessary to design a toolset that would enable rapid deployment
of the components. In 1994, Jeff Kramer performed a very
thorough analysis of the state of distributed computing and its
development. His review highlighted a number of key
requirements for successful deployment of distributed systems
and discussed the approaches that had been developed to address
the challenges involved [9]. Kramer’s review highlights the two
key features common to all distributed systems. The first is that
all software components need to be highly modular so that they
can be deployed in the environment with minimal effort. Each
component must completely encapsulate its functionality. Second
and most important, all components need to implement some form
of standardized communications interface to provide access to the
rest of the system. The choice of communications primitives and
messaging architecture is paramount to the design and
implementation of the systems.


JAUS .NET meets both requirements for distributed system
development, in part since it utilizes the JAUS reference
architecture. It defines a toolset that centralizes communications
in derived applications, enables rapid reconfiguration of the
application modules, and allows a developer to easily extend the
message set. The centralized communications are fully
compatible with other JAUS implementations, but have the
advantage of automating data routing and message conversion. It
will be shown in later sections that a highly flexible architecture is
possible that implements an extremely rigid system definition.


2. REFLECTION
At the core of the framework is the reflection oriented model used
to describe and indentify all of the dynamic components. These
include the message set definitions, processing functions, and the
structuring of the messages themselves. All of this information is
extracted at runtime to determine the program behavior.


The Microsoft .NET environment used to develop the framework
defines several constructs that enable reflective programming.
Assemblies are the core of all .NET applications as they contain
all information regarding a compiled code library [3][4]. These
include executables and libraries which encapsulate all
functionality for a program. These assemblies can contain object
definitions, methods, references to other assemblies, and most
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importantly specific information about each of these in the form
of ‘attributes’ [2]. These descriptors can describe a wide range of
factors such as publicly visible names and interpretation
methodology.


A .NET attribute is an object definition that stores information
about the piece of code to which it has been attached. They can
store virtually any type of information that can be processed at
compile time, making them very useful for storing generally
accessible data about application modules. This data is stored in
internal fields and can be accessed by a number of means, the
most common of which is ‘properties’. Properties are a .NET
construct for code readability that encapsulates method access to
fields while providing an interface that still looks like direct field
access.


Using a combination of built-in and custom created attributes,
assemblies can be created that are fully self
applications that know how to interpret them. This ability is
leveraged by the underlying framework used by JAUS .NET
dynamically gather information needed for program execution.
Developers can create message and processing libraries that
contain all information needed for full operation with minimal
addition to the code base by added short tags to the code that do
not interfere with the structuring or readability. This allows the
developer to create an application with virtually no restrictions
and to even adapt existing applications to the new framework with
minimal effort.


Three classes of custom attributes were specified to aid
framework development. The first group identifies methods that
are used to process messages that have arrived. The second group
acts as an identifier for the individual messages in a message set.
This is used to dynamically determine which objects need to be
allocated at runtime during interpretation of data. The final
attribute group describes the actual message structuring. This is
used by the generalized serialization scheme to control which
components of a message are serialized, how they are interpreted,
and the exact processing order. The implementation of the
serializer determines the final representation of messages being
transported.


Attributes are very easy to utilize in .NET assemblies. They are
added to code in a manner similar to comments.
remains unchanged save for an extra line that is processed by the
compiler when generating the assembly. The proper form of
attribute usage is as follows:


BNF:
<attribute> ::= “[“ <name> “(“ <argList> “)
]” <targetCode>


<argList> ::=  | <value> | <value> “,”
<argList> | <arglist> “,” <propList>
<propList> ::= <property> | <property> “,”
<propList>
<property> ::= <name> “=” <value>


C#:
[<name>(<argList>)]
<targetCode>


One will notice that the argument list provided to an attribute
constructor can contain multiple property assignments of the form
<name> = <value>. This is a .NET specific feature that
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Attributes are very easy to utilize in .NET assemblies. They are
added to code in a manner similar to comments. The code layout
remains unchanged save for an extra line that is processed by the
compiler when generating the assembly. The proper form of


<attribute> ::= “[“ <name> “(“ <argList> “)
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| <arglist> “,” <propList>


<propList> ::= <property> | <property> “,”
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rovided to an attribute
contain multiple property assignments of the form


. This is a .NET specific feature that


allows a developer to assign additional values to an object at
creation time without having to write extra lines of code. For
example, the RCF defines an attributes for specifying fields to
process name PackableMember
pieces of data regarding the order and nature of processing. A
pseudo-C# form of its usage might be:


[PackableMember(0, true
int number;


The above example shows all of the elements of the BNF
description. Two values are passed in as part of the argument list,
followed by a property list containing
associates three pieces of data with the immediately following
number field. Note that the single line of attribute code does not
affect the functionality of the object itself, instead attaching data
to it that can be processed separately. As such, an application can
be rapidly converted to compatibility with the Reflective
Communications Framework. More detailed examples of
attribute usage are presented in the section on message
structuring.


3. COMPONENT DESIGN


Figure 1. General component structure.


A component developed with JAUS .NET requires two key
elements: a persistent instance of a
one or more methods that have been marked as capable of
processing messages. A developer may also wish to implement
methods for handling state machine transitions, connection
notifications, and service connection health monitoring. Each of
these parts is discussed in detail in the following sections.
1 shows the core pieces of a JAUS component and the primary
data flow during operation. Notice that the
is responsible for all IO with the JAUS network. Newly received
messages are routed to the message proce
to the state machine are signaled to the state handling method.
Updates to the node manager connection state and any issues with
service connections are routed to the connection status processing
methods. Service connections are a
created, and monitored by JAUS .NET, only requiring a developer
to start the connection process for inbound services.


3.1 Node Manager Interface
As with any communications architecture, JAUS .NET has several
distinct pieces which must work closely together. Since every
JAUS component will use the same parts for communications, it
was decided to encapsulate the core functionality in an
overarching management object called a Node Manager Interface
(NMI). It serves two purposes: to provide easy, consolidated
access to all parts of the communications system and to automate
many of the processes, such as signing into the network. Both of
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allows a developer to assign additional values to an object at
creation time without having to write extra lines of code. For


es an attributes for specifying fields to
PackableMember. This attribute stores several


pieces of data regarding the order and nature of processing. A
C# form of its usage might be:


true, Optional=true)]


The above example shows all of the elements of the BNF
description. Two values are passed in as part of the argument list,
followed by a property list containing one element. This


pieces of data with the immediately following
eld. Note that the single line of attribute code does not


affect the functionality of the object itself, instead attaching data
to it that can be processed separately. As such, an application can
be rapidly converted to compatibility with the Reflective
Communications Framework. More detailed examples of
attribute usage are presented in the section on message


COMPONENT DESIGN


General component structure.


A component developed with JAUS .NET requires two key
elements: a persistent instance of a JausComponent object and
one or more methods that have been marked as capable of
processing messages. A developer may also wish to implement


ate machine transitions, connection
notifications, and service connection health monitoring. Each of
these parts is discussed in detail in the following sections. Figure


shows the core pieces of a JAUS component and the primary
data flow during operation. Notice that the JausComponent object
is responsible for all IO with the JAUS network. Newly received
messages are routed to the message processing methods. Changes
to the state machine are signaled to the state handling method.
Updates to the node manager connection state and any issues with
service connections are routed to the connection status processing
methods. Service connections are automatically managed,
created, and monitored by JAUS .NET, only requiring a developer
to start the connection process for inbound services.


Node Manager Interface
As with any communications architecture, JAUS .NET has several
distinct pieces which must work closely together. Since every
JAUS component will use the same parts for communications, it
was decided to encapsulate the core functionality in an


management object called a Node Manager Interface
(NMI). It serves two purposes: to provide easy, consolidated
access to all parts of the communications system and to automate
many of the processes, such as signing into the network. Both of
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the message handlers, their associated communications interfaces,
and the service connection manager are monitored and managed
by the NMI. It also provides a full state-machine implementation
and hooks for an application to attach itself. In fact, the NMI
itself uses the state machine for connection management.


The NMI defines two message handlers, two UDP
communications interfaces, a service connection manager, and a
number of methods for monitoring various processes in the
architecture. Figure 2 illustrates the interactions between the
various components, many of which are automated. The most
important function the NMI performs is setup and initialization of
these component parts. It is responsible for making the various
calls to attach message processors to the message handlers,
connecting the communications interfaces to the message
handlers, and providing clean operations such as startup and
shutdown procedures.


Note that the NMI both directly and indirectly interacts with the
two message handlers. They automatically route messages to the
appropriate parts of the interface, which then processes the data to
determine appropriate actions. The NMI performs a
networked communications through these handlers as well as
starting, stopping, and reinitializing them as needed.


Figure 2. Overall layout of Node Manager Interface.


3.2 Message Handler
While the communications interface is responsible for getting data
to and from application modules, the message handler performs
several critical functions related to processing of that data. First
and foremost, it acts as the primary interface to the
communications interface in an application. It performs the
appropriate final operations needed for proper interpretation of
raw data coming off the pipe. Derived handlers can also control
aspects of sending of data on these interfaces if deemed
appropriate. Second, it has knowledge of the currently supported
messages that it uses in the interpretation of the data. This
knowledge store can be dynamically changed. Third, the handler
acts as the final message router for the application. Portions of
the application can be dynamically linked to the message handler
along with information about the types of data that they wish to
process. This approach allows the developer to dynamically
change the message set and processing capabilities of the
application with relatively little effort. The usage is the same
regardless of structuring.


Figure 3 shows the data structure for the base message handler
while Figure 4 illustrates the relationship between the message
handler and both the message libraries and processing methods.
Message types and processors are tracked in much the same way.
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shows the data structure for the base message handler
illustrates the relationship between the message


handler and both the message libraries and processing methods.
Message types and processors are tracked in much the same way.


Lists of objects are maintained
hashtables at any time. Hashtable elements are lists that contain
the actual information of either message types or methods to
invoke. This approach provides the flexibility for the message
handler to dynamically update it
error checking, adding an element of safety to the configuration.
Note that processing methods can be added and tracked either as
part of an object or individually via encapsulation.


Message Handler


Message Type Info


Assembly


List of Data Types


Data Type


List of Assemblies


Hashtable of Data Types


List of Data Types


Figure 3. Data structure for the message handler.


Figure 4. Handler access of message library and processing
methods.


In addition to the tracking capabilities, the base message handler
definition is built as a multi
asynchronous, non-blocking processing of messag
Data will typically be received by a method that is attached to the
communications interface being used by the handler while
processing is performed in a specific method run by the stand
alone thread. Since the threading setup is already pro
only necessary for a developer to override the threaded method to
gain its benefits. The chapter describing the JAUS .NET
reference implementation will show in greater detail how these
pieces interact.


3.2.1 Message routing
The final service that the abstract message handler provides is
maintenance of a table of methods that are meant to be used as
message processors. As with the table of message types, this
information is updated dynamically, allowing addition and
removal of message processors on
by two means, both involving the use of reflection. The first
automatically gathers the information from an object that may
contain processing methods. The second allows more explicit
addition of methods.
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Lists of objects are maintained that can be used to rebuild the
hashtables at any time. Hashtable elements are lists that contain
the actual information of either message types or methods to
invoke. This approach provides the flexibility for the message
handler to dynamically update its knowledge base and perform
error checking, adding an element of safety to the configuration.
Note that processing methods can be added and tracked either as
part of an object or individually via encapsulation.


Message Handler


Message Processing Info


Object


List of Methods


Method


List of Message Processors


Hashtable of Processing Methods


List of Methods


for the message handler.


Handler access of message library and processing


In addition to the tracking capabilities, the base message handler
definition is built as a multi-threaded module to allow


blocking processing of messages and data.
Data will typically be received by a method that is attached to the
communications interface being used by the handler while
processing is performed in a specific method run by the stand-
alone thread. Since the threading setup is already provided, it is
only necessary for a developer to override the threaded method to
gain its benefits. The chapter describing the JAUS .NET
reference implementation will show in greater detail how these


he abstract message handler provides is
maintenance of a table of methods that are meant to be used as
message processors. As with the table of message types, this
information is updated dynamically, allowing addition and
removal of message processors on the fly. This is accomplished
by two means, both involving the use of reflection. The first
automatically gathers the information from an object that may
contain processing methods. The second allows more explicit
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For the automated approach, an object is added to the list of
message processors. Attributes are then extracted in much the
same way as with message types, allowing the handler to update
the table. The attribute used to identify processing methods is
aptly named MessageProcessor. It contains the GUID of the
message type that the method can process, which is meant to be
used in conjunction with the message types table. Multiple
MessageProcessor attribute tags can be applied to a single method
if desired to allow a single method to process a variety of data
types. Once a method has been identified as a message processor,
it is added to the appropriate list(s) in the hashtable for later
retrieval during message routing. Proper syntax for specifying a
processor is:


[MessageProcessor(<GUID>)]
void <methodName>(<argList>) { ... }


<argList> ::=  | <type> <argName>
| <type> <argName> “,” <argList>


The argument list is determined by the architecture and the exact
form of a processing method needs to be explicitly defined for the
message handler. This allows the handler to ensure that a method
marked with a MessageProcessor attribute is structured properly,
thereby avoiding invocation errors. The form is expressed using a
delegate, a .NET construct that acts as a handle to a method. For
a message handlers, the proper structure for a delegate is:


delegate void <delegateName>(<argList>);


<argList> ::=  | <type> <argName>
| <type> <argName> “,” <argList>


A message handler initialized with a delegate type will only
process methods that exactly match the format given and have
been marked as message processors. Any other methods are
ignored.


The second approach for added message processors allows a
developer to explicitly specify a method to act as a processor and
the associated GUID of the message type that it should be passed.
While the automated approach will be the most widely used, this
alternate method can be useful in situations where the exact data
type that needs to be handled may not be known until runtime.
Certain service oriented architectures may make use of this
feature as they tend to be highly dynamic in nature with a
continuously changing structure. Dynamically added methods
still have to follow the same structure as the delegate used by the
message handler. Adding them follows the form:


<handlerName>.AddMessageProcessor(
new <delegateName>(<instance>.<methodName>),
<GUID>);


Notice that the message GUID will be associated with the instance
method, guaranteeing that only messages matching that ID will be
routed to the method. If one method in an object is supposed to
process several messages with different GUID’s it will have to be
added multiple times as only one ID can be associated at a time.


Message routing is accomplished by retrieving the list of
processing methods from the table associated with the GUID of
the message that has been received. These methods can then be
invoked as deemed appropriate by the interpreter without prior
knowledge of exactly which parts of the application have


requested the information. Properly implemented, this allows
flexible asynchronous processing of the data.


3.2.2 Dynamic message set
Much of the information regarding known message types and
processors is gathered using the reflective capabilities of the .NET
environment. A message handler is always created with
knowledge of the specific tag used to identify message types for
the communications framework being used. When an assembly is
attached to a message handler, the handler filters the assembly
information for all data types that have been marked with the
matching attribute. This is used to build a hashtable of known
message types. For example, the JAUS .NET framework uses a
JausContents attribute to mark data types as usable for messaging.
This is used in conjunction with another attribute that identifies
the message as being processable by the serialization library. The
code would look similar to this:


[Packable, JausContents(<GUID>)]
<messageDefinition>


The table of known types is organized by globally unique
identifiers (GUIDs) that are specific to each message type that
serves two purposes. First, data types can be quickly pulled using
the known GUID. Since a GUID is a unique identifier, this can be
used to rapidly filter the known data types based on information
passed during messaging. Secondly, error checking can be
performed to look for duplicate or conflicting type definitions. If
one or more assemblies assigns the same GUID to multiple data
types, the ability to differentiate and process the messages
properly will be lost. Figure 5 shows the process for populating
the table of known data types.


At any time during operation, an assembly can be attached or
unlinked from a message handler, triggering a refactoring of the
data type hashtable with full error checking. The entire process is
automated in the base class only requiring knowledge of the
attribute type to extract from the assembly. An important note is
that the hashtable is meant to be used in conjunction with the
interpretation aspect of the message handler, providing it with
information about the types of data that can be processed. It is left
up to the developer how this is used, but a suggested structure is
presented in the next section.


Figure 5. Data type hashtable update.


The creation of the hashtable is a two-step process involving
collecting and sorting of the attributes and then checking for
duplicate definitions. Attribute information is sorted into lists of
common GUIDs. As previously discussed, each GUID should be
unique, so lists containing more than one entry indicate a conflict
in definitions. An exception is thrown to signal the problem,
though this does not have to break the program execution. It is
possible for the developer to account for situations that break the
design intent with proper exception handling. This will often be
performed in the interpretation portion of the message handler.
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4. MESSAGE FORMAT
When attempting to address the issue of custom data types in a
generalized messaging framework, it becomes necessary to
identify the common traits amongst the myriad representations
available. Any data type used for messaging is likely to store the
information in internal fields. The order in which these fields are
processed during serialization determines the final message
structuring. However, simply converting the individual fields in
the correct order will be insufficient to handle more complex
messages. There may be messages with mutable structures that
depend on various factors at runtime, requiring intermediate
processing to determine which fields need to be handled.


Taking these factors into account, a set of common features can be
compiled that together should address the needs of a large number
of messaging architectures:


 Specify which fields should be processed during
serialization/deserialization. Note that the term ‘field’ is
used to represent any construct that can be used to both set
and retrieve a piece of data.


 Indicate optional fields and their dependencies. There may exist
situations where a field should only be processed if one or
more conditions are met. This will allow the developer to
easily create a changing message format.


 Specify methods for custom handling of data at different stages
of processing. Some messages may require highly
specialized routines to appropriately handle conversion to
and from the transportable format.


The attributes that have been developed to address these needs fall
into two categories: those attached to fields that represent the data
and those that are attached to methods used for specialized
processing. Following is a complete pseudo-code example of a
message definition to illustrate the primary features and usage.
The details of each part will be discussed in detail in later
sections.


BNF:
<messageDef> ::= “[Packable]” <messageCode>
<messageCode> ::= <modifiers> <name> “{“
<bodyCode> “}”


<bodyCode> ::= (  | <memberAttribute>
(<field> | <property>)


| <methodAttribute>
<methodCode>


| (<field> |
<property> | <methodCode>)
) <bodyCode>
<memberAttribute> ::= “[PackableMember(“
<argList> “)]”
<methodAttribute> ::=
“[DependencySpecifier(“ <argList> “)]”


|
<specialName>


C#:
[Packable]
public Message
{


[PackableMember(0)]
int _id;


[PackableMember(1, Optional=true,
DependencyIndex=1]


public double Size { get; set; }


[DependencySpecifier]
bool DepSpec(int index) { ... }


[OnPacking]
object PrePack() { ... }


...
}


As can be seen from the above example, a message definition
consists of a standard object definition that has been augmented
with attributes. Some of them are applied to the fields and
attributes to specify processing details while others are applied to
various methods that modify the serialization behavior of the
object. Simply by changing some of the attribute values, it
becomes possible to completely redefine the serialized message
structure without changing the object’s behavior at all.


4.1 Field attribute
The field attribute, called PackableMember, serves several
purposes including marking a field for processing, specifying the
processing order, and indicating functional dependencies. The
processing order is determined by the index assigned to the field.
The member is used as follows:


BNF:
<argList> ::= <index> $preAllocate$
$properties$
<properties> ::= <optional>
<dependencyIndex> $dependentOn$


C#:
[PackableMember(<argList>)]
<type> <fieldname>;
For example, a message might be setup as
follows:
[Packable]
public class MessageObject
{


[PackableMember(0)]
int field1;


[PackableMember(1)]
int field2;


}


When processed, field1 would be handled first followed by field2
because its index value of 0 is less than that of field2. However, if
the developer needed to reverse the order of handling, then the
only change would be to swap the index numbers of the fields.
This effectively separates data type design from the representation
in the messaging architecture, requiring minimal modifications by
the developer to completely change the behavior. The only
restriction on use of the PackableMember attribute is that it
cannot be applied multiple times to a single field. As mentioned
previously, the field attribute can also be used to indicate
dependencies. It can contain information about whether or not a
field is ‘optional’ as well as specifying dependency on a method
that will determine if the field should be processed. The usage of
said method will be discussed in more detail later in the proposal.







Florida Conference on Recent Advances in Robotics, FCRAR 2009 - Boca Raton, Florida, May 21-22, 2009 6


One final feature of the PackableMember attribute is the ability to
specify pre-allocated fields. While this might seem like an
unusual or restrictive flag, it is necessary for proper processing of
more complex data types. This results from the way in which the
Packer class leverages the reflective allocation of data types. It is
possible to allocate an object of a type that is only known at
runtime, allowing a program to dynamically create objects as
needed. The RCF attempts to generalize the process, which
inherently limits the allocation to being type-based only.
Unfortunately, specifying the data type alone is not always
sufficient to properly allocate the object. As a result, it becomes
necessary for the targeted type to be processed as a pre-allocated
object that itself contains the information needed for proper
processing.


Looking at arrays as an example again, one will realize that for an
array to be deserialized properly its size must be known ahead of
time. A pre-allocated array can provide its size information to the
environment, allowing a generalized approach to be taken in
deserialization. However, if the array has to be dynamically
allocated by the deserializer, the general nature of the process
would be broken as specific constructs would be required to pass
the size information through the various levels of processing.
Strings and lists face similar problems in that they too contain
multiple elements with the added complexity of variable length.
As a result, the following three data types must be pre-allocated
by the developer: arrays, lists, and strings. In each case, the
deserialization process uses the pre-allocated sizes of the
specialized data types to iterate over their elements and populate
them. The JAUS .NET chapter illustrates the proper use of pre-
allocated elements with several sample messages that require the
added complexity. However, do note that beyond these three
special cases, it is highly unlikely that a developer will need to
pre-allocate other elements.


4.2 Processing method attributes
The collection of attributes used to specify specialized processing
methods contains a number of members, none of which are
particularly complex in design. They address the issues of
dependencies and intermediate processing that might become
necessary in some message implementations. These attributes
have features similar to the field attribute that allows the
developer to specify processing order and identification
information.


As previously mentioned, optional fields indicate a method that
will determine whether or not the field should be processed. This
method is identified by a GUID and is passed the ID of the field
that should be analyzed. The GUID is attached to the method via
and attribute named DependencySpecifier that is used to identify
and invoke the method at runtime. Since each dependency
method is assigned a unique ID, it is possible to have an unlimited
number of such processors if needed. The proper usage of the
Dependency specifier is:


[DependencySpecifier(<methodIndex>)]
bool <methodName>(int index) { ... }


Note that the form of a dependency specifier method is very
rigidly defined with the only developer defined elements being the
index identifying the method and the method name. The return
Boolean value indicates whether or not to process the field whose
index has been passed to the method.


There may be situations where using dependency methods are not
enough to provide the flexibility needed for proper message
serialization. These can be split into three general categories: pre-
, mid-, and post-processing methods. Pre-processing methods are
those that need to be executed before the individual fields can be
handled. This could include preparation of data, finalizing of
certain communications tasks, or a myriad of other cases. Mid-
processing methods are those that need to be invoked during the
serialization process. Some message structures may benefit from
performing certain tasks between processing of fields. Post-
processing methods are those that need to be run after the main
body of serialization or deserialization has been completed. This
is very similar to usage of pre-processing methods.


Both pre- and post-processing methods can be assigned index
values that determine the order of invocation. The order is
handled in exactly the same way as the indexes for fields. Mid-
processing methods are handled somewhat differently. Since they
are meant to be invoked between processing of individual fields,
the index value assigned to a method indicates the index number
of the field after which the method should be invoked. This
allows a developer to interleave field processing and specialized
methods in a logical and easy to read fashion.


The specialized processing methods differ in structure depending
on whether they are used during serialization or in deserialization.
Methods invoked during serialization have the ability to return
data to be processed by the serializer whereas those run during
deserialization are given access to the raw data. To illustrate the
difference:


[<packingAttribute>($index$)]
object <packMethodName>() { ... }


[<unpackingAttribute>($index$)]
void <unpackingMethodName>(Packer packer,
object rawData)
{ ... }


Notice that “packing methods” are designed to return data for
processing by the packer whereas “unpacking methods” are given
access to the packer and raw data for specialized processing. The
structure was designed to maximize the flexibility of message
implementation by providing developers more direct access to the
underlying message conversion should they need it. During
serialization, this effectively allows them to dynamically add data
that cannot be effectively stored in message fields and in
deserialization provides tools to directly work with the compact
representation of the message. While this might seem like a very
complicated set of tools, one must realize that the vast majority of
message architectures can be implemented without many of them.
They are provided to improve the flexibility of the framework to
handle some of the more obscure or difficult designs that may be
encountered.


4.3 Inheritance
One last feature built into the messaging definitions is the ability
to carry structure through the chain of inheritance. This allows a
core object to be defined that contains all of the fields and
structure common to a wide range of messages. Each of these
messages can then build on the single base object, reducing code
complexity and volume while centralizing the design for common
objects. Inheritance is automatically handled by the system, so no
special considerations are needed when defining derived
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messages. The only stipulation is that the indexing of the new
packable members and processing methods in the derived classes
not conflict with those of the base class. For example:


[Packable]
class BaseMessage
{


[PackableMember(0)]
public int _field0;


}


[Packable]
class PostMessage : BaseMessage
{


[PackableMember(1)]
public int _field1;


}


[Packable]
class PreMessage : BaseMessage
{


[PackableMember(-1)]
public int _field_1;


}


In the above example, BaseMessage specifies a single field to be
serialized. The two derived classes PostMessage
add fields that would be processed after and before the ‘_field0’
respectively. Figure 6 shows the results of serialization.
of processing methods is just as simple using the corresponding
attributes.


Figure 6. Memory layout of inherited messages.


5. PERFORMANCE
Not only is the RCF extremely compact, but a great emphasis was
also placed on the system performance. This includes
serialization processes as well as the multi-
number of pieces of the RCF are multi-threaded or asynchronous
in nature, often to avoid potential dead
slowdowns. This is necessary for responsive behavior as any
distributed system will need to deal with multiple streams of data
simultaneously. Since the asynchronous and event
is built into the RCF, a developer can instead focus on getting the
best performance out of each individual section, rather th
to streamline a single process. The event
simplifies application development as they can be written as
highly modular components with extremely flexible structure.
This is directly related to the centralized data routing and
interpretation discussed earlier.


The serialization library is the component that received the
greatest attention to optimization as data conversion is generally
the slowest and most costly operation in any communications
system. The resulting implementation is highly streamlined and
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Not only is the RCF extremely compact, but a great emphasis was
also placed on the system performance. This includes both the


-threaded aspects. A
threaded or asynchronous


in nature, often to avoid potential dead-locks and other
slowdowns. This is necessary for responsive behavior as any
distributed system will need to deal with multiple streams of data
simultaneously. Since the asynchronous and event-driven model
is built into the RCF, a developer can instead focus on getting the
best performance out of each individual section, rather than trying
to streamline a single process. The event-driven model also
simplifies application development as they can be written as
highly modular components with extremely flexible structure.
This is directly related to the centralized data routing and


The serialization library is the component that received the
greatest attention to optimization as data conversion is generally
the slowest and most costly operation in any communications


on is highly streamlined and


extremely efficient, imposing very little overhead on application
performance. Both serialization and deserialization were tested
thoroughly to determine and remove the bottlenecks. Since JAUS
.NET acted as a demonstration of
the most common messages was used for testing.


The ReportGlobalPose message was selected for two reasons.
First, it is a common message used in JAUS systems and contains
potentially time-sensitive data. Second and more imp
contains a large number of optional fields as previously discussed.
As such, it makes an ideal candidate for testing mid
method invocation as well as numerous small conversions. Three
separate classes of tests were performed as illus
6-1 through 6-3 at the end of the chapter. These included
simplified packing to verify proper message conversion, more
complete packing operations as would be performed by the
message handler, and finally unpacking operations. The last
tests closely approximate the speed at which the
JausMessageHandler would operate without heavy system load
and show the best-case performance. All tests were performed on
an Intel Core 2 Duo 2.13 GHz machine with 4 GB of RAM.


When the RCF was first implemented, it used a number of
inefficient approaches that were discussed in detail. During the
early stages this was of little concern since the focus was on
implementing the serialization algorithm properly. However,
after the first speed tests were p
shifted to optimizing the performance. Initially serialization of a
global pose message required approximately 2.5 ms to complete.
Addition of the internal hashtable for known data types and the
introduction of dynamic metho
average of about 40 s. The final step of implementing a high
efficiency data structure to hold the raw data further reduced this
time to only 22 s, yielding a net performance increase of 110
fold. Under optimal conditions this number has dropped as low as
19 s, though this is highly dependent on current system load.


Deserialization with the RCF is also extremely fast, though it is
somewhat slower than the serialization. This is likely due to the
higher cost of bit conversions back into the original data types.
Even so, deserialization of a global pose message still averages
only 52 s.


The test shown in Error! Reference source not found.
introduced to help quantify the additional overhead of the
intermediate packing operations required for JAUS messages.
Notice that it eliminates the intermediate step of packing just the
message contents and creating a raw
processing time to just that required for serialization of the header
and contents without the overhead of copying the raw contents
into the final buffer. Average serialization time for this slightly
reduced test averaged 20-21
compared to the more complete approach. The time difference is
essentially a measure of how long it takes for the custom high
efficiency data buffer to copy the intermediate contents into the
final buffer. The data buffer is extremely fast and introduces very
little overhead to standard conversion operations.


One of the concerns expressed by many developers is the
performance impact of a managed environment such as .NET. To
investigate this issue, serialization of several
using both JAUS .NET and an older, native implementation that
has been in use for several years.
for processing of ten thousand of each message.
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after the first speed tests were performed, further development
shifted to optimizing the performance. Initially serialization of a
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Deserialization with the RCF is also extremely fast, though it is
somewhat slower than the serialization. This is likely due to the


nversions back into the original data types.
Even so, deserialization of a global pose message still averages


Error! Reference source not found. was
introduced to help quantify the additional overhead of the
intermediate packing operations required for JAUS messages.
Notice that it eliminates the intermediate step of packing just the
message contents and creating a raw message. This reduces the
processing time to just that required for serialization of the header
and contents without the overhead of copying the raw contents
into the final buffer. Average serialization time for this slightly


s, a miniscule difference when
compared to the more complete approach. The time difference is
essentially a measure of how long it takes for the custom high
efficiency data buffer to copy the intermediate contents into the


is extremely fast and introduces very
little overhead to standard conversion operations.


One of the concerns expressed by many developers is the
performance impact of a managed environment such as .NET. To
investigate this issue, serialization of several messages was tested
using both JAUS .NET and an older, native implementation that
has been in use for several years. Table 1shows the average time


of ten thousand of each message.
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Table 1. Serialization performance of native vs. managed
environments.


Message JAUS .NET
(s)


Native
(s)


Ratio


ReportGlobalPose 21.64 3.69 5.86


ReportWrenchEffort 21.44 4.44 4.83


ReportCameraCapabilities 24.17 4.39 5.51


ReportCameraPose 22.40 4.17 5.37


It comes as no surprise that the processing time in the managed
.NET environment is consistently slower than its native
counterpart. However, closer inspection of the data reveals that
the on average, the managed implementation is only 5-6 times
slower than the native libraries. Considering that the times are
relatively low in both environments, the performance impact of
serialization is nearly negligible in many systems. When weighed
against the ease of development using the Reflective
Communications Framework and the greatly improved flexibility
of design, the slight overhead required to run in a managed
environment becomes a non-issue for most systems.
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ABSTRACT
This paper presents the design of one degree-of-freedom spatial
mechanisms that use non-circular gears to constrain the motion.
In a spatial body-guidance problem, representing the motion by
systems of polynomial equations restricts the number of end-
effector positions and orientations (end-effector poses) that can be
used as inputs for mechanism design. An approach has been
developed that takes any number of desired poses as guide points
and develops a mechanism that approximately attains the desired
poses over the course of its motion. A problem with implement-
ing this design strategy is the inherent difficulty in accounting for
orientation and position errors. The approach described here
addresses this problem by defining a new error functional,
calculated in the joint space domain. As the mechanisms being
dealt with are single degree-of-freedom closed chains, the starting
position is a crucial decision in the design process. The method
outlines the choice of the starting position and details how this
error term can be used along with optimization techniques on
either the mechanism parameters or the non-circular gears. A
numerical example is presented.


Keywords
Robotic manipulators; spatial kinematics; reverse kinematic
analysis; non-circular gears.


1. INTRODUCTION
The path planning of planar mechanisms has been done using
accurate synthesis as well as approximate synthesis. These
methods outline synthesis for desired coupler motion or as func-
tion generators. The position of a point on the coupler, or the
angle of a link with respect to the frame serves as the output of the
mechanism. The synthesis of a three dimensional four-link
mechanism [1] uses the motion of a single point to fix the mech-
anism parameters.


In dealing with the design of the spatial chains, the focus here is
on the applicability of the mechanism to be used for rigid body
guidance. In such a case, the design specifications are the set of
end effector positions and orientations to be attained in a given
order. The design parameters are the mechanism parameters, such
as link lengths, joint offsets, and twist angles, and the location of
the bases with respect to the desired poses. In this paper we deal
with closed loop mechanisms having the additional property of
having pairs of adjacent joint axes parallel. These pairs of axes


are then linked by non-circular gears. The design of these gear
pairs has already been dealt with in [2]. A candidate spatial
mechanism is depicted in Fig. 1.


In the design of the gear pairs outlined in [2], a possibility of
having positive and negative gear ratios arises. These infeasible
gears result in making the mechanism impractical to implement
directly. This paper presents work where it is assumed that a can-
didate mechanism that needs to perform the necessary rigid-body
guidance is given. With this design as a starting point,
optimization methods could be applied in order to come up with a
mechanism that gives least possible error. In such a case, a
suitable feasible gear ratio function can be chosen for each
parallel joint axes pair.


In order to take into consideration the error in the desired and
generated end-effector positions and orientations, a different
approach based on joint angles is utilized. This approach thus
avoids the question of a dimensionally inhomogeneous error
function that combines the error in position and orientation. The
approach utilized is to define the error solely from the joint angles
required to generate the desired pose and those observed in the
actual pose.


2. NOMENCLATURE
Pi = Pose i


j
iU = The jth solution set of joint angles that


correspond to Pi


Fig. 1. 12 Link 1 DOF Manipulator
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ˆ
iU = A specific solution from among all j


iU


j
iU {k} = The kth joint angle in the solution set j


iU


iΩ = The set containing all joint angle sets that
represent the path generated by the starting
configuration


1
jU


iΩk = The set of joint angles representing the kth pose
on the path iΩ


iΩk{l} = The lth joint angle in iΩk


iωi+1 = Angular velocity of joint (i+1)


1
A


i i 
= Angular velocity of joint (i+1) of the A side


1
B


i i 
= Angular velocity of joint (i+1) of the B side


i$i+1 = Plucker coordinates of the screw representing
the motion of joint (i+1)


1 1,A B
i i i ig g 


= Gear ratio between the i and (i+1) joint


axis on the A or B side of the mechanism


3. DESIGN METHOD
A candidate design is evaluated by sweeping the input angle of a
candidate mechanism to reach the given desired poses. Pi is the 4
× 4 matrix that defines the desired position and orientation of the
end effector at the ith pose. A reverse analysis as outlined by [3] is
performed which results in up to 16 real solutions for each pose.
It is noted that each of the 16 solutions is valid and could be
achieved.


Since this is a rigid body guidance problem, the path is defined by
a set of matrices Pi which must be reached in a particular order.
In order to effectively use approximate synthesis with
optimization, the path must be described using a parametric rep-
resentation. The gears coupling the parallel joint axes result in the
mechanism being a single degree-of-freedom serial chain and
hence, the path traced out by the end-effector can be represented
in terms of one parameter. The input angle is used as this param-
eter. A similar approach is presented in [4]. However, the focus
here is to describe the motion in terms of joint angles as opposed
to in terms of the path coordinates.


If the starting configuration of the candidate mechanism is known,
the input angle can be effectively used to describe the motion of
the end-effector. This can be achieved by using the screw theory
approach and iteratively using the velocity equations to find the
position of the end-effector corresponding to each value of the
input angle. It is thus noted that each solution in the set of joint
angles


1
jU will give rise to a different behavior of the end-


effector, and also a different path.


3.1 Actual Path Generation
In order to analyze the motion of the mechanism, it is treated as
two 6 link open chains with coincident end-effectors. The side
containing 3 gear pairs is called the A side and the side containing
2 gear pairs is called the B side. The motion of the mechanism is
represented by the set of joint angles of the A and B sides as the
input angle changes from one value to another value. To calculate


these, the screw theory based approach is used incrementally. A
small step size is chosen and the Plucker coordinates of the joint
axes for the current set of joint angles are determined [3,5,6].
Considering the end-effector as a part of the A (or B) side of the
mechanism, the velocity of the end-effector is given [7]


0ω1 0$1 + 1ω2 1$2 + 2ω3 2$3 + 3ω4 3$4 + 4ω5 4$5 + 5ω6 5$6 = ω7 $7 (1)


where ω7 $7 represents the instantaneous twist of the end effector.


However, due to the presence of gears, the equations simplify
greatly. For the A side, the three gear pairs reduce the equation to
one in the three unknown angular velocities, as given in Eqn. (2).
The B side reduces to Eqn. (3) in 4 angular velocities, of which
one is the known input angular velocity of the first joint.
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(3)


Equating (2) and (3) yields a single equation in terms of seven
angular velocity parameters. These equations can be solved for
the ratios of the angular velocities by setting the input,


0 1
B equal


to 1 rad/sec and then solving for the remaining six angular
velocities. The angles on the B side of the mechanism at step t+1
can then be determined in terms of the angles at step t as


(0φ1B)t+1 = (0φ1B)t + Δφ 


(1θ2B)t+1 = (1θ2B)t +
1 2( )B  Δφ 


(2θ3B)t+1 = (2θ3B)t +
2 3( )B  Δφ 


(3θ4B)t+1 = (3θ4B)t +
2 3( )B 3 4( )Bg  Δφ 


(4θ5B)t+1 = (4θ5B)t +
4 5( )B  Δφ 


(5θ6B)t+1 = (5θ6B)t +
4 5( )B 5 6( )Bg  Δφ (4) 


To calculate the angles for the A side of the mechanism at step
t+1, a forward analysis of the B side is performed to determine
the updated end effector pose. An inverse analysis of the A side is
then done to find the exact angles for the A side that will match
the updated end effector pose. Although this inverse analysis will
have multiple solutions, it is an easy task to indentify the set
where the joint angles for the A side at step t+1 matches close to
the joint angles at step t.


3.2 Error Measure
The first problem addressed was that of defining an error measure,
if the actual path traced by the end-effector of the candidate
mechanism was given. Since the input angle is used as a
parameter to define the path, the error is defined in the joint angle
space domain. The input angle φ1 required to exactly reach the
desired pose Pi,desired can be calculated by performing the inverse
analysis. The problem of choosing the “correct” solution out of
the possible 16 is addressed in the following sections. The actual
pose on the path that is said to correspond with this desired pose
is that when the input angle φ equals the φi which was calculated.


Thus, for pose Pi, we have joint angles θi j,desired and θi j,actual, where
j refers to the joint number. For each pose, the error can be
defined as
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Here, wi is a weighting factor that is described in the next section.
Finally, the error for the entire path can be defined as


i
i


E e . (6)


3.3 Weighting Factor
In calculating the weighting factor, the following observation is
made. In a serial chain manipulator, the error in each joint affects
the end-effector. However, this contribution is not uniform.
Also, assuming that the joints closer to the base affect the total
error more is false. The error in the position and orientation of the
end-effector due to a certain joint depends on the distance of the
end effector from the joint axis. As a result, the base joint may
not necessarily contribute the largest error. To account for this, a
weighting system based on the configuration of the mechanism is
defined.


Let r0 be the location of the end-effector in the given
configuration.  To calculate the weight for joint i, θi is varied by a
small amount, δθ. Let ri be the new position of the end-effector if
the joint i is varied by δθ.  Then, the weight wi is defined as


0| |i
i


r r
w






 . (7)


As the units of the weighting factor are length/angle, the error will
have a dimension of length.


3.4 Handling Multiple Solutions
The major problem that must be handled is the existence of
multiple solutions in the inverse analysis. Each starting
configuration will give rise to a different path for the end-effector.
The method implemented involves taking each solution into
consideration, in order to select the best set of solutions. The
score of these best solutions is then evaluated and used as a score
for the mechanism.


Let iΩ be the path generated by the solution
1
jU . To evaluate the


score for the second pose on this path with respect to the desired


second pose, the set of solutions
2Û must be chosen from all


2
jU ,


such that the pose corresponding to
2Û lies in iΩ.


2
jU {1} is checked for all j. If


2
jU {1} = iΩk{1} for some j and k,


the two joint angle sets are said to correspond to the same pose.
The iΩk is the joint angle set for the actual pose while the


2
jU


represents the desired second pose. The error
2
je is then


calculated for this pose. The same calculations are performed for
all j, k to get all


2
je . The error for the second pose is then defined


as


2 2min j


j
e e . (8)


The error for each pose is calculated using the same method, using
Eqn. (5) to give j


le . The error for the pose is then defined as


min j
l l


j
e e . (9)


Thus, using Eqn. (7), the error for the pathiW is given by Ei.
Since each pathiW will give rise to a different error, the best path
must be chosen to define the mechanism error. This is done by
defining the error E as


min j
l l


j
E E . (10)


This error E is used as the measure of the mechanism for
following the given path and can be used as an optimizing cost
function for design.


4. NUMERICAL EXAMPLE
The results of using this method to generate the error measure of a
mechanism on an example set of poses is given below. Table 1
and Table 2 list the mechanism parameters for the A and the B
side respectively. The six desired poses Pi are listed in Table 3
and the solutions to reverse analysis for each pose for the A side
and B side are calculated. For the given combination of poses and
mechanism parameters, the number of solutions obtained for each
side is listed in Table 4. For this particular example, the all gear
pairs are assumed to be circular, with gear ratio 1.


Since there are 2 solutions for the A side and 14 for the B side for
the starting pose, there are 28 possible starting configurations for
the mechanism. At the first pose, the error is zero. Each of these
configurations gives the path that the mechanism end effector
follows. The method described in this paper chooses the solutions
given in Table 5 for the starting configuration. The input joint
angles for the other 5 poses are also listed. Since the mechanism
is a one degree-of-freedom serial chain, specifying only the input
angles for the successive poses defines the mechanism
configuration. For the mechanism presented, the error was
calculated to be 42.49 mm.


5. CONCLUSIONS
A method for the design of one degree of freedom, closed loop
spatial chains that utilize planar non-circular gears was presented
in this paper. The method addressed an important problem of
accounting for orientation errors along with position errors in the
rigid body guidance problem. By utilizing the joint space domain,
the error term defined has combined the two errors by avoiding
the issue of mixed dimensions or non-homogenous terms. The
work presented sets up a scheme that could be used to apply
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optimization techniques in the design of other closed loop
mechanisms.


The geometry of having consecutive axes parallel greatly
increases the simplicity of the gears that are used to couple the
joint axes. The problem can be broadened where the mechanism


geometry is changed to simplify the inverse analysis problem and
non-planar non-circular gears are used to couple consecutive axes.
The error functional in such a case would be the same as the one
presented in this paper. The problem of extended this method to
mechanisms with a different geometry is being investigated.
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ABSTRACT 
This work addresses the development of a MIDI 
compatible robotic system that is capable of mechanically 
operating drum and percussion instruments. The system is 
composed of a custom designed hardware controller 
capable of reading MIDI data and mechanical actuators 
capable of striking percussion pads. The objective of the 
project is to create a conceptual product aimed at the 
entertainment industry; more specifically, the animatronic 
industry which employs the use of robotics and technology 
to create new possibilities in the realm of audio visual 
entertainment. 
 
INTRODUCTION 


With the proliferation of robotic advancements, 
robots are currently being designed and utilized in many 
new fields including entertainment. The primary 
motivation for this project was to explore new ways in 
which robots can be used to entertain more specifically in 
the field of performing arts. The primary objective of the 
project was to design a product that helped bridge the gap 
between the field of robotics and existing music 
technology. The result was the proposed development of a 
MIDI compatible robotic drummer.  


 Musical Instrument Digital Interface or MIDI is a 
widely used music communication protocol used in the 
music industry.  It was introduced in 1983 to create a 
standard communication language for digital musical 
instruments, interfaces, and related equipment [1]. The 
protocol is still currently used in industry and new ways to 
employ it are being developed. Although the protocol has 
been implemented in numerous commercial products 
including stage lighting and special effects products, at the 
time this article was written, no name brand music or 
robotic equipment manufacturer offers a commercial 
robotic manipulator compatible with MIDI.  


The system specific goals of the project were to 
develop a MIDI compatible hardware controller capable of 
decoding and processing MIDI information and a 
mechanical actuator driven by the mentioned controller 
capable of striking a wide range of percussion instruments 
and pads. The device’s compatibility with the protocol 
allows users to control it by means of any of the vast 
number of commercially available MIDI compatible 


sequencers, synthesizers, drum machines and other MIDI 
capable equipment available in the market. The manipulator 
is capable of mechanically triggering acoustic and 
electronic drum pads as well as other percussion 
instruments.  
 
PREVIOUS WORK 


Current work in this primitive field is limited to a 
variety of experimental one of a kind robotic drummer 
designs including Fredy Fantastico from the Swiss robot 
band RozzoBianca as shown in Figure 1 [2], and the Dr 
Rhythm 55, among others. Many of these designs utilize 
either pneumatic actuators or servos to generate actuator 
motion.  


 


 


Figure 1. RozzoBianca's Fredy Fantastico [2] 
 


Although publications on robot implementations 
in performing arts are not very common, there is substantial 
work in the field of robotics that can be used as a basis for 
design. For example information obtained from work in 
feedback controls, actuator design and control, and robot 
sensor systems, is required for the successful development 
of the proposed device.  


BACKGROUND ON MIDI DEVICES 
MIDI devices are equipped to receive MIDI 


messages on one or more of 16 selectable MIDI channel 
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numbers. A device's particular voice (or patch, program, 
timbre) will respond to messages sent on the channel it is 
tuned to and ignore all other channel messages, analogous 
to a television set receiving only the station it is tuned to 
and rejecting the others. The exception to this is OMNI 
mode. An instrument set to receive in OMNI mode will 
accept and respond to all channel messages [1].   


Depending on the status byte, a number of 
different byte patterns will follow. The Note On status byte 
tells the MIDI device to begin sounding a note. Two 
additional bytes are required, a pitch byte, which tells the 
MIDI device which note to play, and a velocity byte, 
which tells the device how loud to play the note. Even 
though not all the MIDI devices recognize the velocity 
byte, it is still required to complete the Note On 
transmission. The command to stop playing a note is not 
part of the Note On command; instead there is a separate 
Note Off command. This command also requires two 
additional bytes as the same function as the Note On byte. 
Many instruments transmit and respond to key velocity, 
the speed at which a key is depressed. Some even respond 
to the speed at which a key is released. Most simply allow 
dynamic range to be controlled, while others have the 
capability to alter timbre or spatial location through 
velocity. Recent instruments often have the capacity to 
cross fade or switch between two different sounds, based 
upon the speed of a keystroke. Figure 2 below illustrates 
the typical Note on messages that the controller is 
designed to interpret [1]. 


 
 Note On Header Channel Number 
Byte 1 1 0 0 1 X X X X 
         
 Note Value 
Byte 2 0 X X X X X X X 
         
  Velocity Value 
Byte 3 0 X X X X X X X 


 
Figure 2. Note ON MIDI Message 


 
 Note On Header Channel Number 
Byte 1 1 0 0 0 X X X X 
         
 Note Value 
Byte 2 0 X X X X X X X 
         
  Velocity Value 
Byte 3 0 X X X X X X X 


 
Figure 3. Note OFF MIDI Message 


SYSTEM DESCRIPTION 
Figure 4 below illustrates a diagram of the system 


developed followed by a photograph of the finished 
prototype in Figure 5. As mentioned previously, the overall 
system is composed of an external user selected software 
sequencer that is used to generate MIDI information. A 
Hardware controller accepts the MIDI data and decodes 
the supplied information. Lastly, an array of mechanical 


actuators operated by the controller is used to strike the 
user selected drum set or percussion arrangement. 


 


 
Figure 4. System Diagram 


 


 
 


Figure 5. Drummer Robot Prototype 


MIDI INTERFACE 
 In order to supply MIDI data to the controller a 
commercially available MIDI interface was utilized. The 
purpose of the interface is simply to convert the signal 
connector from the computer's USB port to the standard 5 
pin DIN MIDI connector required by the MIDI protocol. 
Since these are extremely basic and standardized circuits, it 
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was not designed nor built from scratch. Instead, an M-
Audio Uno MIDI interface was purchased to be used with 
the system. The device is depicted in Figure 6 below. 


 


 
 


Figure 6. M-Audio MIDI Interface  
 


The M-Audio Uno MIDI interface features are described 
in Table 1 [3]. 
 


Table 1. Interface Specifications 
 


• 1-in/1-out MIDI via USB connection (16 x 16 MIDI 
channels) 


• Class-compliant* installation under Windows XP and 
Mac OS X (no drivers required) 


• Full-speed connection to either a PC or Apple 
computer equipped with a USB port 


• MIDI input and output LED indicators 
• Bus-powered—requires no external power supply 
• Compact and lightweight design for easy transport 


CONTROLLER SPECIFICATIONS 
By far the most critical and intricate part of this 


robotic system is the controller. Prior to its design 
commercially available PIC controllers were evaluated for 
possible implementation. It was eventually determined that 
the specifications from a typical PIC based controller 
would not be sufficient in achieving the controller design 
goals. For this reason, it was determined that a custom 
built controller would perform better. The developed 
controller is depicted in Figure 7. 


In addition to the above-mentioned specifications, 
the overall prototype system constructed features a total of 
nine independent MIDI channels. The number was based 
on the number of pieces of the selected drum set to be 
used, an Alesis DM5-Pro Kit, but it can easily be extended 
to as many as needed.  Each channel can be mapped so 
that it may be triggered by a specific note on a specific 
channel. Note and channel mapping can be performed in 
real time and from the controller itself.  


 


 
 


Figure 7. Custom MIDI Controller 
 
The comparison between a typical based PIC 


controller and the custom device developed are presented 
in Table 2. As can be seen from the overview of features 
the developed controller provided a more optimized control 
and handling of the MIDI information for this specific 
application. 


 
Table 2. Controller Features & Comparison 


 
Features Typical PIC 


Controller 
Developed 


System 
Bytes processed 
at a time 1 3 


Parallel Channel 
Processing No Yes 


Dynamically 
Stackable 
Channels 


No Yes 


MIDI Robust 
Overflow 
Protection 


No Yes 


Note Mapping Must Re-compile 
code & Download 


Onboard, Real 
Time Control 


Channel Mapping Must Re-compile 
code & Download 


Onboard, Real 
Time Control 


Max Channels PIC dependent 
(8-16 typical I/O) No Max 


Power Switching Requires External 
Hardware Driver 


AC and DC 
Switching 
Capable 


MIDI Optimized 
Hardware No Yes 


 
The controller's data processing algorithm consists 


of six steps as described below. 
 


1. Synchronization. The controller synchronizes to accept 
the continuous MIDI stream operating at 31.25Kbits / sec. 
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2. MIDI Stream Interception. The MIDI information is 
received from the sequencer and the MIDI message is 
broken up into its respective bytes. 
 
3. Signal Conditioning.  The signal is prepared and 
condition prior to processing. 
 
4. Serial to Parallel conversion. The signal is converted 
from serial to parallel prior to processing. 
 
5. Message Extraction. The data within the message is 
decoded and processed. 
 
6. Output Signal Routing. Based on the message 
processed a signal is sent to the required actuator for 
triggering. 


POWER SYSTEM 
The controller's power requirements as well as the 


actuator array required the implementation of a robust 
power system. The prototype controller is composed of a 
few hundred integrated circuits and components which 
draw a fair amount of current. A 300 Watt power supply 
supplying a steady filtered source of 5V was utilized to 
power the controller logic circuit.  


 
The power system also incorporates four Condor 


GPFM115-24 supplies shown in Figure 8. These supplies 
provide 24 volts to the actuators with a capacity for 
delivering up to 4.8 Amps each [4]. These power supplies 
were required since each actuator can extract up to 1.5 
Amps of current when activated. The power system was 
designed in a modular way so as to be able to increase the 
number of supplies without major adjustments in case the 
usage of more actuators is desired. 


 


 
 


Figure 8. Condor GPFM115-24 Power Supply 
 


DESIGN OF THE ACTUATOR 
 To create the motion required to allow a drum 
stick to strike a given drum, a drumming actuator was 
developed. The first generation actuator is illustrated in 
Figure 9. The actuator is composed of an electric solenoid, 
a drum stick mounted on a pivot point, and a custom built 
casing. The drumsticks selected are groove percussion 5b 
drum sticks. The first generation actuator requires only a 


small hole to be drilled in the stick to fix it to the actuator 
casing. 


 
 


Figure 9. Internal View of the Actuator 
 


Several of the other experimental drumming robot 
manipulators that have been design by others in the field 
utilize servo motors and or pneumatic actuators to drive the 
drum sticks. In this project solenoids were utilized to 
perform this function. Solenoids can be electromechanical, 
hydraulic, pneumatic, but are all used for the same effect 
which are to create a linear motion by a spring-loaded 
force.  When given energy, the actuators will produce a 
force ideal to hitting drums.  When an electric current is 
sent through the solenoid, which is more specifically a 
motor wire coiled, a magnetic field is created and applies 
force to the plunger.  The plunger, as shown in Figure 10, is 
similar to the armature in a dc motor in the fact that effect 
is caused by the magnetic field.  The only difference is that 
the solenoid only produces linear motion, as opposed to 
rotational.   


 
The initial solenoids, illustrated in Figure 10, used 


were pull type solenoids having a stroke of 0.5 in. Although 
these first solenoids proved to be inexpensive and quick, 
more powerful solenoids were later selected.  


 


 
 


Figure 10. Solenoids in First-Generation Actuator 
 
The solenoids currently in use in the second generation 


actuator are 24V solenoids capable of exerting 130oz of 
force at 1/8 inch of stroke. They have an overall stroke of 
close to 1 inch and are of the push type. They consume 
approximately 1.2 Amps when activated. 
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To switch the power each actuator solid state 
relays were used. By the use of the solid state relays a fully 
discrete system is produce to reduce the feedback current 
produced by the actuators, which could cause spikes and 
noises levels on the for the controller systems. Specially 
while having low latency switching capabilities that does 
not jeopardize the precision of the controller, and have an 
accurate drum strike. 


FABRICATION OF THE ACTUATOR 
 Figure 11 depicts the implemented array of 
actuators in the prototype drummer assembly. 


 
 
Figure 11. Implemented Array of Drummer Actuators 


 
The design requirements of the actuators 


developed called for the ability to be implemented on any 
kind of drumming instrument. In order to achieve this, a 
simple two part casing was design that could be easily 
reproduced. The final prototype of the actuator design was 
developed using SolidWorks to properly adjust the critical 
dimensions of the assembly. Copies of the casing model 
where then reproduced on a rapid prototyping machine. 
The resulting models were then hardened using resin to 
produce a hard case.   


ANALYSIS OF THE MECHANISM 
 Mechanically, the manipulator is composed of a 
solenoid, a pivot point, and compensating spring loads in 
two locations.  As can be seen from the Figure 12, the 
solenoid is represented by a spring and damper load, 
which is the driving force of the mechanism. Since the 
center of gravity is concentrated more to the right of the 
pivot point it needs a compensated force to move the stick 
back to its horizontal position preparing the stick for the 
next beat. 


 
 


Figure 12. System Diagram 
 


 Figure 13 represents the free body diagram of the 
system. In this diagram the forces being applied to drum 
stick can be seen. The pivot point creates a leverage 
mechanism where forces create angular momentum with 
respect to the axis. Fs is the solenoid force been applied; Fk 
is the force of the recoiled spring; Fg is the force of gravity 
and finally Fi is the force of the impact created by the drum 
pad and the stick.  


 
 


Figure 13. Free Body Diagram 
 
 The sealed linear solenoid used for its fabrication 
produced a 1 inch stroke of travel at 130 oz of force. 
Sufficient for the application it is needed to accomplish. 
Keeping in mind the force that a drum needs to be stroked 
to create the sound, a calculation of distribution of forces 
needed to be solved to determine the location of the axis of 
rotation of the drum stick. The dimension of a standard 
drum stick is approximately 16 inches long by 5/16 inches 
in diameter (at its far end and throughout the majority 
length of the stick) with an average weight of 1.76 ounces. 
With this information the standard location for the pivot 
point was established. The assumption was made that the 
stick would impact the drum pads with enough force to 
create the sound. Since the actuators are height adjustable, 
this procedure would rely on the installer and would be a 
user preference setting. 


Through various calculations it was concluded the 
best location for the pivot point is 2 inches from the end of 
the stick and having a striking point of the solenoid of .75 
inches from the pivot point at a maximum distance of travel 
of about 1/4. Creating a force at the end of the stick 
calculated to be 6.9 ounces at the moment of impact and 
have a final travel distance of 4.6 inches. The resulting 
force was determined to be enough to engage the drum 
pads with a good momentum strike.  


A finite element study of the system was 
performed using COSMOSWorks. The study was able to 
estimate stress levels at the impact location of the drum 
stick as shown in Figure 14 and Table 3. The result of these 
tests assures that the stick will not fail upon strike.  


 
Table 3. Stress Analysis Results 


 
Von Mises Stress 


Minimum 8.03 N/m2 
Location 16.25 in., 4.09x10-16 in. 
Maximum 6.80x106  N/m2 
Location 1.93 in., 3.54x10-0.06 in. 


 


Fs Fk 


Fg 


Fi 


Comp. 
Pivot Ext. 
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Figure 14. Stress Analysis 
  


LIGHTING AND SPECIAL EFFECTS 
In addition to driving the robotic manipulators, the 


controller can also be used to control stage lighting and 
effects. This feature was added for maximum visual effect 
of the robotic drumming system. The controller's output's 
that drive the drumming actuators can also be couple with 
custom designed load control units as seen in Figure 15.  


 
The load control units can drive A/C loads such as 


lighting units and effects such as lasers and spot lights. 
Figure 16 illustrates the sample lighting rig utilized in this 
project. 


 


 
 


Figure 15.  A/C Load Control Unit 
 


 
 


Figure 16. Drummer Robot Prototype Lighting Rig 
 


TESTING 
The finished robotic assembly was installed on an 


Alesis DM5 Pro Drum Kit. An electronic drum set was 
selected over a conventional set to allow more versatility 
in the types of songs the robot can play. The DM5 drum 


module offers over 500 drum sounds allowing the robot to 
play MIDI files from most types of music [5]. In addition, 
the drum rig provided by the Alesis kit allows the set to be 
customized and expanded with ease [6]. The system was 
then connected to the Cakewalk Home Studio sequencing 
software and a variety of MIDI files were then mapped to 
play through the robot and lighting rig. The performance 
was then evaluated visually and aurally. 


CONCLUSION 
 As stated previously, the purpose of this study was 
to bridge the gap between robotics technology and music 
entertainment by exploring how aspects of the two can be 
fused to produce new alternatives in the field of 
entertainment. The completed device, when tested, 
performed as designed. The system is capable of playing 
drum patterns and lines from standard MIDI files. It was 
noted that the response of the system was adequate and the 
system can play reasonable quick beats. Initial testing 
showed promising results for the further development of 
such controllers.  Overall, the project was successful at 
meeting all of the design requirements set and all the 
obstacles encountered were overcome. 
 
FUTURE WORK 
 The initial device to be developed is capable of 
driving nine independent manipulators with a possibility of 
future expansion. Velocity information supplied by MIDI 
master controllers will initially not be processed by the 
hardware controller. This will allow the system to strike a 
percussion pad with only one pre-set speed translating to 
only one pre-set volume; however, a second generation 
proposed controller after completion of the initial prototype 
will process MIDI velocity information allowing for the 
robotic manipulator to perform with a more human feel. 
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ABSTRACT 


The design of the Adaptive Planning Framework (APF) is 


summarized and its implementation as part of the Team 


GatorNation DARPA Urban Challenge entry is explored. The 


APF addresses the problem of autonomous operation in a 


complex, unstructured environment and provides new levels of 


intelligence to autonomous ground vehicles (AGV). It also 


provides a platform for dealing with the fusion of information 


(versus raw signals) of the physically and logically distributed 


sensors on an AGV (referred to as “metadata”). The APF takes a 


practical approach to dynamic situation assessment, behavior 


management, and decision-making based on a well-organized, 


three-stage process of 1) understanding the current situation, 2) 


understanding the suitability and viability of the available 


behaviors in light of that situation, and 3) providing the capability 


to autonomously make and execute behavior-related decisions, all 


in real-time. The set of knowledge engineering tools and the 


JAUS-based metadata messaging facility developed to implement 


a system using the APF are also described and examples given. 


An overview is provided of how the APF was shown to be a 


viable method for representing and managing complex, situation-


dependent behavior on the NaviGator AGV fielded by Team 


Gator Nation for competing in the 2007 DARPA Urban 


Challenge. 


Keywords 


Autonomous Unmanned Systems, Situation Assessment, Dynamic 


Decision-Making. 


1. INTRODUCTION 
Users of unmanned systems seek to find ways that make them 


more useful, valuable and intuitive. These systems typically 


possess a number of on-board sensors of differing types and 


modalities. The more intelligent the system, the more complex its 


sensor suite is likely to be. The proliferation of sensor data is 


further exacerbated by the growing use of multiple systems 


conducting cooperative operations. Without a capability to fuse 


and distill this onslaught of information, system operators can 


suffer from information overload and the data transmission 


bandwidth among cooperating systems can become taxed.  


The ultimate problem to be solved is enabling a system of 


unmanned systems to autonomously transform disparate, 


heterogeneous sensor data into information, which can in turn be 


transformed into actionable knowledge by systems and humans. 


Interoperability thus becomes a critical driver in establishing the 


requirements for a successful implementation, which in turn 


makes standardization essential. 


It is essential that the majority of the work in fusing and 


interpreting the raw sensor data be executed on-board the 


unmanned system. This is driven by the need for supporting ever 


increasing levels of autonomy (by making the system itself more 


intelligent) and the need for reducing the telecommunications 


burden (by transmitting only the higher-level information gleaned 


from the raw data and by making the system more forgiving of 


intermittent communications). 


To support this need, the Adaptive Planning Framework (APF) 


was created to enable unmanned systems to locally distill 


disparate, distributed sensor data into a cohesive understanding of 


the situation and the surrounding environment, and then to share 


that knowledge with other on-board components, with other 


unmanned systems and with the human operators. This will, in 


turn, enable unmanned systems to: 


• Achieve higher levels of autonomy, collaboration and 


interoperability 


• Reduce information overload by delivering distilled and 


prioritized information to clients and end-users 


• Improve resilience to low bandwidth or intermittent 


signal conditions 


2. ADAPTIVE PLANNING FRAMEWORK 


OVERVIEW 
The APF began as the centerpiece of the lead author’s doctoral 


research [1], which was further extended by the other authors over 


the last several years [2, 3]. A major part of the APF is a 


methodology for deriving and sharing situational metadata from 


raw data (also referred to as “Findings”), thus transforming raw 


sensor data into “meaningful information,” including the 


conditions, states and events that define the current situation. This 


metadata is locally determined by the component housing the 


sensor, keeping the “heavy lifting” distributed while minimizing 


the traffic between systems, components and operator control 


stations. It also allows for findings to be fused and aggregated to 


produce even higher level Findings, enabling multiple levels of 


abstraction for rendering situational knowledge. It also presumes 


that all of these activities will be heterogeneous, physically and 


geographically distributed and operating asynchronously. The 


APF also provides a metadata “language” and JAUS-based 


messaging system that allows sensors (and other components) to 


transmit and receive high-level Findings (as opposed to raw data). 
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The sections that follow provide additional depth into the APF 


and other technologies summarized above. 


2.1 APF Knowledge Representation Scheme 
To facilitate implementation of the APF, a Knowledge 


Representation Scheme was devised. The APF is composed of 


three principle elements tasked with assessing the situation, 


determining the suitability and viability of all possible solutions, 


and executing the most suitable of all recommended solutions. 


These three component types are Situation Assessment 


Specialists, Behavior Specialists, and Decision Brokers. It models 


a team of cooperating “Specialists” divided into three domains: 


• Situation Assessment Specialists – each devoted to 


rendering their “Findings” regarding an assigned set of 


Conditions, States, and Events that are considered to be of 


importance to other Specialists and/or end users 


• Behavior Specialists – each devoted to rendering their 


“Recommendations” on the suitability of their associated 


behavior for controlling the autonomous system 


• Decision Brokers – each charged with considering the 


Recommendations and Findings from the other Specialists 


and making the final determination of how to proceed that 


is within their authority and scope 


This framework of “cooperating specialists” has some similarities 


to the multi-agent architectures (i.e., “cooperating agents”) 


discussed heavily in the literature. Indeed, by some definitions of 


a software agent, a Specialist would be legitimately dubbed an 


agent. However, some might find fault with this designation, so 


the term ‘agent’ was simply avoided for the sake of clarity.  


The abstract approach for this research was actually conceived by 


the Principal Investigator over 20 years ago in support of an 


Expert System that was being developed for the commercial 


nuclear power industry, funded by the Electric Power Research 


Institute [4]. The setting was emergency management during off-


normal and accident conditions wherein the Expert System 


modeled the Technical Support Group (TSG) that is invoked 


during such times to gain understanding of the situation and 


provide advice to the plant manager. The TSG is made up of 


multiple experts, each specializing in some aspect of nuclear 


power plant operation or emergency response. During an actual 


emergency, one can observe these experts delving in to their 


respective areas trying to understand what is happening, how the 


emergency might be progressing, and how to best mitigate it. 


These findings are presented (usually rather frantically) to the 


other experts who update their own findings accordingly and then 


they are presented to the plant manager who must weigh and 


assess the findings and recommendations of each expert and make 


the call on what should be done at that moment in time. The 


Expert System (and its underlying “Team of cooperating 


Specialists”) was designed to mimic this collaborative approach to 


real-time situation assessment and decision-making. 


Since it is the Situation Assessment Specialists that provide the 


information fusion capabilities targeted for adaptation in the 


proposed framework, that domain will be described in more detail 


here.  


2.1.1 Findings 
The Knowledge Representation Scheme also introduces the 


notion that situational Findings be restricted to “Conditions,” 


“States,” or “Events.” Similarly, the Findings of a Behavior 


Specialist regarding the suitability of their assigned behavior are 


constrained to “Recommendations.” The motivation for these 


constraints is to allow for better management of the knowledge 


acquisition and validation process, to enable a smooth integration 


with the ontology (or vocabulary) to be used across the system of 


systems, and to add consistency to the reasoning process, without 


unduly restricting the system developer’s ability to adequately 


model the domain. 


Below are the working definitions and (non-exhaustive) examples 


of Conditions, States, Events, and Recommendations developed 


for this framework for use by the various Specialists: 


Condition: an independent, ongoing circumstance that can (in 


general) coexist with other conditions and whose value is simply 


“Present” or “Absent” (i.e., the condition can come and go over 


time and the goal is to determine the presence of the condition). 


The primary rule for when to classify a situational result as a 


Condition is that its absence is not of interest, so it need not be 


proven (said another way, its presence will be retracted at each 


decision-making cycle and it must then be re-proven). Examples 


include: 


• Close-Range-Obstacle 


• Excessive-Roll 


• Adjacent-Lane-Safe 


State: an abstract entity that can have only one of two or more 


enumerated values. The value of each State must be explicitly 


found in order for it to change. The enumeration may be 


prioritized (or one of its members be assigned as the default 


value) to resolve ambiguities. Examples include: 


• Mission-Mode is {Ahead-of-Schedule | Nominal | 


Behind-Schedule} 


• Mission-Goal is {Optimize-Speed | Optimize-Risk} 


• Mobility-Mode is {Low-Speed | High-Speed} 


• Terrain is {Smooth | Rugged | Very-Rugged} 


Event: a Boolean circumstance whose mere occurrence is of 


interest and may not be ongoing or still in effect (the rule for 


when to classify a Finding as an Event is that the occurrence of 


the event is what is of most importance). Its Truth-value should be 


associated with the point in time when the event occurred and an 


expiration time, after which the occurrence of the event is no 


longer relevant. Examples include: 


• Enemy-Fire-Detected 


• Air-Conditioning-Failed 


• Intersection-Became-Clear 


Recommendation: a special case of a State responsible for 


representing the suitability, appropriateness, or viability of a 


behavior. Examples include: 


• Passing-Behavior is {OK | Not Appropriate | Not Legal | 


Unsafe } 


• Roadway-Navigation-Behavior is {OK | Blocked | Stuck | 


Unsafe} 


Notice how each of these example Findings works in the 


following sentence template: “The <finding-name> is <finding-







  


Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Boca Raton, Florida, May 21-22, 2009                                        3 


value>.” This makes it possible to build a generalized explanation 


facility and natural language man-machine interface on the 


foundation provided by the APF. This idea could be extended to 


include the ability to query a Specialist to divulge its reasoning by 


putting the input values used in its determination into a similar 


sentence structure, such as “The <finding-name> is <finding-


value> because the <input-finding-1-name> is < input-finding-1-


value> and <input-finding-2-name> is < input-finding-2-value>.” 


To cite an AGV example, the explanation facility might report 


that “The Passing-Behavior is OK because the Legal-to-Pass-


Condition is Present and the Adjacent-Lane-Safe-Condition is 


Present and the Mission-Goal-State is Optimize-Speed.” 


“Not Yet Determined,” “Unknown,” and “Not Relevant” can also 


be defined as valid values available for Findings. These values 


would be used to inform downstream consumers of the special 


circumstances affecting the determination of the Finding. “Not 


Yet Determined” could be reported for cases where the Specialist 


has not yet begun execution, perhaps as the default value assigned 


by the constructor of the data structure used to hold the Finding. 


“Unknown” could be used for cases where a critical input to the 


Specialist is not available, making it unable to render a result of 


any kind. “Not Relevant” could be used when a certain 


combination of input values makes the Finding of no interest 


regardless of the outcome of the rule or algorithm used to produce 


it. For example, the Terrain Specialist might report that “The 


Terrain State is Not Relevant” if it realizes that the amphibious 


vehicle on which it is running was currently afloat. 


2.1.2 Situation Assessment Specialists 
The Knowledge Representation Scheme assumes that a variety of 


inputs will be available to a given Situation Assessment 


Specialist, including: 


• For simple sensors, raw sensor readings such as global 


position, speed, heading, roll, or pitch 


• Derived readings from those simple sensors such as rate-


of-change of position, heading, roll, or pitch 


• For complex sensors (e.g., vision, radar, lidar), extracted 


object data, such as object range, azimuth, elevation, or 


classification, and possibly speed and track of a moving 


object (the point being that Specialists are not designed to 


process raw imagery or signals from complex sensors); 


some complex sensors publish their own metadata (such 


as a camera reporting a whiteout or blackout condition) 


and that metadata can be used as input 


• Planning and control elements such as mission goal 


completion rate, cross-track error, or number of remaining 


waypoints 


• Findings of other Specialists 


It is this last bullet that enables the APF to provide its Information 


Fusion capability. Findings are aggregated and logically combined 


by downstream Specialists to produce Findings at a higher level 


of abstraction. 


During system design, as situations of interest are discovered, they 


are: 


• Given a unique and unambiguous name within its 


namespace 


• Given one or more Findings for which they are to be 


responsible 


Each Finding is classified as a Condition, State, or Event and the 


data appropriate for the class is determined 


Although the Conceptual Model depicts these Situation 


Assessment Specialists as independent entities (i.e., the logical 


view), they may in practice be distributed across the modules and 


components that make up the unmanned system’s software 


platform (i.e., the deployment view). 


2.2 Information Fusion Mechanism 
To support the operational phase, the APF calls for an 


asynchronous, iterative, forward-chaining reasoning mechanism 


and control strategy for propagating data into Findings into 


Recommendations into executed actions. This means that for a 


given Specialist, at whatever cycle rate it operates and on 


whatever processing module it inhabits, its inputs are updated and 


examined, the algorithm is executed, and its outputs are updated 


and published. Naturally, the control strategy supports appropriate 


hysteresis, or dampening, of changes in Findings to avoid 


thrashing in downstream consumers of those Findings. Even 


though the strategy is forward chaining in nature, the 


implementation may be event-driven by injecting an event handler 


into the input examination step such that it allows the module to 


exit if none of its inputs have changed. Also, the notion that 


Conditions always reset to “Absent” and must be re-proven to 


remain in effect helps ensure truth maintenance (at least for 


Conditions).  


The framework allows for use of either a centralized repository 


(e.g., a blackboard or knowledge store) as the source and sink of 


all information produced/consumed by the Specialists, or a 


decentralized messaging scheme (e.g., a publish/subscribe model). 


Further, the APF places no constraints on the method to be used 


by a given Specialist to produce its Findings, and thus, supports a 


hybrid architecture of various AI and conventional techniques 


(i.e., a given Specialist could be implemented as an Expert 


System, a Neural Network, a Bayesian Network, a tree search 


routine, a linear program, a database query, or a purely 


algorithmic program). 


2.3 Concept of Operation 
The operational goal of the Adaptive Planning Framework is to 


use the elements of the Knowledge Representation Scheme 


derived during the design phase to produce actionable, high-level 


decisions at run-time. These decisions, in turn, lead to vehicle 


behaviors that achieve a mission or a set of goals in light of the 


current situation. This is accomplished by allowing each 


Specialist to repetitively apply its rules and algorithms to produce 


its Findings. The concept of operation at the lowest level then is 


for each Specialist to gather and analyze inputs and produce 


results as quickly as possible (nominally targeted as 20 Hertz). 


These “local” Findings are immediately made available to the 


entities that need them, possibly for further refinement, in support 


of a planning or behavioral decision, or simply to report the 


Finding to human operator. Thus, the concept of operation at the 


vehicle level is that data, information, and earlier Findings are 


transformed into new Findings, which are in turn used to produce 


even newer Findings, to enable Behavior Specialists to provide 


Recommendations, and/or to affect decision-making. This concept 


is portrayed schematically in Figure 1. 
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Figure 1. Adaptive Planning Framework Conceptual 


Knowledge Flow 


Since these Specialists are likely to be executing on different 


computers, at different iteration rates, there could be instants in 


time where a Finding used by a Specialist is out of date by a 


fraction of a second. Such latencies and logical “noise” must be 


dealt with in the formation of the downstream components that 


use the Findings. 


2.4 Transmission of Findings 
Data marshalling can operate in one of two ways, depending on 


the underlying messaging architecture. If it is centralized, each 


Specialist is tasked with updating its Finding(s) in the knowledge 


store or blackboard whenever a value changes. Users of Findings 


are responsible for setting up “on-change” triggers in the 


knowledge store/blackboard to be given new values whenever the 


value of a Finding of interest is updated. This change-driven 


approach reduces both network traffic and component processing 


demands while maintaining an “arms-length” relationship among 


the various entities. In other words, there is no need for a 


producer to know who its consumers are and vice versa. While 


this approach offers simplicity, there is a performance tradeoff. It 


takes at least three time periods to deliver a new Finding to its 


consumer, one for the Specialist to send the new Finding to the 


repository, one for the repository to process it, and one for the 


repository to send the Finding to those who have signed up for it. 


This approach would be appropriate for applications whose 


individual components operate at iteration cycles much higher 


than that needed to assure sound operational performance. 


If a decentralized messaging architecture is used, then a 


subscription process must take place as each subscriber comes on 


line. Assuming that the Specialist that publishes the Finding is 


already up and running, the subscriber would ask the publisher to 


add them to their list of subscribers for that Finding. If the 


publisher is not operational, then the subscriber would have to 


periodically resend the subscription request. Once the publisher 


and subscriber have linked up, then the publisher will send 


updated information to the subscriber directly. This approach 


shortens the latency to a single time step since a “point-to-point” 


link has been established. The drawback of this approach is that 


either a priori knowledge of publishers must be known when the 


subscribing entity is designed, or the concept of operation must 


include a discovery process that enables subscribers to seek out 


entities that publish the Findings they need. 


3. Knowledge Representation Tools 
In order to standardize the content and the process for 


representing knowledge in the Adaptive Planning Framework, a 


collection of knowledge representation tools was devised in the 


form of structured Use Cases for Behaviors and Worksheet Forms 


for Findings and Decision Protocols. 


3.1 Behavior Use Cases 
Use Cases are utilized to define each distinct behavior in order to 


capture and manage the behavioral alternatives available to the 


Decision Broker. Example 1 shows a typical Behavior Use Case 


for a deliberative behavior. The elements of the form each capture 


a notion vital to the full and unambiguous definition of the 


behavior. The common name of the behavior should be included 


the title of the Use Case to create a unique title (e.g., “Open Area 


Navigation Behavior Use Case”). The Description field allows the 


designer of the behavior to convey the duties and goals of the 


behavior, along with any other background information that may 


be of importance to designers of other parts of the autonomous 


system, developers tasked with implementing the subject 


behavior, or team members asked to conduct a design review. The 


Assumptions field should contain any assumptions related to the 


vehicle, its environment, its operation, etc. that, if not satisfied, 


would obviate the suitability, stability, and/or safety of the subject 


behavior. The Constraints field captures the limitations and 


boundaries of the subject behavior in terms of what it must do or 


must not do. The Entry Conditions field enumerates items that 


must be in place before the behavior can take control of the 


vehicle, such as feeds from other components, confirmed control 


of other components, vehicle state, etc., whereas the Exit 


Conditions field enumerates the desired state of the vehicle and 


the subject behavior when it is being discontinued. Inputs/Outputs 


enumerate the data, information, Findings, and any other meta 


data consumed or produced by the subject behavior, respectively.  


The heart of the Use Case is the section containing the Steps 


required to execute the behavior once it is given control of the 


vehicle. The Steps are presented in a three-column format, with 


the first column simply numbering the steps to enable direct 


reference by other steps to support non-serial flow, such as 


branching and looping. The second column dictates the Action 


that should be taken at that step and will typically begin with a 


verb. The third column dictates the Contingency Actions(s) that 


should be taken in the event that the Action prescribed by the step 


fails or otherwise cannot be taken. This format allows the nominal 


flow of the behavior to progress down the middle column while 


the third column is reserved for off-normal paths. Since some 


steps are completely internal to the behavior, or present a very low 


to nonexistent risk of failure, the Contingency Action for a given 


step may be left blank.  


Example 2 shows a typical Behavior Use Case representing a 


reactive behavior. This type of Use Case is the same as the 


deliberative flavor except that the notion of a Behavior Model is 


added. The Steps are directed at basic “housekeeping” duties, 


such as successfully and safely starting up the behavior, and 


launching the production of the Behavior Model. The model 


follows a three-column approach for conveying the subsumptive 


nature of the reactive behavior. As such, each possible action 


available to the behavior is enumerated from highest priority to 


lowest with the Priority noted in the first column and the Action 


in the second. The Stimulus that will enable the Action to be 


executed is captured in the third column. The model is executed 


such that the highest priority Action whose Stimulus is satisfied is 


the action that is executed. Special consideration for hysteresis 
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and damping can be indicated such that action thrashing is 


avoided (e.g., once an action is allowed to execute, it must be 


allowed to continue for some minimum period of time, assuming 


that it is safe to do so, even if a higher priority action becomes 


available). Finally, the last row of every model should contain the 


action that should be taken when none of the stimuli are present. 


Note that if the behavior is responsible for generating a control 


signal (as opposed to a control intent), then preserving signal 


continuity and addressing drivability would be handled as a 


separate topic and not modeled as part of the Use Case other than 


perhaps being noted as an Assumption. 


3.2 Findings Worksheet 
The Findings Worksheet is used during the design process to 


define and manage the various Findings needed for an 


implementation of the framework. Example 3 shows a typical 


Findings Worksheet. The elements of the worksheet each capture 


a notion vital to the full and unambiguous definition of a Finding. 


A given Specialist will have one or more Findings and a Finding 


will have multiple Possible Values and its Type will be a 


Condition, State, Event, or Recommendation. A Findings 


Worksheet should be completed for each unique combination of 


Specialist and Finding slated for an implementation.  


The Rule(s)/Algorithm(s) section provides the crux of the 


definition of the Finding. An Element should be added for each 


way of determining each Possible Value of the Finding. Any case 


where more than one Possible Value can be reached must have an 


Element added that selects the one, final result for that case. The 


Comments column allows for entry of remarks that aid in the 


understanding or implementation of the associated Element. 


Comments are used for such things as explanation of terms and 


side effects, notation of configurable parameters (since a 


configuration change could affect reasoning), and connection to 


sources of inputs. 


The set of Findings Worksheets should be reviewed for 


cohesiveness, completeness, and ambiguity. To be considered 


cohesive, all of the Possible Values of all of the Findings should 


be used by some entity on the vehicle, such as another Finding or 


as a direct input to a software component. An exception can be 


made when a given Possible Value is included for completeness. 


For example, if “High” and “Low” were Possible Values of a 


State that were indeed used by other entities, it would be 


permissible (even desirable) to include “Nominal” even though no 


other entity ever used it. Conversely, if it turned out that only 


“High” were being used, then the set of Findings would become 


more cohesive by converting the State into a Condition whose 


high-value can be either Present or Absent.  


To be considered complete, every Possible Value must have a 


method for finding it. Recall that the default value for a Condition 


is “Absent” and that it will always report “Absent” if no rule or 


algorithm evaluates to “Present.” This truth maintenance strategy, 


while implicit, still qualifies as a method for determining 


“Absent” and thus, is sufficient when assessing the completeness 


of a Condition. Further, every data element or Finding value used 


as an input to a rule or algorithm must exist, be determinable, and 


be available to the Specialist executing the rule or algorithm. 


To be considered free from ambiguity, the collection of rules and 


algorithms that produce the Possible Values of a Finding must 


always produce a single result. For any case wherein more than 


one result could be produced, additional logic must be added in 


order to choose the single, final result. It is permissible for there 


to be multiple ways to reach the same result, as long as there is a 


valid, situational reason for the added complexity (this style of 


reasoning is usually equivalent to establishing an “OR” 


relationship between the multiple paths to the same result). 


If the set of Findings is cohesive, complete, and free from 


ambiguity, there will be a continuous, distinct, mappable chain 


from the raw data and information used by the Findings, through 


the set of Findings, and out to the ultimate consumers of the 


Findings. 


3.3 Decision Protocol Worksheets 
Protocol Worksheets are used to define each of the distinct actions 


that could be taken by the Decision Broker. There will typically 


be a pair of Protocols for each behavior, one for transitioning to it 


and one for transitioning out of it. In addition, a single, 


“executive” Protocol is needed for monitoring and orchestrating 


the behavior selection process. Example 4 shows a typical 


Decision Broker Protocol Worksheet. The elements of the 


worksheet each capture a notion vital to the full and unambiguous 


definition of the Protocol. A unique Name should be selected for 


the Protocol and its Goal field should convey the intent and 


purpose of the Protocol, along with any other background 


information that may be of importance to designers of other parts 


of the autonomous system, developers tasked with implementing 


the subject Protocol, or team members asked to conduct a design 


review. The Assumptions field should contain any assumptions 


that, if not satisfied, would obviate the subject Protocol. Any data, 


information, Findings, or any other meta data needed by the 


Protocol should be added to the Input Parameters field. The Entry 


Conditions field enumerates items that must be in place before the 


Protocol can begin execution, such as feeds from other 


components, confirmed control of other components, vehicle 


state, etc., whereas the Exit Conditions field enumerates the 


desired state of the vehicle and the subject Protocol when exiting 


it. Since Protocols often deal with waiting times and speed 


parameters, the worksheet provides for a default Wait State 


Timeout period, which indicates how long a standard Wait action 


should be, and a default Speed Tolerance, which indicates how 


exact a speed threshold must be (especially vital when the 


Protocol calls for a velocity of 0 mps).  


As with the Use Cases, the heart of the Protocol is the section 


containing the Action Steps and Contingency Steps. However, the 


entries for these steps should be limited to one of the defined 


fundamental action types that were discussed earlier in this 


Chapter (there are currently seven of them). The sequencing of the 


Action Steps provides a script for the nominal path for achieving 


the Goal and Exit Conditions. The Contingency Steps provide a 


script for dealing with off-normal conditions and should be 


invoked when their associated Action Step fails or cannot be 


taken. If an Action Step has little or no risk of failure, then its 


Contingency Step may be left blank. 


4. JAUS-FRIENDLY MESSAGING 


ARCHITECTURE 
In order for a Specialist to publish its Findings to its subscribers, a 


JAUS-compatible messaging mechanism was needed. This was 


accomplished by introducing the concept of Meta Data and 
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incorporating a set of messages and supporting data structures and 


utility functions into the CIMAR JAUS library. 


Although the driver for a Meta Data implementation for the 


Adaptive Planning Framework was the transmission of Findings, 


this implementation addresses broader team needs to marshal 


other types of information and data among the various 


components. Specifically, the Meta Data message set described 


here can be used for any data that needs to be transmitted from 


one component to another. However, its intended use is for data 


not already included in an existing JAUS message.  


4.1 JAUS-based Meta Data Message Set  
The decision was made to use the publish/subscribe design pattern 


(as opposed to a centralized knowledge store) because this was 


more in keeping with how other repetitive information is 


distributed in JAUS (historically referred to as JAUS Service 


Connections). Thus, in addition to a message for transmitting the 


Meta Data (“Report Meta Data”), two additional “subscription” 


messages were required (“Meta Data Changed Event Setup” and 


“Meta Data Changed Event Confirmation”). The setup message is 


sent by the “subscriber” component to the “publisher” component 


asking it to start (or stop) sending its Meta Data. The publisher 


then adds the subscriber to its list of components to which it sends 


Meta Data and replies to the subscriber with the confirmation 


message. From that point forward, the publisher compiles a 


Report Meta Data message whenever its Meta Data has changed 


significantly (as determined by the designer of the publishing 


component) and sends it to all of the components on its subscriber 


list.  


The Report Meta Data message was crafted to be powerful and 


flexible, which also required its design to be rather complex. 


Specifically, the message had to be designed to package a flexible 


number of Meta Data Elements and to accommodate an 


assortment of valid JAUS data types. The number of data 


elements is handled by using the first field in the message to 


indicate the number of Meta Data Elements to expect in the 


remainder of the message. Each Meta Data Element requires four 


fields to fully convey its current information, so the first field tells 


the message parser or packer how many sets of four to process.  


The issue of flexible data types contained within the message was 


addressed by extending the notion of JAUS Type Codes that was 


introduced by the JAUS Working Group as part of a series of 


multi-organizational experiments. One of the goals of these 


experiments was to enable payload components to autonomously 


disclose to a third-party (arm’s length) Operator Control Unit how 


to display information from and send commands to it. This led to 


the development of the Variant type for use in a JAUS message. 


With this approach, the current value of a Meta Data Element is 


conveyed via two fields in the message: the Data Type Code field 


that uses a single byte to enumerate which of the defined Type 


Codes applies to the data value that is to follow, and the Value 


field, whose data type is Variant, indicating that the Data Type 


Code field must be referenced in order to determine its true type 


and, thus, its field size. This technique allows for a Report Meta 


Data message to contain data of any permissible type, arranged in 


any combination, and assembled extemporaneously by the 


publishing component and correctly parsed by the subscriber.  


In addition to the Data Type Code/Value pair, each Meta Data 


Element also includes its Name as a NULL-terminated string and 


a Time Stamp as an unsigned integer whose bit field interpretation 


is prescribed by the JAUS Reference Architecture. One restriction 


on the use of the Meta Data message set is that, by agreement 


among the component designers (i.e., there is no enforcement in 


the software), the component ID combined with the Meta Data 


Element name must be unique within the domain or namespace. 


While there are schemas and approaches for automating this 


constraint, such were not pursued for this implementation. 


4.2 Extensions to the Messaging 


Infrastructure  
In order to support the messages described in the previous section, 


the original JAUS-based messaging infrastructure had to be 


extended to incorporate the notions of Meta Data and the Variant 


data type, as well as to manifest the new messages themselves. To 


that end, the Reference Implementation required the design, 


development, and testing of five software modules within the 


CIMAR JAUS library code base.  


The jausVariant type was introduced by first defining the 


allowable JAUS Type Codes to be implemented. The enumeration 


published by the JAUS Working Group [Working Group 


Document JAUS-OPC 2005] to support its interoperability 


experimentation was reviewed and adopted. Next, a JausVariant 


data structure was devised that encapsulates both the Type Code 


and the appropriately typed data value (using a C union of all of 


the valid data types). The String data type is a special case in that 


the data stored in the stringValue element of the structure is 


actually a pointer to the string rather than the string itself. Finally, 


three utility functions were incorporated to support the use of the 


jausVariant data type in JAUS messages: one that creates a new, 


empty JausVariant structure, one that packs up an existing 


JausVariant structure into a serialized byte stream ready for use in 


a JAUS message, and one that parses a serialized byte stream 


extracted from a JAUS message and uses it to populate a 


JausVariant structure. Next, two more data structures were 


defined: one for representing a Meta Data Element and one for 


holding a collection of Meta Data Elements. A Meta Data 


Element represents a single unit of Meta Data (for purposes of the 


Adaptive Planning Framework, this is equivalent to saying that a 


Meta Data Element represents a distinct Finding of a distinct 


Specialist).  


Since components will likely have to support multiple Meta Data 


Elements, the notion of a Meta Data Element collection evolved 


and a Meta Data structure was devised. This was accompanied by 


a method for uniquely identifying Meta Data Elements and 


disambiguating different components using the same Meta Data 


Element.  


5. THE APF IN DARPA URBAN 


CHALLENGE 
The Adaptive Planning Framework was used to form the core of 


the Intelligence Element of the Urban NaviGator architecture 


fielded by Team Gator Nation in the DARPA Urban challenge. 


This implementation is provided as an example of how the APF 


isused to support complex autonomous operation of an Unmanned 


Ground Vehicle. 
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5.1 Architectural Context 
Example 5 is provided in order to observe how the Adaptive 


Planning Framework fits in to the overall solution architecture of 


an autonomous unmanned vehicle. Note how it bridges the gap 


between the output of the Perception Element and the input of the 


Control Element by determining which of the possible behaviors 


should be controlling the vehicle at any given time. 


Some representative Findings categories are shown along with 


their representative Specialists whose job is to render and publish 


them. 


5.2 Behaviors 
The Urban NaviGator is programmed with six primary behavior 


modes. A corresponding behavior specialist constantly evaluates 


the appropriateness of its behavior mode and publishes its 


Findings to the Decision Broker. The Decision Broker includes 


these Findings as it determines which mode will have operation of 


the vehicle. 


5.2.1 Roadway Navigation 
The Roadway Navigation behavior is the primary driving 


behavior deriving commands to be sent to the vehicle actuators 


with the objective of lane following. This behavior allows the 


vehicle to navigate the roadway within the lines of its desired lane 


while maintaining a safe following distance behind any vehicles 


ahead and avoiding obstacles. 


5.2.2 Open Area Navigation 
Open area navigation is a behavior only needed in special 


circumstances during the Urban Challenge event. This behavior 


allows the vehicle to move towards a goal location without 


striking any object, while avoiding any rough terrain. This is in 


effect the only behavior mode that was required in the 2005 


DARPA Urban Challenge. It was useful in the Urban Challenge 


when the vehicle was in an open area such as a parking lot prior to 


performing an actual parking maneuver. 


5.2.3 Change Lane Maneuver 
The change lane maneuver is used in passing situations or in cases 


where the vehicle must change lanes in a multi-lane road in order 


to pass through a mission goal point. The behavior will constrain 


the vehicle to remain within the lane boundaries of the new lane. 


5.2.4 Reverse Direction 
This behavior is called whenever it is determined that the current 


lane is blocked and there is no alternate clear lane available for 


passing. It will also be applicable in cases where the vehicle has 


entered a “dead end” road that it must “escape” to reach a mission 


goal point. 


5.2.5 Intersection Traversal 
The intersection traversal behavior is applicable when the vehicle 


enters the vicinity of an intersection. This is one of the most 


complicated behavior modes in that the system must rely on a 


series of situation assessment specialists to safely navigate the 


intersection. This behavior mode must handle queuing, stopping 


at the stop line, determining right of way, and ultimately traveling 


through the intersection while avoiding other vehicles. 


5.2.6 Parking Lot 
This behavior deals with the requirements of the parking lot 


scenario where precise motion is necessary. When the vehicle 


approaches the vicinity of an assigned parking space, precise path 


planning is initiated to align the vehicle as required. Situation 


assessment specialists monitor the near surroundings of the 


vehicle to center the vehicle in its parking space while avoiding 


any static or dynamic objects. 


6. APF FIELD RESULTS 
The DARPA Urban Challenge event was held on November 7, 


2007 and an implementation of the APF that roughly follows the 


examples described here was running on the vehicle, managing 


the situation assessment and behavioral decision-making on the 


Urban NaviGator. Based on an analysis conducted by the team 


after the vehicle failed to pass the grueling National Qualification 


Event, it was determined that the adaptive planning framework 


correctly managed the system’s behavior with respect to the 


sensed scenarios [5].  


The primary contribution of the framework described here is the 


ability to methodically capture at design-time and apply at run-


time the situational and behavioral knowledge necessary to 


transform perception results into actionable decisions. Also of 


value was demonstrating that this could be accomplished in a 


JAUS-compatible fashion. 
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 Example 1. Open Area Navigation Behavior Use Case (Deliberative) 


Description: The focus of this behavior is finding the most navigable obstacle-free terrain in the general direction of the goal; it has no 


understanding of lanes or lane markings, so it will tend to take the center of the road surface (note that this behavior was originally 


designed for use on one-way, often off-road, situations).  


Assumptions: A drivable surface exists. The NAVIGATOR vehicle is the one being controlled. A Traversability Grid is available.  


Constraints: Obey the speed limit, avoid obstacles, and minimize ‘cost’. The planning behavior must continue to operate while the 


component is in the STANDBY State.  


Entry Conditions: GPOS connection, VSS connection, SARB connection, PD Current Wrench connection, PD Current Status connection, 


Control of the PD, Valid Path File  


Exit Conditions: Final goal node achieved (see Step 8).  


Inputs Consumed:  


Report Global Position message (from GPOS)  


Report Velocity State message (from VSS)  


Report Traversability Grid message (from SARB)  


Report Wrench Effort message (from PD)  


Report Discrete Devices (Gear) message (from PD)  


Report Component Status message (from PD)  


Path File (non-JAUS)  


Resume/Standby messages (from SSC)  


Outputs Produced:  


Assume Control of PD message  


Set Wrench Effort message (to PD)  


Set Discrete Devices (Gear) message (to PD)  


Report Component Status message (RN to SSC)  


Report Traversability Grid message (info only, not 


used for control/behavior)  


 


 


Steps for Roadway Navigation Behavior:  


Step # Action Contingency Action 


1  Verify required Service Connections and Take Control of PD  Go to EMERGENCY State and attempt to reinitialize  


2  Verify PD is in READY State  Go to STANDBY State  


3  Roll Grid and set new Current Vehicle State (x, y, yaw, speed, φ 


effort, goal row/column) 


 


4  Calculate desired speed and φ effort  


5  Verify goal node is in bounds  Stop the vehicle (Set desired speed to 0 m/sec)  


6  Copy SARB input grid into RD planning grid and dilate cell 


values so that each cell takes on the worst value of its neighbors 


 


7  Verify cell value of current position is not 0 or 2 (Out Of 


Bounds or Absolutely Non-traversable)  


Set OOB/Collision status to TRUE; if current speed < 


Minimum Allowed Speed, set Stuck status to TRUE  


8  Verify that there are path segments remaining in the path file  EXIT CONDITION MET: Stop the vehicle  


9  Verify desired speed is greater than Minimum Allowed Speed  Apply the Receding Horizon algorithm with the desired 


speed = Minimum Allowed Speed (to get the best 


steering angle), but then set the desired speed to 0 


m/sec; GOTO Step 12  


10  Apply Receding Horizon algorithm  Determine best φ effort (in spite of failure to find a 


viable solution) and set desired speed to a lower value 


for the next iteration (Note: this will gradually bring the 


vehicle to a stop if success is not achieved)  


11  Determine command speed (min of DARPA Speed Limit, SSC 


max speed, RH-determined desired speed) 


 


12  Determine (dampened) command φ effort  


13  Convert command speed and command φ effort into Wrench  


14  Send wrench to PD  


15  Send TG to visualize  


16  Repeat (go to Step 1)  
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Example 2. n-Point Turn Behavior Use Case (Reactive) 


Scenario Description: This behavior is used by the Decision Broker to reverse the direction of the vehicle when an erstwhile navigable 


route becomes blocked, causing the Mission Planner to place a goal node behind the vehicle. This scenario will stay in effect until it either 


solves the problem (thereby allowing the Decision Broker to reenter normal operations) or cannot move for an extended period.  


Assumptions: This Use Case applies to situations that cannot be solved by the more sophisticated behaviors. There will be some 


mechanism available on the vehicle to discern where the boundaries of the drivable surfaces are located, either by sensing a curb, sensing a 


painted line, interpreting a priori data, etc.  


Constraints: This behavior is targeted to be Reactive, so the intrinsic behaviors (e.g., obey the speed limit, avoid obstacles, and minimize 


‘cost’) do not apply. This entire Use Case is only valid while n-Point Turn Behavior Specialist reports that nPTRecommendation = OK. 


The vehicle must be stopped when changing gears. A given Action should remain in effect for a configurable number of seconds (as long 


as it is safe), even if a preferred Action becomes available to avoid thrashing between actions.  


Entry Conditions: The vehicle is stationary.  


Exit Conditions: The vehicle is stationary.  


Inputs Consumed:  


Close Range Safety Findings (Meta Data)  


Report Velocity State message (from VSS)  


Report Wrench Effort message (from PD)  


Report Discrete Devices (Gear) message (from PD)  


Report Component Status message (from PD)  


Resume message (from SSC)  


Standby message (from SSC)  


Outputs Produced:  


Assume Control of PD message (to PD)  


Set Wrench Effort message (to PD)  


Set Discrete Devices (Gear) message (to PD)  


Report Component Status message (nPT to SSC) 


 


  


Steps for n-Point Turn Behavior: 


Step # Action Contingency Action 


1  Verify required Service Connections and Take Control of PD  Go to EMERGENCY State and attempt to reinitialize  


2  Verify PD is in READY State  Go to STANDBY State  


3  Apply Reactive Behavior Model   


Reactive Behavior Model for n-Point Turn Behavior: 


Priority Action Stimulus 


1  Drive forward, full-left at Minimum Travel Speed  while forwardLeftSafeCondition is Present  


2  Drive reverse, full-right at Minimum Travel Speed  while reverseRightSafeCondition is Present  


3  Drive reverse, straight at Minimum Travel Speed  while reverseStraightSafeCondition is Present for up to 15 


meters (configurable) 


4  Stop - wait for 5 seconds (configurable) before reentering 


Action 3  


while no Stimulus is Present (monitor for any available 


Stimulus)  
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Example 3 – Example Findings Worksheet 


Specialist: Navigation Behavior 


Finding: Passing-Behavior      Type: Recommendation 


Possible Values: OK | Not Appropriate | Not Legal | Unsafe 


Rule(s)/Algorithm(s):  


Element Comments 


IF Adjacent-Lane-Safe-Condition = Present AND 


Legal-to-Pass-Condition = Present AND 


Mission-Goal-State = Optimize-Speed 


THEN : Passing-Behavior = OK 


Testing this rule first will make the system slightly 


more responsive and it will fail through to the next 


rule if unsafe 


IF Adjacent-Lane-Safe-Condition = Absent 


THEN : Passing-Behavior = Unsafe 


No need to check legalities or mission goal 


IF Adjacent-Lane-Safe-Condition = Present AND 


Legal-to-Pass-Condition = Absent 


THEN : Passing-Behavior = Not Legal 


No need to check mission goal 


IF Legal-to-Pass-Condition = Present AND 


Adjacent-Lane-Safe-Condition = Present AND 


Mission-Goal-State = Optimize-Risk 


THEN : Passing-Behavior = Not Appropriate 


NOTE: need to add a 5th rule to cover any the case 


where any of the inputs are unknown, return 


“Unsafe” 
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Example 4. Decision Broker Protocol Worksheet  


Name of Protocol: Transition to n-Point Turn Behavior  


Goal of Protocol: Cause the vehicle to safely begin executing its n-point turn behavior  


Assumption(s): This protocol will enter from and return to the Executive Behavior; entering the Ready state requires successfully taking 


control of the JAUS Primitive Driver  


Input Parameter(s): Travel Speed, nPT Behavior Specialist’s Findings, nPT Component Status  


Entry Conditions: The vehicle should be fully stopped and SSC has control of the NPT behavior  


Exit Conditions: The vehicle should be fully stopped  


Wait State Timeout: 1 second  


Travel Speed Tolerance: 0.05 mps  


Protocol:  


Action Steps Contingency Steps 


1. Verify current speed = 0 mps  


2. Verify nPT Specialist reports nPTRecommendation = OK  


3. Place nPT into Ready State  


4. Verify nPT is in Ready State  


5. Exit this Protocol  


Set Travel Speed = 0 and Wait  


Wait, Exit Protocol if Action Step still not satisfied  


 


 


Wait, Place nPT into Ready State  
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Example 5. The APF applied to the Intelligence Element of the Team Gator Nation Urban NaviGator for DARPA Urban Challenge 
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ABSTRACT
An important problem in computer vision is to determine
the orientation of a rigid body in an image. This can
be accomplished by matching points or line segments that
naturally appear on the object. Several elegant and com-
putationally fast algorithms based on the singular value
decomposition and quaternions have been introduced to
solve this problem. In this article, the authors first examine
the important special case of identifying the attitude of
2D objects and introduce a particularly elegant solution
based on the mathematical structure of the complex plane.
Motivated by this simple solution to the 2D case, a new
derivation of the 3D case based on the polar decomposition
is presented. This derivation is in many ways more natural
than previous derivations, particularly when the model and
data contain no noise.


Keywords
Absolute orientation, least squares, polar decomposition.


1. INTRODUCTION
A fundamental problem in computer vision is the determi-
nation of the orientation of a rigid object. An effective
approach to this problem is to match a set of points on
the object with the corresponding points on a model. In
particular, the following mathematical problem appears in
a number of references [1]-[6].


Two point sets {ai} and {bi} of N vectors in the plane or
in 3-space are related by


bi = Rai + t + ni (1)


where R is a rotation matrix, t is a translation vector, and
ni is a noise term. The set {ai} corresponds to the location
of several specified points on a model of the object while
{bi} represents the corresponding points on the object in
an image. The goal is to determine R and t to minimize


F (t, R) =


N∑
i=1


‖bi − (Rai + t)‖2 (2)


where ‖·‖ is the standard 2-norm. The vector t and rotation
matrix R represent the location and orientation of the object
in the image. The problem of matching line segments,
although more complicated, results in essentially the same
type of optimization problem [2].


Several approaches to this problem have been described in
the literature including matrix-based solutions such as the


singular value decomposition (SVD) [1]-[3] and quaternion-
based solutions [4],[5]. In the next section, we introduce
a new proof for the 2D case based on simple properties of
complex numbers. In particular, it is shown that the solution
for the orientation of the object is given by the polar form
of a particular complex number. In Section 3, this solution
motivates a natural solution to the general 3D problem
based on the polar decomposition of a particular matrix. In
fact, the polar decomposition is the obvious solution when
no noise is present in the problem. After solving for the
case when there is noise in the data, we provide a new proof
that the same solution holds when there is noise in both the
model and the data. Lastly, conclusions appear in Section
4.


2. SOLVING THE PLANAR CASE USING
THE COMPLEX PLANE


A popular solution to the orientation problem is based
on the singular value decomposition (SVD). However, as
one would expect, the much simpler 2D case does not
require the sophistication of an SVD, not only because of
the smaller dimension size, but more importantly, because
of the commutativity of the rotation operation. In this
case, it is convenient to formulate the problem in terms


of complex numbers. Suppose that a =
[


ax ay


]T
and


b =
[


bx by


]T
are vectors in the plane. If we write these


vectors in complex number notation as a = ax + jay and
b = bx + jby, then the inner product a ·b of the two vectors
is given in complex number notation as Re(a∗b) where a∗


denotes the complex conjugate of the complex number a
and where Re(z) denotes the real part of z. Furthermore,
the norm squared ‖a‖2 of the vector a is given by |a|2 = a∗a,
and the rotation matrix corresponding to a counterclockwise
rotation of θ radians is given by the complex number ejθ.
Based on this formulation, the goal is to minimize the
objective function


F (t, ejθ) =
1


N


N∑
i=1


|bi − (ejθai + t)|2 (3)


where the complex number t and the real number θ ∈
[0, 2π) represent the position and orientation of the object,
respectively. Since determining the optimal t0(θ) for a given
θ is a routine least squares calculation, we merely state the
result that


t0(θ) = b̄− ejθā (4)


2009 Florida Conference on Recent Advances in Robotics, FCRAR 2009 Boca Raton, Florida, May 21 - 22, 2009







where b̄ = 1
N


∑N
i=1 bi and ā = 1


N


∑N
i=1 ai. We define ãi =


ai − ā and b̃i = bi − b̄ and say that {ãi} and {b̃i} are the
unbiased versions of {ai} and {bi}, respectively. It then
follows that


F (t, ejθ) = 1
N


∑N
i=1 |b̃i − ejθãi|2


= 1
N


∑N
i=1


[
|b̃i|2 + |ãi|2 − 2Re((b̃i)


∗ejθãi)


]
.


(5)


Since 1
N


∑N
i=1


[
|b̃i|2 + |ãi|2


]
is fixed by the data, we want


to maximize Re


[(
1
N


∑N
i=1(b̃i)


∗ãi


)
ejθ


]
with respect to θ,


which is clearly achieved by choosing


θ = − arg


( N∑
i=1


(b̃i)
∗ãi


)
= arg


( N∑
i=1


ã∗i b̃i


)
(6)


where arg(z) denotes the argument of the complex number
z and has range [0, 2π). The location and orientation of the
object is then given by (4) and (6), respectively.


Another approach, that will serve as a guide in the next
section to solve the 3D case, is to write


F (t, ejθ) = 1
N


∑N
i=1


[
|b̃i|2 + |ãi|2


]
− 2Re(c∗ejθ)


= 1
N


∑N
i=1


[
|b̃i|2 + |ãi|2


]
− |c|2 − 1 + |c− ejθ|2


(7)


where c = 1
N


∑N
i=1 ã∗i b̃i. We thus want to minimize |c−ejθ|2,


which is clearly achieved by θ = arg(c) or, equivalently, θ =


arg


( ∑N
i=1 ã∗i b̃i


)
.


3. SOLVING THE GENERAL CASE USING
THE POLAR DECOMPOSITION


A popular approach to solving the 3D case is based on
quaternions [4], [5]. While quaternions are a generalization
of complex numbers, the complex number approach of
the previous section more naturally leads to a matrix
solution based on the polar decomposition. We begin by
reformulating the problem in matrix notation by letting
A =


[
a1 · · · aN


]
, B =


[
b1 · · · bN


]
, and N =[


n1 · · · nN


]
. Equation (1) then becomes


B = RA + teT + N (8)


where e =
[


1 · · · 1
]T


. The optimization problem then
becomes to minimize


F (t, R) = ‖B − (RA + teT )‖2F (9)


subject to R being a rotation matrix where ‖ · ‖F denotes
the Frobenius norm, which is given by the square root of the
sum of the squares of the matrix elements.


3.1 The Noise-free Case
We first examine the simplest possible case, i.e., when no
noise is present. In this ideal case, we have an exact equality,
which can be written in matrix form as


RA + teT = B (10)


where e =
[


1 · · · 1
]T


. The translation term t can be


found by post-multiplying (10) by 1
N


e to obtain


t = b̄−Rā (11)


where ā = 1
N


∑N
i=1 ai and b̄ = 1


N


∑N
i=1 bi. Writing Ã =


A−āeT and B̃ = B−b̄eT , we have RÃ = B̃ or, equivalently,
ÃT RT = B̃T . Lastly, pre-multiplying both sides by Ã gives


ÃÃT RT = ÃB̃T . (12)


We assume that the 3× 3 matrix ÃB̃T has full rank. Then
the unique polar decomposition of ÃB̃T = PQ is given by
the left hand side of (12) where P = ÃÃT is positive definite


and Q = RT is an orthogonal matrix. Since P = ÃÃT is
positive definite, it follows that the determinants of ÃB̃T


and Q have the same sign so that R = QT is a rotation
matrix if and only if det(ÃB̃T ) > 0. If det(ÃB̃T ) < 0,
then R is a reflection matrix and the orientation problem is
ill-defined.


The polar decomposition is a natural solution to the problem
when no noise is present. Before continuing to the more
general case, we observe that the solution is particularly
simple when Ã has the property that ÃÃT = kI. In that
case, we merely scale ÃB̃T to obtain an orthogonal matrix.
An example of this occurs when the columns of A correspond
to the vertices of a platonic solid. Unfortunately, choosing
a data matrix so that Ã has this property may result in a
numerically unstable solution when noise is present.


3.2 Noise in Only the Data
We now return to the problem formulated in (9), which can
be rewritten as


F (t, R) = ‖teT − (B −RA)‖2F . (13)


The optimal solution for t for a fixed rotation matrix R is
given by the pseudoinverse solution


t = (B −RA)(eT )+ =
1


N
(B −RA)e (14)


so that it follows that t is once again given by (11).
Substituting this expression into (13) gives


‖RÃ− B̃‖2F = ‖Ã‖2F − 2tr(B̃T RÃ) + ‖B̃‖2F
= ‖Ã‖2F + ‖B̃‖2F − 2tr(ÃBT R).


(15)


Applying the slip-in/slip-out method, we can write our
objective function as


‖RÃ− B̃‖2F = ‖Ã‖2F + ‖B̃‖2F − ‖ÃB̃T ‖2F − ‖R‖2F
+‖ÃB̃T ‖2F − 2tr(ÃBT R) + ‖R‖2F


= ‖Ã‖2F + ‖B̃‖2F − ‖ÃB̃T ‖2F − n


+‖ÃB̃T −R‖2F .
(16)


Note the similarity of (16) with (7). The first four terms
in the last equality of (16) are independent of R, so our


problem becomes the optimization of ‖ÃB̃T −R‖2F .


Note the special structure of this final version of the
optimization problem. We seek an orthogonal matrix that is
closest to the 3×3 matrix ÃB̃T . More generally, we consider
the problem of determining


U0 = arg min
U∈O(n)


‖M − U‖F (17)
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where M is an n×n full rank matrix. We solve this problem
by first examining two special cases. First, suppose M is a
diagonal matrix: M = diag(d1, . . . , dn). Then


‖M − U‖2F = ‖D − U‖2F
= ‖D‖2F + ‖U‖2F − 2tr(DU)


=


n∑
i=1


d2
i + n− 2


n∑
i=1


diuii. (18)


Since
∑n


i=1 d2
i and n are fixed, we need to maximize∑n


i=1 diuii. Since −1 ≤ uii ≤ 1, we have that
∑n


i=1 diuii ≤∑n
i=1 |di| and it follows that U0 = diag(sgn(d1), . . . , sgn(dn)) ∈


O(n). Furthermore, if D is positive definite, i.e., if di > 0
for i = 1, . . . , n, then U0 = I.


For our second case, suppose that M is symmetric. Then
we can write M as M = V DV T where V ∈ O(n) and D =
diag(d1, . . . , dn). We then have


‖M − U‖F = ‖V DV T − U‖F = ‖D − V UV T ‖F (19)


where the second equality in (19) follows from the fact
that the Frobenius norm is invariant under pre- and post-
multiplication by orthogonal matrices. By the first case, it
follows that the optimal U0 ∈ O(n) is given by V T U0V =
diag(sgn(d1), . . . , sgn(dn)), i.e., the optimal orthogonal ma-
trix is given by U0 = V diag(sgn(d1), . . . , sgn(dn))V T . For
the important case when M is symmetric positive definite,
this becomes U0 = I.


We are now ready for the general case when M is an
arbitrary full rank n×n matrix. In this case, we can write M
in its polar form: M = PQ where P is symmetric, positive
definite and Q ∈ O(n). Then ‖M − U‖F = ‖PQ − U‖F =
‖P − UQT ‖F , which is minimized over U ∈ O(n) by the
orthogonal matrix U0 where U0Q


T = I, i.e., U0 = Q.


We thus conclude that the optimal solution for determining
the orientation of the object in question is given by the
orthogonal matrix R = QT where PQ is the unique polar
decomposition of ÃB̃T . We note that when the polar
decomposition has been mentioned in the literature as a
solution, it has primarily appeared as an afterthought of
the SVD solution. While these solutions are arguably
equivalent, the SVD solution does not appear to be as
natural as the polar decomposition solution. It is important
to note once again that R is a rotation matrix if and only if
det(Q) = 1; otherwise, R is a reflection matrix.


3.3 Noise in Both the Model and Data
We next examine the case when there is noise in both the
model and the data. In particular, we consider the following
problem described in [6], given here with slightly different
notation. Suppose we have two sets of N noisy observations
given by two 3 × N matrices A and B. We assume that
the correspondence problem has already been solved so that
the corresponding points are in the same order in A and
B and that the translation of the object has already been
determined. Our problem then is to find a rotation matrix
R and perturbations δA and δB which satisfy


R(A + δA) = B + δB (20)


such that ‖δA‖2F + ‖δB‖2F is minimized. The perturbations
δA and δB correspond to noise in the model and data,


respectively. This problem, presented in slightly different
notation, was solved by Goryn and Hein in [6], but the
solution presented there relies heavily on the introduction of
some non-obvious substitutions. We present a more natural
and intuitive derivation. We begin by first noting that unlike
δB, the term δA appears in (20) as RδA, suggesting that
it may be better to rewrite the cost function as ‖δA‖2F +
‖δB‖2F = ‖RδA‖2F +‖δB‖2F , where equality follows from the
fact that R is orthogonal. Next, equation (20) can be written
as RδA − δB = −(RA − B). We thus want to minimize
‖RδA‖2F + ‖δB‖2F subject to RδA− δB = −(RA−B).


The scalar version of the preceding problem statement
suggests a solution to this constrained optimization problem.
In the scalar case, we want to minimize x2 + y2 over
the scalars x, y, z subject to the constraint ax + by =
f(z) where f(z) = −cz + d and where a, b, c, d are fixed
parameters. Geometrically, for a fixed z, the constraint can
be interpreted as the equation of a line and the optimal
solution over x, y would then correspond to the point on
that line which is closest to the origin. We then want to
choose z to place the line as close to the origin as possible,
which is achieved by minimizing |f(z)| = |cz − d|. Once
this is done, the optimal x and y can be determined. This
suggests minimizing the norm of RA − B in the non-scalar
case.


We now present a formal derivation of the solution for the
non-scalar case. The constraint (20) in the general case can
be written in matrix notation as


[
1√
2
I −1√


2
I


] [
RδA
δB


]
=
−1√


2
(RA−B) (21)


where the 1/
√


2 term is included so that the rows of the
matrix on the left are not only mutually orthogonal, but are
also normalized. This suggests augmenting the matrix so
that it becomes orthogonal:


1√
2


[
I −I
I I


] [
RδA
δB


]
=


1√
2


[ −(RA−B)
RδA + δB


]
. (22)


Since the Frobenius norm is invariant under multiplication
by orthogonal matrices, we have that the cost function
‖δA‖2F + ‖δB‖2F is given by


‖RδA‖2F + ‖δB‖2F =
1


2
‖RA−B‖2F +


1


2
‖RδA + δB‖2F , (23)


which is clearly minimized by setting δB = −RδA and
minimizing ‖RA − B‖2F over the family of orthogonal
matrices R so that R is determined in the same manner
as before.


4. CONCLUSION
In this article, we have presented the polar decomposition
as the natural method for solving the absolute orientation
problem. Previously, the polar decomposition approach was
mentioned in the literature as merely an afterthought of the
SVD approach. The polar decomposition method for the
3D case was motivated by a complex number approach to
the 2D case, which is interesting in its own right. Lastly,
we have provided a simpler and more natural proof that the
same solution also holds for a noisy model.
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ABSTRACT
The Ocean Engineering department at Florida Atlantic


University (FAU) has designed and constructed a student


AUV platform, AUDREY, for entry in the 2008 AUVSI


Autonomous Underwater Vehicle Competition. The vehicle


is capable of multi-degree of freedom motions: surge, heave,


pitch, roll, and yaw. Its existing four 8-bit micro-controllers


are interfaced to each other in a strategic architecture for real-


time low-level sensing and actuator control. However, due to


lack of available processing power and memory resources in


these micro-controllers, it is not possible to perform


mathematically intensive computation (e.g. sensor fusion) for


more robust sensing perception capability and to dramatically


improve control behaviours (e.g. hovering, docking). A


500MHz ARM Single Board Computer (SBC), running a


Linux operating system, has been integrated to complement


the existing micro-controllers to form a hybrid architecture.


The existing hardware and software architecture are presently


under-going major upgrades to realize these improvements.


In this paper, the new hardware and software architecture,


which allows dramatic improvements to be made to the


controllability of the vehicle, will be presented.


KEYWORDS
AUV, software architecture, control.


1.  INTRODUCTION
Originally, the AUDREY AUV, shown in figure 1, adopted


four low-cost PIC micro-controllers to perform real-time


sensing and control actions. These micro-controllers were


interfaced to each other through a SPI (Serial Peripheral


Interface) bus for real-time sensing and actuator control. This


architecture has so far managed to allow the vehicle to


perform closed-loop speed, heading and depth controls using


decoupled gain-scheduling PID controllers. Low-level micro-


controllers are very efficient in terms of real-time sensor


interface and actuator controls.


Figure 1: AUDREY AUV


However, these microcontrollers have limitations in


performing floating-point computation and do not support


multi-process and multi-threading-based application code


development. In addition, due to lack of available processing


power and memory resources, it is not possible to perform


mathematically intensive algorithmic computation (e.g.


Sensor fusion), which is often necessary to achieve robust


sensing perception capability. With this in mind, a 500MHz


ARM Single Board Computer (SBC), Technologic Systems


TS7800, running a Linux operating system, has been


integrated to complement the legacy system architecture. An


operating system-enabled SBC provides the capabilities of


thread prioritization, scheduling, synchronization, and multi-


processing with Inter-Process Communications (IPC)


through shared memory resources and message queues.


These features greatly enhance the application code


development flexibility and provide performance to


accomplish more sophisticated tasks. With the dramatic


improvement in computation ability, the original compass


with tilt sensors, a CMU cam3 embedded vision processor


and FAU USBL array will be augmented with an IMU and


GPS to provide additional position and orientation
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information for more sophisticated closed-loop control.


These sensors will be fused through a discrete Kalman filter


for optimal state estimation in its navigation system.


2.  LEGACY SYSTEM ARCHITECTURE
As shown in Figure 2, the vehicle control tasks were divided


between four sub-processors, each being implemented by a


Microchip Technology PIC18LF6722. The following is a


description of each of the sub-processors’ responsibilities.


1) Master sub-processor: The main function of this sub-


processor was to determine the proper control actions for the


AUV.  This was accomplished by processing information


from the acoustics subsystem and the other sub-processors in


conjunction with a preprogrammed mission plan.  The other


major task for the master sub-processor was to provide an


Figure 2: Legacy System Architecture


operator interface for the AUV. The operator interface


provided a means to download a text file defining the


mission plan as well as providing diagnostics and controller


tuning capabilities.  2) Horizontal sub-processor: The two


main functions of this sub-processor were to determine the


actual orientation of the AUV and to control the horizontal


thrusters. This was accomplished by receiving a data stream


from the compass module and parsing it to obtain heading,


pitch, and roll. The compass heading was used with the target


heading sent by the Master sub-processor to determine the


horizontal control actions. This was then translated into the


two PWM (Pulse Width Modulated) signals driving the


horizontal thrusters. 3) Vertical sub-processor: The main


function of this sub-processor was to control the depth and


pitch of the AUV. The actual depth of the AUV is


determined by converting an analog signal sent from a


pressure sensor. Appropriate control actions were determined


and translated into the PWM signals driving the vertical


thrusters. 4) Carryover sub-processor:  This   sub-processor


was originally included to handle unspecified auxiliary tasks


and to facilitate interfacing to future additional subsystems.


As the AUV system developed, the Carryover sub-processor


was employed to perform data logging. A FDI Vdrive device


was interfaced to the Carryover sub-processor so that all the


significant dynamic variables could be written to a USB


memory drive. This data was recorded in a format that could


be read and interpreted by a Matlab® program. Figure 3


shows an example plot created from data logged during a


simple mission.


Figure 3: Legacy System Data plot


3.  ARM SBC HARDWARE AND


     SOFTWARE ARCHITECTURE
Figure 4 shows an overview of the enhanced hardware and


software architecture using the ARM SBC. A hybrid


architectural approach is adopted so that the legacy controller


board can continue to perform its existing sensing tasks and


actuator control while the ARM SBC can handle more


mathematically intensive tasks, e.g. Kalman filtering,


navigation computation and hi-level guidance and control


behaviors. The ARM SBC is programmed in C code using an


Eclipse-based IDE in the Linux environment. For real-time


application, C coding is adopted in preference to C++, which


would easily result in higher overhead and compromise the


data latency for real-time sensing and control. A cross


compiler for the ARM board is used for porting the C code


from an x86 code development machine to the ARM SBC.


Apart from low data latency, the ARM software is also


programmed with the tasks concurrency in mind.  There are


three processes running concurrently in the ARM SBC.
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These processes are namely the main process, mission


process and navigation process. The main process is designed


Figure 4: AUDREY software architecture


and written to be concise and with a small footprint to reduce


the likelihood of software failures. It is to behave as a


background program to launch and monitor the other two


processes, Mission and Navigation, which perform under


high computational loads for guidance, navigation and


control algorithms as well as a Kalman filter. The mission


and navigation processes are structured in a way that they


have multiple threads to perform concurrency tasks. The


threads in these processes are linked to each other through


Inter-Process Communications (IPC). Depending on the


nature of the tasks, certain tasks are to be run independently


and need not be synchronized. For example, the


communication and mission monitoring thread in the mission


process can be run independently without needing to be


synchronized with the other threads performing unrelated


tasks. In contrast, some tasks are to be synchronized such


that their threads have to interact at some point before the


process continues further. For example, each sensor has a


different update rate and they are read independently in their


own data acquisition thread but their data have to be


synchronized at some point in the code so that the Kalman


filter can process the synchronized measurement data to


produce the optimal state estimate. This is an essential


consideration in sensor fusion  coding. The thread


synchronization    is performed using mutex lock/unlock and


barrier wait features, which strategically allow proper data


synchronization. A mutex lock/unlock feature allows the


respective thread, which is trying to access the critical code


section to secure or lock the mutex so that other threads have


to queue for their turns. Upon completion of the critical code


section usage, the thread unlocks the mutex and thus allows


the next thread to access the critical code section. With


regards to IPC, there are several modes through which the


processes communicate with one another in the ARM


software. Signals are reserved for usage between processes


for drastic commands, for example to abort or kill an


unsuccessful mission or due to erroneous software


initialization or operation so that the respective process can


perform proper shutdown before the vehicle operating system


is powered off. The second mode of IPC is in using a


message queue whereby non-data messages can be


exchanged between the processes. This can be in the form of


process running health status. The last and also main mode of


data communication between the processes is through the


shared memory (SM) which is synchronized through


SYSTEM V semaphores, for example the Kalman filter


results to the navigation and control algorithms. Each process


comes with an error handler, which will log errors to the log


file for offline troubleshooting, and at the same time allows


the code to perform a safe shutdown procedure. The ARM


SBC software architecture is designed with multi-threading


and multi-processes in mind. The decision of adding a new


process or a new thread has to be made cautiously and has to


be justified in terms of the data synchronization and runtime


efficiency point of view, as the overhead of creating a new


process is higher than creating a new thread [1]. The software


architecture is also designed in such a way that it is scalable


for more processes and more threads of various execution


nature (independently running or synchronized) to be added


easily in the future when the complexity of the mission


increases. Through the use of IPC, the sensor suite data are


placed in shared memory and can be easily assessed by any


process that may requires this common sensor data for other


processing. This brings portability of the sensor data around


various processes in the vehicle for modularity.


4. KALMAN FILTER


      COMPUTATIONAL LOADS
Apart from ensuring seamless process and thread


synchronization in the ARM SBC software, another major


consideration for the software for real-time vehicle operation


is assessing its computational loads on the new 500MHz


ARM SBC. The filter will be required to run at a suitable


loop rate such that sufficient bandwidth is available for the







Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Jupiter, Florida, May 21-22, 2009 4


filter to complete all mathematical computation in each loop.


Figure 5 shows a computational flow of the linear discrete


Kalman filter’s flow path with the mathematical relationship


stated [2]. As no complete sensors’ measurement data sets


are available at this time of writing, Gaussian random noise


were generated for the measurement data and dummy values


were placed into the state transition matrix, measurement


sensitivity matrix, error covariance matrix, process


covariance matrix and the measurement noise covariance


matrix. A test was conducted to assess the linear Kalman


filter computational speeds in two different machines using


Matlab® and C codes: an x86 laptop (Dual core 1.8GHz) and


the 500MHz ARM SBC.


Figure 5: Discrete Kalman filter flow


In a standard linear Kalman filter, the most time-consuming


mathematical representation is the matrix inversion to


compute the Kalman gain. Therefore, for an initial


assessment for the computation time, an inverse matrix test


was done on the two specified machines using Matlab® and


C codes. Subsequently, the full Kalman filter algorithms


were coded using the dummy measurement data and matrix


values. Figure 6 shows the computational time comparison


for 3, 6, 9, 12 and 15 states between three scenarios, which


are indicated appropriately in the plots. The computation


time increases exponentially with the system order. As


anticipated, running the filter in C code in the dual core


machine yield the shortest time for all system orders


considered. On the other hand, the ARM SBC takes up to


3ms to complete a 15-by-15 matrix inversion and 10ms to


complete a 15-state linear discrete Kalman filtering. It should


be mentioned here that result shown in the bottom plot


represents computations already coded in a multi-process and


multi-threaded environment. This leads to the conclusion that


the ARM SBC can accommodate up to a 100Hz 15-state


Kalman filter loop. That is a promising result indicating that


more than sufficient bandwidth is available to allow


additional algorithms (i.e. Navigation and control behaviors)


to be included in the near future. The filter is typically to be


run at 20Hz. That leaves 80Hz of bandwidth for other


software tasks to be performed.


Figure 6: Inverse matrix and filter computational time


5.  CONTROLLERS
The control algorithms for the heading, depth and pitch


control were written to perform proportional, integral,


differential (PID) control with adjustable, speed-scheduled


gains. The heading and pitch control are based on a virtual


actuator having a range of plus or minus 100 percent


position. The gains, therefore, have dimensions of percent


virtual actuator per degree of error. In these two cases, the


virtual actuator translates directly into differential in power


percentage delivered to the thrusters so as to produce an


appropriate moment. In the case of the depth controller, the


virtual actuator translates to percentage of maximum


downward (positive) or upward (negative) thruster power. In


this case the gains have dimensions of percent virtual


actuator per centimeter of depth error. In order to achieve


better performance form the controller, four sets of gains are


employed depending on the vehicle speed setpoint. One gain


value is used from 0 to 25 percent, another from 26 to 50


percent, and so on. There is an operator interface function to


allow adjusting all of the gain values. The gain values are







Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Jupiter, Florida, May 21-22, 2009 5


stored in non-volatile EEPROM memory so that they are


retained when power is cycled.


With the enhanced improvements made to the hardware and


software architecture, more advanced controllers can be


adopted to accomplish more sophisticated tasks for more


robust control performance. Fuzzy logic control has been


identified as one of the most potential controllers which can


be adopted due to its relatively easier formulation and


suitability for real-time operation. A fuzzy controller design


doesn’t require the knowledge of the AUV dynamic model as


only the qualitative behaviour of the AUV is required.  It is


also less sensitive to model uncertainty. This is a strong merit


and thus saves a lot of effort and time to derive a reasonably


accurate AUV model, especially in the case of our FAU


AUDREY AUV which has a fairly complex hull form factor


and thruster configurations which can induce high non-


linearity in the dynamic model. This control approach is well


suited for non-linear control problems, especially in AUV


docking control, to provide a robust performance [3,4].


6.  CONCLUSIONS
In this paper, the authors have presented the legacy software


architecture, which implemented the low-level sensing and


actuator control to perform closed-loop heading, speed and


depth controls. An ARM SBC is added to the legacy


architecture to enhance the software processing


capabilities such  as  to  implement a discrete Kalman     filter


for its navigation system and other hi-level control


behaviours in the near future. Computational time on


executing an inverse matrix and a standard linear discrete


Kalman filter up to 15-state has been evaluated and it shows


that the processing speed of the ARM SBC is promising for


real-time AUV applications. Future work involves hardware


and software integration of the sensors and the merging of


the two architectures that were discussed in this paper. The


closed-loop control system of the vehicle will also be


enhanced with possibly fuzzy logic control methodology.
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ABSTRACT
This  paper  presents  a survey of  cable-driven 


robotics.  The focus is on suspended designs, in which 
a comprehensive review is provided.  Attention is given 
to both applications as well as theoretical issues that 
have  been  investigated.   The  paper  consists  of  an 
overview of the different types of cable-driven robots, 
descriptions  of  constructed and proposed suspended-
cable  robot  designs  for  various  applications  and 
descriptions  on  various  theoretical  topics  being 
pursued.


INTRODUCTION
Since  the  late  1980s,  the  study  and  use  of 


cable-driven (also called wire-driven or tendon-driven) 
robots  has  increased.   Unlike  comparable  traditional 
rigid-linked  robots,  cable  robots  tend  to  be  lighter, 
faster  and  less  expensive.   Nearly  all  cable-driven 
robots  are  in  a  parallel  configuration.   Cable  robots 
solve some of the traditional disadvantages of parallel 
robots.  One such advantage of cable robots is that they 
allow  much  larger  workspaces.   This  is  due  to  the 
compact  nature  of  a  cable-drive  with  an  increased 
motion  range.   Instead,  the  main  consideration  for 
cable-driven  mechanisms  is  to  ensure  that  all  cables 
remain in tension, as the cables are not able to provide 
compressive  forces  [11].   This  leads  to  the  fact  that 
they can not maintain their shape if tension is removed. 
For  most  designs,  one  more  actuator  than  desired 
degrees-of-freedom  is  needed  to  obtain  this  [79], 
however a passive force such as gravity or the lift of a 
balloon can be used instead of the extra actuator.


Cable-driven robots can be generally grouped 
into two categories.  The first uses cables as “tendons” 
to control the position of rigid links.  The cable in this 
case is typically routed around one or more pulleys and 
attached to a link that it  will  move.   The actuator is 
typically mounted on or near the base and controls the 


length  of  the  cable  to  move  the  actuated  link.   The 
Utah-MIT Dexterous Hand  [182] is a good example of 
this  mechanism.   The  second  category  consists  of 
“suspended” mechanisms that do not typically depend 
on  rigid  links,  other  than  the  supporting  base 
structure.   Two  or  more  cables  meet  at  the  end-
effector.  The end-effector is positioned by varying the 
lengths of the cables.  Gravity is sometimes used as a 
“passive cable” in this case.  The RoboCrane [3] is an 
example of this type of robot.  It should be noted that 
some  manipulators  do  include  rigid  links  mounted 
within  the  cables.   These  are  also  sometimes 
considered to be tensegrity mechanisms.  This review 
will focus mainly on the second class, suspended cable-
driven  robots,  but  touches  on  all  types  for 
thoroughness.


TENDON ROBOTS
 Many cable-driven robots can more accurately 
be  described  as  tendon-driven  robots.   These  use 
cables to transfer motion generated at one location to a 
more distant location, much like the muscle system in 
the human arm that controls finger movements.  The 
advantage  is  less  manipulator  weight  in  the  end-
effector or work area.  This also allows motions to be 
made with less energy and inertia. 


There are many examples of robots using this 
type of drive.  Artificial hands include the Dexter Robot 
Arm  [219] and  the  Utah-MIT Dexterous  Hand  [182]. 
The  lightweight  and  compliant  nature  also  makes 
tendon  drives  a  popular  choice  in  haptic-display 
systems  such  as  the  Cybergrasp  glove  [98].   A 
commercial  haptic  system,  the  PHANToM  also  uses 
tendons  and  can  be  used  in  robotic  applications. 
Haptic  robotic  systems  are  published  in  [52] [152] 
[151] and a finger  rehabilitation  system is  described 
[43].  Mimicking muscles, the MACEYE uses cables to 
position a robotic eye [16].  The general design of these 
devices is also of interest to some [110].  See Figure 1 
at the end of the document for examples.
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Bowden-cables  are  another  type  of  tendon-
drive mechanism.  These are cables that transmit linear 
action,  but  are surrounded by a protective  shield  so 
that they can be routed on and around objects without 
rubbing during motions.  A common example of this is 
the brake cable on a standard bicycle.   This type of 
drive is  very popular  in robotic  exoskeleton systems. 
Systems include: a finger rehabilitation system [194], a 
leg rehabilitation system for use with a treadmill called 
LOPES [46] [186], an arm rehabilitation system called 
the  PERCRO L-EXOS  [100],  and  several  others  [60]. 
Combining the L-EXOS with the HI-FING haptic device 
for the hand, a concept has been published to allow for 
the  virtual  touching  of  museum  objects  [15].   The 
ICARE 3D system allows  for  haptic  feedback  with  a 
cable-actuated  scissor-jack  mechanism  [49].   A 
European  coalition  is  working  to  create  an  optimal 
design for rotary motion with force-feedback for joints 
[154].  Examples shown in Figure 2.


Bowden-cable-like  drives  can  be  used  in 
mobile and medical robotics as well.  A generic robotic 
spine using one cable  [12] and snake-like robot using 
cable pairs  [96] have been proposed.  Some medical-
related  designs  include  an  endoscopy  devices  [195] 
[193] and the HeartLander robot for crawling on and 
inspecting the surface of a heart  [132].  Cable-devices 
can  also  enhance  the  motion  ability  of  humans,  as 
demonstrated  by  the  SpringWalker  device  [41]. 
Examples shown in Figure 3.


Recent  theoretical  research  in  this  area 
includes  the  effects  of  cable  yielding  [212] and  the 
effects of friction [100].


TENSEGRITY ROBOTS
Systems  with  numerous  cable  actuators 


attached to various points of rigid structures can also 
be used to provide motion.  Actuated trusses allow for 
small  manipulations  of  the  overall  the  shape. 
Applications  include  aircraft  wings  [142] and  space 
structures  such  as  the  CAT4  [91].   Research  is  also 
being done in the behavior of the truss itself [155] and 
the  dynamic  modeling  [61].   In  addition  to  trusses, 
articulated  rigid  structures  can  be  controlled  by  a 
network of cables.  Examples shown in Figure 4.


If cables are connected to each other such that 
rigid  objects  are  suspended  by  only  cables,  this  is 
classified as a tensegric structure.  The study of these 
structures  began  in  principal  in  the  1920s  [76] and 
some were patented in the 1960s [42].  A key feature is 
that the rigid bars connect only to cables and do not 
touch  each other.   They were  originally  proposed  as 
static  structures  [189],  but  are  now  being  used  as 
actuated  and  robotic  structures  as  well  [183].   One 
beneficial  feature  is  that  tensegric  robots  allow  for 
relatively  safe  human  interaction,  though  also 
incorporate  rigid  components.   This  is  because  the 
system is light and has lower inertia than a fully-rigid 
system  [4].   These  systems  also  benefit  from  the 


natural compliance in all cable-driven systems. 


The actuation of tensegrity structures requires 
the study of the kinematics, dynamics and control [76] 
[183].   Kinematics  of  some  structures  have  been 
studied,  as  well  as  design  improvements  such  as 
springs for better response and curved rigid members 
to  avoid  collisions  with  cables  [9].   An  early  work 
develops an active controller for a tensegrity structure 
[42].  Work was done on a different structure several 
years  later,  in  addition  to  the  construction  of  a 
prototype  in  Switzerland  [51].   The  Switzerland 
mechanism is actuated by changing the length of the 
rigid struts within the cable structure.  A more recent 
work  proposes  the  use  of  piezoelectric  actuators  on 
several cables of a tensegric module in order to provide 
active  damping  of  vibrations  [141].   Vibration  of  a 
different  configuration  was  also  done,  with  the 
realization that this particular structure did not have 
enough natural damping [127]. 


Simulation  is  helpful  and  is  investigated  as 
well  [39].   The effects of a ruptured cable were also 
investigated for a tensegrity module  [14].  This is an 
interesting feature since the tension introduced by the 
rigid members can cause even a formerly static system 
to  perform  wild  motions.   Because  tensegrity 
structures  are  primarily  just  cables,  research  from 
cable mesh roof construction have been applied, such 
as the use of the Force Density Method  [215].  Form-
finding is also being considered in the dynamic context, 
with possible goals being the development of efficient 
underwater motion [107].  Research and simulation has 
been  underway on  a  tensegric  system with  actuated 
cables that crawls  [133] [134] [145].   A prototype of 
this  system  has  been  built  and  is  also  investigated. 
Other work is being done in this area using biological 
creatures  such  as  caterpillars  as  models  [146].   An 
externally-actuated tensegrity cube could be used as a 
sensor  [166].   In  the  proposed  design,  all  three 
orthogonal forces and torques can be measured by a 
small  cube  of  six  bars  and  eighteen  flexible  cables. 
Examples shown in Figure 5.


SUSPENDED CABLE ROBOTS


Applications and Designs


Suspended  (also  called  direct-driven  or 
spatial)  cable  robots  come  in  many  configurations. 
Their  operation  can  be  linear,  planar  or  three-
dimensional.  In addition, they can be considered to be 
incompletely-constrained,  fully-constrained  or 
redundantly-constrained.   Incompletely-constrained 
cable robots were the first to be studied and typically 
use gravity to gain stability [20].


The  earliest  known  suspended  cable-driven 
robot  was a robotic  crane  [3] which has been under 
investigation since the 1980s.  The NIST RoboCrane, as 
it was officially  dubbed in 1993, was a modification of 
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the NOWFFR robot that was designed for putting out 
oil well fires in Kuwait.  Robot cranes continue to be an 
active  topic  in  the  literature.   RoboCrane  itself  is 
suggested  for  use  on  a  gantry  crane  in  the  TETRA 
system  [23].   Another  famous  robot  is  CHARLOTTE 
developed  by  the  McDonnell  Douglas  Corporation 
[147].  One application that is of interest is that of mid-
sea  ship-to-ship  transfers.   This  poses  interesting 
dynamic  considerations  [156] [125].   A  more  recent 
innovation in this area is to use a design of two robotic 
cranes structures – one supporting another in order to 
gain more control  [124] [125].   The use of a robotic 
crane suspended from an in-flight helicopter is another 
recent  application  under  consideration  [126].   In  a 
more domestic setting, the CALOWI project is working 
on a system for lifting and transporting patients in a 
hospital  [129].   This  system  also  has  many  other 
proposed usages [33].  Examples shown in Figure 6.


In  addition  to  simply  moving  cargo, 
construction  and  manufacturing  processes  are  under 
consideration for robotic cranes and other cable robot 
designs.  Because cable robots allow for large motions 
and can be built to a large scale,  the Flying Carpet 
concept suggest using cable mechanisms for ship hull 
repair  [25].  Another useful advantage of cable robots 
is that they can move very quickly.  The FALCON robot 
was one of the first designs to focus on using the cable 
design to move very quickly [81].  A similarly designed 
robot, the HN-4MX,  demonstrates the ability to write, 
while also showing the promise to be able to perform 
milling operations  [114].  A concept to create a large 
rapid-prototyping machine, the C4, for civil structures 
was  proposed  more  recently  [19].   In  this  design,  a 
large cubic frame is used to suspend the robot with a 
cable connected to each corner.  The concrete shoot is 
then  attached  to  the  robot's  end-effector,  which 
controls  the  location  and amount  of  concrete  that  is 
poured out.  In order  to  increase the workspace of  a 
more traditional robot, another manufacturing system 
implements  an  inverted  rigid  serial  manipulator 
mounted to the bottom of the end-effector platform of a 
suspended cable robot [128].    The combination of the 
NIST  RoboCrane  with  a  vacuum-like  device  called 
EMMA  has  been  proposed  to  allow  for  automated 
storage tank remediation and underground waste/mine 
retrieval  [26].   RoboCrane and a tetrahedral  version 
are  also  suggested  for  more  typical  manufacturing 
purposes  [23] [22].   An advantage of  cable robots  is 
that  the  parts  are  compact  and  can  easily  be 
reconfigured.   In  manufacturing,  this  feature  is 
particularly  desirable  and  there  is  an  interest  in 
pursuing this area [24].  Examples shown in Figure 7.


Suspended crane-like robots may prove to be 
useful in search and rescue operations [20].  There are 
several  examples  of  this  type  of  system.   A  generic 
concept  began  by  suggesting  that  motors  could  be 
mounted on a base, while the cables could be routed up 
a  mast  and  then  suspend  an  end-effector  from  all 
cables involved [57].  A similar concept was published 
by  another  researcher  a  few  years  later  [199].   A 
complete system was proposed in [21] that uses three 


trucks to suspend a manipulator for removing debris or 
performing  other  needed  work.   However,  using  the 
manipulator to position sensors in finding survivors is 
the  most  likely  first  application  as  a  large  payload 
capability  is  not  necessary,  so  the  size  and  cost  are 
reduced.   In  addition  to  simplifying  the  end-effector, 
the supporting structures can be weaker than if they 
would be required to  support  debris.   A  concept  for 
positioning  a  sensor  to  pick up cell  phone signals  is 
described  in  [173],  though  it  relies  on  the  fact  that 
survivors  will  have  a  phone  with  them  at  the  time. 
Provided  some  structures  are  still  standing,  another 
concept  describes  how  to  utilize  local  supports  for 
suspending the  manipulator  [171].  Another idea for 
positioning sensors at a disaster site is to use balloons 
to suspend the cables  [174].  The manipulator would 
then used to position a camera to search for survivors. 
These concepts can be used for other applications as 
well.  Portability and reconfigurability is a benefit and 
the  NIMS  RD  prototype  proposes  the  use  of  a 
suspended cable device for positioning many types of 
sensors  in  a  variety  of  environments  [75].    Other 
concepts for use in hazardous environments have been 
suggested as well [144].  Examples are shown in Figure 
8.


Cable  robots  that  are  currently  in  use 
everyday  include  systems  for  controlling  cameras  at 
sporting  events.   Commercial  systems  include  the 
CableCam, SkyCam and SpyderCam.  One system was 
analyzed  described  in  literature  and  uses  a  cable-
driven mechanism to control a camera for the purpose 
of  three-dimensional-rendering  of  objects  [36]. 
Examples are shown in Figure 9.


Cable mechanisms are also being proposed for 
antennas.   A reconfigurable  cable mesh antenna was 
built  and published in 1991  [34] [35].   This  antenna 
was a small model, but used to compare calculated and 
actual results.  The prototype had cables mounted from 
points on the dish to the base on the ground,  which 
could tightened to alter the shape of the antenna.  The 
work found that the method was feasible, though the 
use  of  rods  pushing  on  the  dish  rather  than  pulling 
cables was recommended.  Internationally, the idea of a 
large radio telescope has been called the SKA (Square 
Kilometer  Array).   Due  to  the  weight  of  traditional 
telescope structures, the designs have focused on the 
use  of  cables,  at  least  for  certain  components. 
Canada's  effort  to  fulfill  this  need  is  called  the  LAR 
(Large Adaptive Reflector) [37].  The LAR was designed 
in  two  parts  –  the  lower  array  and  an  adjustable 
aerostat.  The aerostat of the design is  proposed to be 
cable-controlled.   It  consists  of  a  balloon  to  raise  it 
above the ground and slightly  crossed control  cables 
connected to the ground [112] and was built in a scale 
model.   Another  SKA  called  the  FAST  is  under 
development  in  China.   Initial  work  for  this  system 
began by considering a rigidly-supported platform with 
cable  control  [163] and  has  now  progressed  to  an 
experimental scaled model.  The concept has also been 
applied to space structures since the cable mechanism 
is  light  and  can  be  compact  during  launch.   Using 
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cables to deploy and alter the shape of a space antenna 
is  under  research  in  Japan  [176] [175] [177].   A 
prototype  has  even  been  built  to  study  the  surface 
behavior [113].  The VSOP-2 is planned to be launched 
soon, so the effects of vibrations during the deployment 
is also a concern [153].  As a related side note, there is 
a design for mobile robots as well as a study of their 
effects on the cable-based antenna while transversing 
it in space [82].   Examples are shown in Figure 10.


Cable robots, as a parallel mechanism, can be 
used for various simulations and entertainment.   Just 
as  rigid-linked  Stewart  platforms  were  first  used  for 
air-flight simulations, the use of cable robots for this 
purpose  is  being  investigated  with  the  CSIRO  AVS 
[184].   Cable  mechanisms  are  also  considered  for  a 
basic or entertainment motion base as well [170] [169]. 
A recent design uses several cables connected to two 
platforms  in  order  to  allow  for  the  simulation  of 
walking over various types of terrain [135].  Examples 
are shown in Figure 11.


Rehabilitation and haptic training is a growing 
area for cable robotics.  These robots can act as an aid 
to  therapists  during  training  sessions,  or  provide 
virtual  force-feedback  to  an  operator  in  a  variety  of 
environments.  The compliance in the cables make this 
type  of  robot  appealing  for  robot-human  interaction 
[54].  


One  of  the  first  haptic  cable-driven  devices 
was  reported  in  1989  and  was  called  the  “Texas  9-
String”  [97].  It  was simply a haptic manipulator for 
telerobotic  operation.   An  early  robotic  device  was 
described  in  [108] and  suggests  that  it  would  be 
suitable  for  sports  training.   Cable  robots  built 
specifically for haptic purposes include several designs 
by researchers from Ohio University and the University 
of Padova.  The first designs included a six-degree-of-
freedom device,  which later  formed the basis for the 
construction  robot  mentioned  in  [19],  and  one  for  a 
planar  configuration  [198].   Another  early  design 
consisted  of  a  round  end-effector  that  allowed  two 
cables to freely slide around it called the Feriba-3 [55]. 
Combined  work  of  these  two  groups  included  only 
planar designs  [200] and later concentrated on using 
four  cables  in  a  planar  configuration  [197].   Similar 
prototypes  are  also  seen  elsewhere  [131].   Another 
haptic device is the WireMan that consists of either one 
or  three cables mounted on the user that are attached 
to an end-effector on a thimble worn on a finger [102]. 
This  provides  the  user  with  a  portable  device  that 
applies  a  certain  amount  of  haptic  feedback  to  the 
finger used.  The WireMan  is one component in the 
complete virtual-reality  VIDET project  [38] [8] and is 
also  related  to  a  virtual  blind-man  stick  concept. 
Concepts  for  this  project  look  much  like  the  more 
recent design of the SPIDAR system, described below. 
The  HAVE  system  in  Europe  also  suggests  using  a 
cable device for  aiding the blind by providing haptic 
feedback  using  a  rigid  rod  within  the  cables  [10]. 
Another  system  based  on  the  WireMan  has  been 
proposed  more  recently  [204],  so  wearable  haptic 


devices  are  of  growing  interest.   A series  of  haptic 
devices dubbed the “SPIDAR” have also been reported. 
There were at first several iterations of a basic design 
to provide feedback, connected to images on a screen, 
to either one or two hands.  In the SPIDAR-8 system, 
three fingers and the wrist were attached to cables to 
provide  general  haptic  feedback  for  the  whole  hand 
[191].  The final system allowed a user to experience 
feedback to both hands while manipulating the virtual 
objects  on the screen.   The SPIDAR-G was a system 
with a single end-effector that could sense whether it 
was being grasped by the hand  [84] [83].  The latest 
prototype,  the SPIDAR G&G, the user  grasps a rigid 
bar that is controlled by two cable manipulators - one 
located at each end [111].  The SPIDAR platform is also 
being incorporated into the Stringed Haptic Workbench 
to allow for the use of virtual tools [178].  In addition, it 
is being used with a device that also incorporates EMG 
signals  to  track  muscle  motion  [89].   Examples  are 
shown in Figure 12.


Several designs for cable-driven rehabilitation 
robots are reported in literature.  One of the first is the 
MACARM  [101].   This  device,  similar  to  a  concept 
described  in  [198],  consisted  of  eight  cables  –  one 
emanating from each corner of a large cubic frame and 
meeting at and end-effector in the center.  Another is 
the NeReBot, which was also used in clinical trials [54] 
[149].   Its  successor,  the  Maribot  is  also  under 
investigation  [148].   Both  designs  hold  the  patient's 
arm on a platform that is suspended by several cables. 
The Maribot adds additional mobility by incorporating 
an active SCARA-type arm for the top beam from which 
the cables are suspended  [150].  Another device was 
built  with  a  barrier  between  the  patient  and 
mechanism for safer use with an arm or leg [109].  The 
STRING-MAN is a device developed to provide weight 
support  and also  motion  assistance,  if  necessary,  for 
walking rehabilitation [168].  It was optimized using a 
simulation  tool  [1].   For  earlier  use  in  walking 
rehabilitation,  another  system was developed for  use 
while  the  patient  is  lying  in  bed.   This  suspended 
mechanism  is  placed  overhead  and  performs  the 
rehabilitation training on a leg [66] [67].  In addition to 
training,  a  device  that  mounts  to  a  wheel  chair  to 
support  daily  living  has  also  been  reported  [172], 
though  the  motions  are  very  simple.   Examples  are 
shown in Figure 13.


Cable-suspended robots have other uses that 
are supportive in larger systems.  One such use is to 
provide  measurements.   Calibrating  other  robotic 
manipulators is a task considered and implemented by 
two  groups  [74] [72] [73] [180] [179].   Another 
suggested measurement application is to use a cable-
driven  system  to  measure  the  features  of  surfaces 
[203].   The researchers of this  proposal suggest that 
this system can aid a sculptor, for instance, and work to 
optimize  cable  positions  to  facilitate  the  human 
interaction [196].


Actuation of the cables is another area were 
research is taking place.  Most systems use some type 
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of pulley or spool activated by a rotating electric motor 
to  wind  each  cable.   This  design  does  have  some 
inherent  problems  [167],  though  proper  modeling, 
design and control compensation can overcome many 
of  these  such  as  the  consideration  of  spiraling  [74], 
pulley  interaction  [68],  efficient  winding mechanisms 
and dynamics [136], and the addition of springs to add 
compliance  [88].   Other drive mechanisms have been 
used, however.  One such drive mechanism is to twist 
the wires instead of reeling them [158].  This method is 
best suited for very small motions where accuracy is 
important.  Moving the base where the cable attaches 
is  another way to  increase the range of  motion.   An 
early proposal involves the use of serial robotic arms to 
move the bases of the cables  [99].  A prototype using 
linear actuators to control cable lengths has also been 
constructed  [105].   Later  called the Marionet  Robot, 
cable  motions  are  amplified  by  using  a  system  of 
actuated sliding links with the cables wrapped around 
pegs  [104].   This  positioning  mechanism  functions 
similarly  to  a  cable  being  routed  through  a  pulley 
network  so  that  a  small  displacement  by  the  slider 
becomes a larger motion at the end-effector.  Another 
recent proposal suggest that by vibrating a cable that 
is covered in many small hairs, ciliary motion (like that 
used by some microscopic  animals)  can be produced 
[71].   Finally,  the  theoretical  use  of  multipurpose 
actuation of  cables  are considered.   In the a Hyper-
Tether  concept,  the cable  of  a mobile  robot  is  made 
adaptable and is semi-actuated so that it could act as a 
control  or  power  tether,  towing  cable,  data  transfer 
port and climbing aid, as needed [53] [65].


A  few  actuation  methods  use  additions  to 
rotating spools.  As mentioned before, one device for 
finger rehabilitation reduces the amount of  actuators 
needed by using a clutch system.  In this way, it can 
activate  one  of  five  cables  at  a  time  with  only  one 
motor [43].  In [32], the suspended platform has cables 
that  are  controlled  by  reeling,  but  the  entire  upper 
base  also  rotates  along  a  circular  rail  to  provide  a 
larger  range  of  motion  for  items  such  as  radar 
equipment.   The  reeling  platforms  have  also  be 
connected to rails that allow the connection points to 
be  moved  in  linear  motions  in  systems  such  as  the 
CABLEV [63].  A very similar system was also proposed 
in [208].  These device can sway, which was considered 
a  problem  with  control  strategies  to  limit  this. 
However an earlier paper embraces the swinging of the 
end-effector  in  a similar design that used two cables 
mounted to linear actuators  [140].  The swinging was 
purposely  induced  to  gain  motion.   Examples  are 
shown in Figure 14.


Some  cable-driven  systems  are  being 
combined with rigid mechanisms.  One problem with 
cable-driven systems is that a planar configuration has 
limited load-supporting capability.  A solution that was 
explored consisted of  using a passive SCARA arm to 
support  the  end-effector  of  a  planar  cable-driven 
manipulator and increase the allowable payload [181]. 
On the other  hand,  suspended cable robots  are  also 
being  used  to  support  and  enhance  the  load 


capabilities  of  serial  robots,  as  described  in  [85].   A 
Japanese design involves stabilizing a suspended cable 
robot  platform  by   using  a  parallel/serial  hybrid 
manipulator that runs from the upper supports through 
the cable manipulator's base called the C3W4 [78] [7]. 
Examples are shown in Figure 15.


The  inability  to  exert  pushing  forces,  in 
addition to the need for more actuators than degrees-
of-freedom are two design constraints of cable robots. 
However, the addition of rigid manipulators can solve 
these issues while still maintaining some advantages of 
cable-drive  mechanisms.   In  order  to  avoid 
singularities,  one  team  proposed  a  design  to  use  a 
linear  actuator  along  with  three  cables  [29].   This 
design,  called the BetaBot,  uses  six-cables  supported 
by  a  center  rigid  link  to  make  a  more  traditional-
looking Stewart platform.


Theoretical Research


Theoretical  research  in  suspended  cable 
robots  cover  several  general  areas  including 
kinematics, dynamics, control,  calibration, workspace, 
stiffness and design aspects.  Areas of design include 
the  actuation,  modeling,  reconfigurability  and 
redundancy.   Some of  the research in these areas  is 
outlined below.


The basic kinematics of cable robots pose the 
interesting  problem  that  cables  can  only  act  in  one 
direction.   Cables  must  be  in  tension  and  never  in 
compression.  Preliminary groundwork was presented 
through RoboCrane and other  earlier  works  [79] [3]. 
Studies have been done on basic kinematic analysis of 
planar  [200] [197] [202] and spatial  [130] [147] cable 
robots.  For four-cable parallel systems, a method for 
locating singularities has been developed [210].  Since 
the systems tend to be redundant, some early research 
looked  into  fault  tolerance to  see  how the  loss  of  a 
cable  affects  the  static  equilibrium  [147].   This  also 
leads to the idea of purposely “deactivating” a cable to 
allow for easier forward kinematics [115].  In the case 
of the FAST telescope mentioned earlier, the effect of 
sag  in  the  cables  on  the  kinematics  were  also 
considered [163] [92].


The  issue  of  cable  redundancy  has  been 
studied  as  it  offers  some  advantages  as  well  as 
challenges.  While redundant cables do not offer extra 
degrees-of-freedom or  mobility,  they  do  offer  greater 
controllability  [187].   This  work  found  that  greater 
controllability is gained from the fact that singularities 
can be avoided by using a different subset of cables for 
various  positions.   In  addition,  it  is  possible  to 
deactivate cables as needed [115].  The redundancy of 
a system affects the stiffness, which is also considered. 
In general, some concepts developed for the stiffness of 
rigid  parallel  robots  [211] [159] [77] are  useful  and 
applied, though research has been done solely for cable 
robotics as well  [165].  The most significant aspect is 
that stiffness control can only be done in one direction 
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in  cable systems  [214].   Antagonistic  forces must  be 
used and considered instead [13].


Basic  dynamic  issues  of  cable  robots  have 
been  investigated  for  particular  cable  robot  designs, 
such  as  those  of  the  planar  configuration  [56]. 
Dynamic concerns are of importance, especially when 
the system is moving quickly [81] or is carrying a heavy 
load.   The  Lagrangian  method,  recommended  for 
parallel structures  [115], has been used to develop a 
different type of Jacobian matrix for the RoboCrane for 
more efficient  computations  [2] and for  a  suspended 
three-cable  system  [57].   The  use  of  Newton-Euler 
dynamic models  were also used as  in  the study of  a 
drive  system  to  reduce  cable  dynamics  [136]. 
Consideration of the actuation methods are also a focus 
in some works [69].  While these works used idealized 
models,  more  complex  dynamic  analyses  have  also 
been  made.   Such  analysis  include  looking  at  two 
systems  that  are  interacting  in  a  non-stable 
environment: as in moving cargo between ships at sea 
[156],  using  a  dual-stage  manipulator  [124] or  a 
helicopter  with  a  dangling  payload  [126].   These 
models treat the cables as rigid objects, but there have 
also been studies giving more consideration to cables 
as a flexible structure.  In the under-constrained case, 
the most prominent  effect  is  swaying motion.   These 
are usually analyzed for controller design to minimize 
sway  [208] [63] [207], though  the reduction of sway 
was  also  studied  purely  by  experimentation  [140]. 
Cable elasticity was considered in the ship at sea [157] 
and basic manipulators  [69] [216].  In the case of the 
SKA  projects,  cable  mass  and  wind  loads  were  also 
considered and modeled  [112] [217].  


Control  is  an important  area of  research  for 
any robotic system.  Some work is being done to create 
embedded control systems in cable robotics for better 
response in general [138].  Simulation of the control is 
also being investigated in order to make improvements 
off-line  [69].   In  this  case,  two  PID  controllers  are 
implemented  in  the  simulation  to  provide  plenty  of 
damping  as  an  overshoot  causes  cables  to  become 
slack.   Making controllers  more robust  and stable  is 
always  under  investigation  [192] [17].   Reducing 
vibrations is a concern for any compliant system [218], 
but this is especially the case for fast-moving systems 
with long cable lengths  [216].  Sensor placement and 
use is still an active area of research [50] and the lack 
of  sensors,  in  addition  to  cable  friction,  are  known 
problems  for  implemented  systems  [6].   For  slower 
systems, position/force P-controllers  [50], P-controllers 
with linearized internal forces  [86] [87] PD-controllers 
[80] [81] [209] [174] [207] or  PID  controllers  [112] 
[213] are  implemented.   However,  other  types  of 
controllers,  such  as  dynamic  control  or  adaptive 
control, are recommended for faster systems  [44].  In 
faster systems, maintaining proper tension is a major 
issue.   Lyapunov-based  controllers  [120] [123],  ZMP 
control  [1], sliding-mode control  [47] [57] [124] [122] 
[126],  and both  linearization-based  [116] [117] [119] 
[118] and non-linear methods  [63].  Fuzzy controllers 
are being tested in the FAST project [164] [217].  In the 


SEGESTA project, shown in Figure 16, the distribution 
of  forces  as  a  means of  efficient  control  are studied 
[31] [30] .  Excellent real-time control algorithms still 
seem to be needed, though newer research is focusing 
on this [106].


Trajectory planning with the consideration of 
forces,  controllability,  optimization  and  obstacle 
management are of concern in the workspace of cable 
robots.  One problem is to determine the workspace of 
a  given  robot  where  the  cables  can  maintain  a 
minimum  tension  at  all  times  [5].   The  SEGESTA 
platform  has  been  used  extensively  to  perform 
practical  analysis  in  several  aspects  of  this  area  for 
spatial systems [187].  Another aspect is to consider if 
reasonable  forces  can  be  generated  in  the  desired 
directions  [144].  Making sure forces are kept within 
desired  bounds  are  also  necessary.   Optimal 
distribution  of  tensions  have  been  investigated  for 
over-constrained  systems  [188] [62],  as  well  as 
consideration  of  external  forces  in  the  planar  case 
[160].  In planar systems, work has been done applying 
wrench-closure  and  wrench-feasible  analysis  to 
determine  the  workspace  for  under-constrained 
systems  [18] [143] and  fully-  and  redundantly-
constrained  systems  [81] [137] [58] [39] [161] [59] 
[40].  These have also been applied to analyze stable 
workspace areas  [17] [20].  The use of the antipodal 
grasp theorem is also analyzed, as cable robots follow 
similar  guidelines  with  forces  only  allowed  in  one 
direction  [80] [45] [190].   In  regard  to  design, 
optimization has been studied for actuator placement 
and workspace needs [139] [48], workspace boundaries 
in idealized models [162] as well as models considering 
cable  sag  and  elasticity  [90],  force  needs  [93],  and 
controllability  [64] [120].  Work has also been done in 
making the calculations faster as this allows for more 
complete control  in  real-time  [2].   In addition,  easily 
determining the workspace for a given cable robot is 
investigated  by using matrix  algebra  to  come with a 
sketch  [94].  The concept of dynamic workspace was 
discussed in [11] where the workspace changes based 
upon the accelerations of the system.  This general idea 
is  also  considered  in  the  control  and  workspace 
calculations published in [121].  The workspace issues 
of a smaller manipulator attached to a larger one was 
also  investigated  for  the  LAR  project  [27] with  the 
finding that this  may not allow a desired workspace, 
even  with  many  additional  cables  [28].    The  FAST 
project also did research on a similar concept using a 
Stewart-Gough platform  [163].   Another  issue  of  the 
workspace is  the avoidance of  collisions with objects 
and  cables.   Cable  collisions  cause  problems  in  the 
calculations  of  position  as  well  as  force.   For  this 
reason,  most  systems  focus  on  finding  the  possible 
collision  areas  and  avoiding  them  [170] [201] [103]. 
One work has focused on enlarging the workspace by 
studying  cable-to-cable  collisions,  allowing  the 
workspace  to  continue  to  be  in  use  during  some  of 
these situations [206].


 Calibration  of  a  cable  robot  has  been 
investigated in several  publications.   While  the same 
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cable-based systems used for rigid manipulators can be 
used,  it  is  sometimes  more  complicated  when  the 
flexibility of the cables cause distortions.  However, a 
device for cable robot calibration has been developed 
that uses a rigid parallel  mechanism  [185].   Another 
system, shown in Figure 17, proposes using a second 
set  of  passive  wires  to  calibrate  and  measure  the 
position of the active set of cables at all times [205].     


Modeling of the cable systems concerns both 
the internal and external interactions of the cables and 
components.  Basic cable modeling and features have 
been theoretically investigated since at least the 1600s 
and have been widely studied  [70] [95].  Modeling of 
cable  behavior  is  still  being  considered  in  the 
literature.   Considerations  include  considerations  of 
the cable itself, considerations of external forces such 
as  wind  using  a  lumped  mass  cable  model  [112], 
differences of cables from rigid links include the shape 
deformations (sagging) due to gravity  [92] [90] [217], 
elongation  and elasticity  of  the  cables  [74] [90] and 
vibrations [216].  Internal forces acting within a cable 
of  a  fully  constrained  manipulator  were  investigated 
[86] [31].  This allows for error correction when this 
information  is  implemented  in  a  controller.   The 
modeling of the system as a whole is also important to 
understand  basic  kinematics  and  workspace  issues 
[139].  One issue is the fact that cables interact and 
even counteract each other  [115].  Distributing forces 
between  cables  optimally  has  been  investigated  for 
under-constrained  [157],  fully  constrained  [47] and 
even  redundantly  actuated  designs  [62] [30].   The 
design of the FALCON-7 required the modeling of both 
internal cable forces as well as the drive system and 
workspace due to the speed at which the system runs 
[80].


CONCLUSION
Though the idea of cable-driven robotics  has 


only  been  considered  for  a  couple  of  decades,  it  is 
becoming  increasingly  popular.   There are  numerous 
constructed  examples,  of  which  at  least  four  are 
already  established  in  the  consumer  market.   There 
still  remains a very large potential  for new uses and 
designs for this type of robot.  


As a newer field of study, there are still many 
areas  open  to  theoretical  exploration  even  though 
much of the theoretical groundwork has been laid.  The 
most obvious area is in control.  As several researchers 
have remarked, there is still a lack of robust real-time 
control algorithms.  This makes the use of large or fast 
cable-driven robots somewhat unstable or allows them 
to sway.  At the very least, delays are needed for the 
device  to  settle  before  the  task  can  be  performed  – 
which is not always an option for every application.  In 
addition,  the  theory  and  compensation  for  various 
external factors in the dynamics and control need more 
study  for  more  robust  systems.   While  the  topic  of 
workspace  has  been  studied  by  many  researchers, 
there is still work for optimization for the many uses of 
these devices.  Other open areas of work are to seek 
out and exploit all of the benefits cable-driven devices 
offer.   For  example,  the  flexible  linkages  allow  for 
continued  use  during  certain  collisions  which  would 
not be possible with rigid parallel robots.


In  regard  to  both  theoretical  research  and 
practical applications, it is clear that despite all of the 
work that has been done, there is still much more to do 
in  order  to  realize  the  full  potential  of  this  type  of 
robotic technology.
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Figure 1: Tendon-driven robots – (a) Utah-MIT Dexterous Hand, (b) Cybergrasp Glove,  (c) MACEYE, (d) Dovat, et.al. 
Rehabilitation system, (e) PHANToM, (f) Frisoli, et.al. System, (g) Sabater, et.al. System
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Figure 2: Bowden-cable robots – (a) Wege, et.al. Finger Rehabilitation, (b) LOPES Leg Rehabilitation, (c) ICARE 3D, (d) 
PERCRO L-EXOS
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Figure 3: Mobile and medical tendon-driven robots – (a) Li et.al. Snake Robot, (b) Active Cannula Device, (c) 
HeartLander, (d) SpringWalker


Figure 4: Actuated trusses – (a) Morphing Aircraft Wing Module, (b) CAT4
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Figure 5: Tensegrity robots – (a) Switzerland Prototype, (b) Crawling Robot


Figure 6: Crane Robots – (a) NIST RoboCrane, (b) Helicopter-Suspended Crane, (c) Dual-Stage Crane, (d) CALOWI
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Figure 7: Manufacturing robots – (a) Flying Carpet, (b) Osumi, et. al. Design, (c) FALCON-7, (d) NIST RoboCrane and 
EMMA
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Figure 8: Search-and-rescue robots – (a) Bosscher, et. al. Design, (b) Tadokoro, et. al. Design, (c) NIMS RD, (d) 
Takemura, et.al. Design


Figure 9: Cameras – (a) Deschenes, et.al. Design, (b) CableCam
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Figure 10: SKA – (a) LAR, (b) FAST


Figure 11: Simulation robots – (a) WARP, (b) Perreault, et.al. Design
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Figure 12: Haptic systems – (a) Morizono. et.al. sports training, (b) VIDET, (c) SPIDAR-8, (d) SPIDAR-G, (e) SPIDAR-G&G 
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Figure 13: Rehabilitation robots – (a) MACARM, (b) NeReBot, (c) Maribot, (d) Homma, et.al. Design, (e) STRING-MAN
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Figure 14: Alternative actuation methods – (a) Buterbaugh, et.al. Rotating Support, (b) CABLEV, (c) Marionet Robot, (d) 
Shoham Twisting Wire Actuator
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Figure 15 – Rigid/wire actuators – (a) SCARA-Supported Actuator, (b) Cable-Supported SerialRobot, (c) Brau, et.al., 
Singularity-free Tri-cable Actuator, (d) C3W4
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Figure 16: SEGESTA platform


Figure 17: Active/passive calibration system
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ABSTRACT 
In the dynamic task assignment problem, a team of agents is 
required to accomplish a set of tasks while maximizing the overall 
team utility. This problem is further challenged in an underwater 
acoustic mobile ad hoc network (MANET) due to limited network 
capacity and high latency. An effective solution to this problem 
needs to address two closely related questions: first, how to find 
an optimal assignment from agents to targets (tasks) and second, 
how to make the task allocation algorithm robust to harsh 
underwater communication environment and limited resources. 
We address these challenges by extending an existing generic 
auction algorithm that was designed for radio networks in which 
the auctioneer announces single-item auction each cycle to find a 
“better” bidder among all the candidates. A difficulty with such 
auction algorithm is that it becomes stagnant when cluster-typed 
targets exist in the search space and it easily fails in harsh 
underwater environment. We address the dynamic problem by 
initiating a negotiation process among all the bidders to determine 
the best candidates for a multi-item auction announcement. We 
further improve this auction framework by using the locally 
available network topology information. This topology 
information is built and constantly updated based on a successive 
communication scheme that used by a Grid-based Multiple 
Optimal Problem controller we implemented in [8]. In this paper, 
we detail the application of this Location-aided Auction 
Framework (LAAF) in the context of an AUV (Unmanned 
Underwater Vehicle) search-classify mission and present early 
simulation results. 


Keywords 
Task allocation, path planning, auction algorithm, search-classify 
task. 


1.INTRODUCTION 
Unmanned underwater vehicles are playing an increasing role in 
oceanographic search and survey operations [1-4].  Significant 
research efforts are now devoted to the field of multiple 
cooperative underwater vehicles. It is generally accepted that 
cooperative strategies can better facilitate task accomplishment 
using multiple vehicles due to better resource and task allocation. 
The use of heterogeneous types of vehicles in the system can 
greatly extend the system flexibility and mission efficiency. 


Consequently, interest has grown for a different classes of 
multiple autonomous underwater vehicles, that overcome the 
limitations of single-type AUVs that equipped with more 
expensive navigation and search sensors. At the Florida Atlantic 
University, our on-going research efforts have led to the 


development of a intergrated multiple vehicle simulation 
platforms, in which multiple cooperative AUV operations can be 
simulated. Our research uses an existing Mobile Ad-hoc Network 
(MANET) underwater acoustic simulator and different routing 
protocols as the testing tools for various multiple underwater 
vehicle operations [5-6]. Additionally, a path planning controller 
is implemented to acomplish the mission and path planning for 
cooperative operations. The concept of  the “task-plan-act” 
structure introduced in [7] is used in this controller, so that a 
search-classify task is decomposed into three successive steps 
taken by different role-players in the system. In [8] we proposed a 
control strategy for multi-agent cooperative systems, namely the 
Grid-based Multi-Objective Optimal Problem (GMOOP) solving 
technique, to find the optimal solutions for a search-classify 
mission using an action determination map subject to certain 
constraints and objectives. While the GMOOP controller fullfills 
the function of the “act” part in the mission, an efficient and 
robust task allocation algorithm is needed to accomplish the 
“planning” part of the search-classify mission.  


Allocating tasks efficiently to multiple AUVs with limited 
communication capabilities is a difficult problem. There has been 
significant prior research in multi-robot coordination [9-10]. 
However, the problem of dynamically allocating tasks in a group 
of multiple robots satisfying multiple constraints and objectives in 
an acoustically linked network is as yet unsolved. The generic 
auction algorithm [11] is generally used for multi-robot 
cooperation but this technique is insufficient for task allocation 
when a fleet of vehicles operates in a MANET with a very limited 
communication bandwidth. Reasons include the complex, 
nonlinear and stochastic nature of underwater acoustic 
communications as well as the nature of unpredictable underwater 
environment. Moreover, the generic auction algorithm turns out to 
be inefficient when cluster-typed targets exist in the underwater 
search-classify operations (e.g., mine counter-measure). As a 
result, this generic auction algorithm is not amenable to task 
allocation. 


A location-aided auction framework is proposed to accomplish 
the planning part of the search-clarify mission.  When a potential 
target is detected, the search vehicle initiates an auction cycle 
open to all classification bidders. Each classification vehicle 
replies to the auction announcement with a bid.  The bidder with 
the lowest bid wins the auction and is assigned the target classify 
task. When multiple concurrent targets are detected by the search 
vehicle, a multi-target announcement is broadcast to the network. 
All the bidders start to build a negotiation process based on the 
mutrally transmitted bid messages. Under the extreme case when 
point-to-point communication is no longer available, a self-
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determination process is employed to locally select the optimal 
tasks.  


This paper is organized as follows. Section 2 formally presents 
the problem of dynamic task allocation in an acoustic mobile ad 
hoc network. Section 3 describes the location-aided auction 
framework both at the auctioneer and bidder side and explains in 
detail the process of applying the framework to our present 
search-classify scenarios. Section 4 briefly introduces the function 
of the GMOOP model in the simulator when tasks are available to 
classify vehicles. Section 5 presents the simulation results from 
two simulation sets, best-case and worst-case environment. The 
effectiveness and robustness of the location-aided auction 
framework is verified by comparing it with the generic auction 
algorithm. Section 6 concludes the paper.  


2.THE APPLICATION DOMAIN 
The mission of interest is to search and classify targets of 
unknown distribution. In this mission, two classes of vehicles 
exist: search (SV), classify (CV) and navigate (NV). These 
vehicles have complementary capabilities and objectives, and the 
mission can only be achieved successfully if all vehicles 
cooperate. These different types of vehicles are playing different 
roles in the mission. The “search” vehicles are equipped with 
target detection sonars that can cover a relatively large volume of 
water and onboard navigation systems that can provide the 
navigation information to the “classify” vehicles. In contrast, the 
“classify” vehicles are equipped with high-resolution target 
classification sonars. Neither search nor classify vehicles are 
equipped with high-precision, expensive navigation systems 
onboard due to the cost constraints involved in putting together a 
fleet of these unmanned vehicles. Instead, “navigate” vehicles 
provide the navigation information to both the “search” and 
“classify” vehicles. To focus on the task allocation problem and 
the location-aided auction framework, only search and classify 
vehicles are included in the cooperative operations in this paper. 
This is based on the assumption that the search vehicles will also 
provide navigation information to the classify vehicles. 


Each target is modeled as a step utility function and considered to 
be classified at the time it is exposed to the sensor range of a 
classify vehicle. The step utility function means that none of its 
utility can be consumed by the fleet before it is close enough to a 
classify vehicle. The search vehicles and classify vehicles work 
cooperatively to service the targets subject to maximizing the total 
fleet benefit as described in (1): 


                   ( )
targets


max nutil P cτ τ τ
τ∈


− −∑   (1) 


utilτ is the utility value of targetτ . This utility is a constant value 
as all the targets in the field are considered identical. Pτ is the 
price to find the optimal classify vehicle to accomplish the 
classify task for targetτ . nc τ is the cost incurred by classify 
vehicle n to service targetτ . In our scenario, nc τ  is the length of 
the path along which the classify vehicle moves to the target 
while avoiding collision. The output action commands by using 
the GMOOP model produces the local optimal value of nc τ  [8]. 
Thus, the fleet benefit simply becomes to minimize the price Pτ , 


also known as the price to allocate the target to the best classify 
vehicle.  


3.THE LOCATION-AIDED AUCTION 
FRAMEWORK 
The location-aided auction framework is an extension of the 
generic auction algorithm that incorporates a negotiation among 
all bidders and utilizes the available topology information of the 
local vehicle. It is designed to meet the challenges of high latency 
and limited bandwidth of the acoustic network linking the 
underwater agents. The generic auction works fine when 
successive relays of messages are available in the network. 
However, when the ad hoc network is unreliable, this generic 
auction algorithm becomes stalled: an auction announce message 
maybe sent out when vehicles are closer to each other but could 
probably never receive the bid messages or winner acknowledge 
messages. Under this circumstance, a local task determination 
mechanism is needed. The generic auction algorithm is also 
inefficient for multi-item auctions, e.g., when search vehicle finds 
multiple targets at the same time. 
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Figure 1. Search-Classify task by cooperated SV and CVs 


To understand the challenge of dealing with multi-item auctions, 
consider the scenario depicted in Figure 1: a search vehicle has 
found two targets 1T and 2T simultaneously. At least one classify 
vehicle is required to accomplish the classify tasks. A generic 
auction algorithm would result in two cycles of auction processes. 
If each vehicle in the mission is assigned 5 seconds time division 
multiple access (TDMA) slot to transmit a message, it would take 
about 2 minutes to complete the two-target assignment. As shown 
in Figure 2, the search vehicle announces the two targets at 
mission time of 10 seconds and 25 seconds, separately; and each 
auction is closed at the time the winner acknowledges the 
auctioneer (In Figure 2, the solid lines are the auction-related 
messages for T1 and the dotted lines are for T2). The total time 
for assigning these two targets is 52.7 seconds. This pattern would 
result in a large cost for assigning the tasks. To circumvent this 
problem we propose a sub-negotiation among classify vehicles. In 
our scheme, the classify vehicle implements an inter-vehicle 
negotiation when received a multi-item auction announcement. 
The classify vehicle broadcasts instead of using point-to-point 
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routing method to the network to facilitate the decision making 
process of the other bidders. After each classify vehicle has 
collected enough number of bid information, it could determine 
which targets it has to classify and the order of servicing these 
targets. 


 
Figure 2. Auction processes for two targets1  


3.1Overview of the Protocol 
We define two main roles in our protocol:  the target auctioneer 
agent and the bidder agent.  The former is responsible for running 
the auction on behalf of the target, while the latter competes with 
other bidder agents to service this target. It is reasonable to assign 
the role of the auctioneer to the search vehicles as the search 
vehicles are equipped with sensors capable of larger-range 
searching.  


Figure 3 gives an overview of the agent states pertaining to the 
auction protocols and their possible interactions. The auction 
starts once new target(s) are detected inside the mission area.  The 
nearest search vehicle is considered as their auctioneer agent. The 
task allocation starts with the auctioneer sending out the targets 
announcement. The classify vehicles receive the auction 
announcement and determine whether it is a single-item auction 
or a multi-item auction. In the first case, each classify vehicle 
replies to the auctioneer with its bid, the auctioneer agent 
evaluates the received bids and notifies the winner with the lowest 
bid. In the case where multi-item need to be auctioned, a 
negotiation process will be built at the bidder sides to determine 
whether to go to certain targets and the proper order. Under both 
situations, if the bidder never receives the winner notification 
message, a local determination scheme will be used instead to 
determine the classify tasks. In case of a tie, the highest classify 
vehicle is selected.  


                                                                 
1  This figure is drawn to scale based on simulation result. 


 
Figure 3. Inter-roles interaction in the location-aided  


auction framework 
At the end of this task assignment state, an optimal task 
assignment is found and the corresponding classify vehicle(s) 
approach the targets under the guidance of the GMOOP path 
planning controller. 


We have used the following parameters in our model: 
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3.2Auctioneer Agent’s Policy 
When a search vehicle discovers any new target(s), the search 
vehicle starts an auction for the task(s). It broadcasts an auction 
announcement message that has a header field to distinguish 
between single and multiple items. The algorithm used by an 
auctioneer agent is given in Figure 4.  
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Figure 4. Algorithm used by an auctioneer agent Ac 
In a scenario of a single-item auction, the auctioneer agent has a 
very straightforward policy: if it has received a sufficient number 
of bids, it chooses the best bid and sends out a winner notification 
message to all the bidders. The auctioneer agent then waits for the 
winner acknowledge message from the winner and closes the 
current auction if so. In the multi-target scenario, the bid message 
received by the auctioneer agent already contains the optimal 
configuration for classifying the targets in the format of a listed 
classify vehicles. Thus, the auctioneer agent only needs to 


broadcast the winners to the whole network. There are two 
possibilities that an auctioneer agent transitions to an auction 
close state: (1) the auctioneer agent successfully received a 
winner acknowledge message so the target(s) are successfully 
assigned through auction process; (2) due to the poor network 
conditions, the auction times out and the classify vehicles are left 
to determine their own tasks based on their knowledge of the fleet 
topology.  


3.3Bidder Agent’s Policy 
The algorithm used by a bidder agent to respond to bid requests 
received from an auctioneer is given in Figure 5.  
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 Figure 5. Algorithm used by a bidder agent to respond to an 
auctioneer  


When a bidder agent is in the bidding state, it keeps track of the 
current cost to classifying all the known unclassified targets (base 
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cost) and this cost is added to any further bid calculations. The 
policy of the bidder agent in the case of single item auction is 
intuitive, it adds the cost to classify the new task to its base cost 
and send it back to the auctioneer. When the bidder agent receives 
a multi-agent auction request, it needs to make two decisions: 
which target to bid for and how many targets to bid for. An 
intuitive solution is to compute all the possible combinational bids 
and send the bids information back to the auctioneer agent to 
select the winner(s). The problem with this method is that for 
n concurrent targets, each bid message contains  


1 2  where  is the permutaion.( , ) ( , ) ... ( , ),P n P n P n n P(n,i)+ + +  


combinational bids. This exceeds the limit of data field if n is 
greater than two in our ad hoc acoustic network simulator. To 
solve this problem, the bidder agents need to initiate a negotiation 
process among all the classify vehicles. When a bidder agent 
receives a multi-item auction in this case, it calculates the bids for 
each target in the new-tasks announcement and disseminate the 
bid information to the network. In this case, the number of bids 
for each classify vehicle that need to send out is n , but it could 
be included in one single message.  


When a classify vehicle has collected enough negotiation 
messages from other CVs, it determines the optimal combination 
of targets assignment. In the following example, we have two 
targets and two bidders:  


The complete bid list for classify vehicle 1 is: 


, , , ,


2 2, , , ,


: ( )  ( )


: ( )  ( ) 
a1 a1 1 Ac a1 2 Ac


a a 1 Ac a2 2 Ac


b bid bid


b bid bid
τ τ


τ τ
 


where a1 and a2 represent the two classify vehicles, 
1τ and 2τ represent the two targets. 


The combinational bids are: 


( , ),( , ) , , 1 2 , );(a1 a1 1 2 a1 1 Accomb bid distτ τ τ τ τ= +       (2) 


( , 2),( , ) , , , , { };max ,a1 a 1 2 a1 1 Ac a2 2 Accomb bid bidτ τ τ τ=       (3) 


( 2, 1),( , ) 2, , 1, , { };max ,a a 1 2 a 1 Ac a 2 Accomb bid bidτ τ τ τ=       (4) 


( 2, 2),( , ) 2, , 1 2 , );(a a 1 2 a 1 Accomb bid distτ τ τ τ τ= +       (5) 


By finding the minimum value of all the combinational bids, this 
bidder agent finds the optimal list of vehicles to accomplish the 
multi-target auction  A .Thus the price for assigning the targets is: 


( , ), ( , 2), ( 2, ), ( 2, 2),( , , , )min a1 a1 a1 a a a1 a aP comb comb comb combτ Π Π Π Π=       (6) 


At the end of this auction, the winner classify vehicles service the 
target. In case of a timeout for receiving the winner acknowledge 
message, the auctioneer re-announces the auction (targets) and 
starts a new auction process with the same target(s).  


3.4An Alternative Approach in the poor 
network condition 
In the case of harsh environment, messages are not guaranteed to 


reach their destinations. Since each vehicle in the mission holds a 
network topology grid map to support the GMOOP path planning 


controller [8], the classify vehicles can utilize this local 
information to determine the proper targets. The accuracy of the 
local topology grid map would affect the efficiency of this 
alternative task assigning method. In this case, after certain time, 
the search vehicle that announced the targets will assume the 
network is in poor condition and will give up the auction, 
assuming that the targets will be selected by the classify vehicles.  


4.THE GMOOP PATH-PLANNING 
ALGORITHM 
Once the targets are determined at the search vehicle side, a 
control strategy for multi-agent cooperative systems, namely the 
GMOOP solving technique, is used to guide the actions to 
approch the target. This GMOOP model uses an action 
determination map to find the best command outputs subject to 
certain constraints and objectives. The key issue in making a 
behavior-based control implementation work effectively is to 
properly weight the objective functions given a set of behavior 
patterns.  
The action determination grid map and vehicle topology map are 
the fundamental elements of the GMOOP model. The vehicle 
topology map, which contains the location of other vehicles in the 
search space (on plane) and areas already covered by a vehicle, is 
also used in the location-aided auction framework in the poor 
network situations. 


5.SIMULATION RESULTS 
The performance of the proposed location-aided auction 
framework is validated by an acoustic mobile ad hoc network 
simulator. The search space is of size 1000 by 1000 meters. The 
simulation uses one search vehicle and two classify vehicles with 
predefined number of targets. The search vehicle, equipped with 
more sophisticated onboard sensors, are simulated to broadcast 
new targets announcements to the classify vehicles at randomly 
generated times. Once the classify vehicle identifies an 
unaccomplished target in its mission list, the GMOOP path 
planning controller finds its optimal control actions every second, 
with the objective of approaching the target as quickly as possible 
under the constraint of collision avoidance. The performance of 
the location-aided auction framework is simulated for the two 
critical dynamic auction framework parameters in underwater 
acoustic networks: Task Allocation Round Time (TART) and 
Bytes for Task Allocation (BTA). Moreover, in the location-aided 
auction framework, the new classify task is generated and added 
to the classify vehicle’s task list as long as the negotiation is 
completed, we also take this Effective Task Allocation Time 
(ETAT) as another important evaluation metric.  


In our simulator, the ocean medium is shared among the acoustic 
modems by TDMA method. The success of failure of each 
transmission is determined at run-time using a stochastic model 
derived from the Nakagami model [5]. Two extreme cases are 
considered to simulate the environmental settings: the best-case 
conditions for communication correspond to m=2.0 and noise 


0N = 55 dB/ Hz . The worst-case is m=1.5 and 0N  = 


85 dB/ Hz .  


The effectiveness of the proposed auction framework is tested by 
comparing with a generic auction algorithm.  
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In the first set of simulations, the best-case condition parameter 
set is used to simulate the ideal environment. The time slots are 5 
seconds long, encompassing a 2.65-second transmission time and 
2.35 seconds for latency and clock drift. Since the cooperative 
vehicles in the search space are relatively close to each other in 
this optimal situation, the acoustic transmission model is 
deterministic: each message is guaranteed to reach its destination. 
The simulation results are given in Table 1.  


Table 1. Comparison between Generic auction and LAAF in 
best-case situation 


Auction Method TART 
(sec) 


BTA 
(bytes) 


EFAT 
(sec) 


Generic Auction Algorithm 52.7 384 52.7 


Location-aided Auction 42.7 320 12.6 
 


As is evident from the results in Table 1, the location-aided 
auction algorithm framework helps reduce the round time and 
total bytes consumed for assigning the concurrent multi-item task 
allocations. It greatly reduce the effective task allocation time as 
the task assignment decision is made locally in the classify 
vehicles.  


Figure 6 shows the specific trajectories of a search-classify 
mission when two different auction algorithms are used.  


 
Figure 6. Trajectories for search-classify mission. 


In both simulations, the classify vehicles are preassigned classify 
tasks (T1 and T2 for CV#1 and CV#2, respectively). At the 
mission time of 8 seconds, the search vehicle (SV) identifies two 
new targets T3 and T4 simultaneously. The two-target classify 
tasks are announced sequentially in the case of a generic auction 


algorithm and are announced simultaneously in the case of LAAF. 
In the case of a generic auction algorithm, the CV#1 win both 
classify tasks. Both new tasks are added to CV#1’s task list and 
CV#2 stops as it accomplish the classify task of T2. While in the 
case of the LAAF, the negotiation result is that the concurrent 
new tasks of T3 and T4 are assigned to both classify vehicles. 
Thus, CV#1 continues to approach to T4 after finishing servicing 
T1 and CV#2 heads for T3 after servicing T2.  


The differences of the two auction algorithms are further 
illustrated in Figure 7. In the generic auction algorithm case, the 
two successive auction processes are shown in black and red 
arrows, respectively. In the LAAF, only one cycle of task 
allocation is needed, and the bidders negotiate to select the targets 
to service (negotiation processes are highlighted in red in this 
case). 


 
Figure 7. Communication messages for task allocation. 


In the second set of simulations, the m = 1.5 and a noise PSD of 
85 dB/ Hz are used to simulate the worst-case conditions. In this 
case, the transmission of the message in the network is not 
deterministic: the medium model for acoustic communication is  
stochastic. Thus each scenario is simulated 20 times and the 
results are averaged. In the worst-case scenario, the generic 
auction algorithm could never finish assigning new tasks as more 
and more messages are lost due to increasing distances between 
vehicles. However, in the case of the location-aided auction 
framework, the classify vehicles, if notified of new tasks, can 
determine the new tasks locally without reporting their bids to the 
auctioneer. This is realized using the network topology 
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knowledge held by each vehicle. Thus, the robustness of the 
LAAF is verified. Our simulation results shown that the self-
determination process could produce a near-optimal solutions to 
the task assignment problem. The time of task allocation depends 
on the expire time set on the classify vehicles prior the mission.  


6.CONCLUSION AND FUTURE WORK 
In this paper, we have described a novel location-aided auction 
framework for multi-item task allocation in underwater acoustic 
communication environment. Simulation results using an acoustic 
network simulator show that the location-aided auction strategies 
perform significantly better than the generic auction algorithm in 
terms of effective task allocation time and bytes usage. Moreover, 
the LAAF is robust to poor acoustic network conditions, while a 
generic auction algorithm inevitably fails during the worst-case 
network condition. This is especially important for shallow water 
multiple AUV cooperative operations.   


We plan to run large-scale simulations in the same search-classify 
mission domain using this location-aided auction framework as 
our acoustic network simulator supports up to sixteen vehicles. 
We also plan to incorporate more targets, both in total number and 
the ratio of cluster-typed targets to better characterize the 
proposed auction framework. Finally, we plan to standardize and 
modularize the proposed location-aided auction framework to 
better fit to our acoustic network simulator and coordinate with 
the GMOOP controller.  


7.REFERENCES 
[1] Robert L. Wernli, “AUVs-a technology whose time has 


come”, Underwater Technology, 2002. Proceedings of the 
International Symposium on 16-19 April 2002 Page(s): 309-
314. 


[2] Herman, M. and Albus, J.S., “Overview of the multiple 
autonomous underwater vehicles (MAUV) project”, 
Robotics and Automation, 1988. Proceedings, 1988 IEEE 
International Conference on 24-29 April 1988 Page(s):618 - 
620 vol.1.  


[3] Cuff, T.R. and Wall, R. W., “Support Platform and 
Communications to Manage Cooperative AUV Operations” 
OCEANS 2006-Asia Pacific, 16-19 May 2007 Pages: 1-8. 


[4] Benton, C., Kenney, j., Nitzel, R., Blidberg, R., Chappell and 
S., Mupparapu, S., “Autonomous undersea systems network 
(AUSNet) – protocols to support ad-hoc AUV 
communications”, Autonomous Underwater Vehicles, 2004 
IEEE/OES, 17-18 June 2004 Page(s): 83-87. 


[5] E. Carlson, P. Beaujean and E. An, “Location-Aware 
Routing Protocol for Underwater Acoustic Networks”, 
Proceedings of MTS/IEEE Oceans’06, September 2006, 
Boston. 


[6] E. Carlson, P. Beaujean and E. An, “An Ad Hoc Wireless 
Acoustic Network Simulator Applied to Multiple 
Underwater Vehicle Operations in Shallow Waters Using 
High-Frequency Acoustic Modems”, JUA (USN) 56, 113-
139 (2006). 


[7] Elise H. Turner and Roy M. Turner, “A Schema-based 
Approach to Cooperative Problem Solving with Autonomous 
Underwater Vehicles”, Proceedings of OCEANS’ 91 on 1-3, 
Oct 1991, Volume: 2, Pages(s): 1067-1073. 


[8] Yueyue Deng, P. Beaujean, E. An and E. Carlson, “A Path 
Planning Control Strategy for Search-Classify Task using 
Multiple Cooperative Underwater Vehicles”, Proceedings of 
MTS/IEEE Oceans’08, September 2008, Quebec.  


[9] Arkin, R. C. “Cooperation without communication: 
Multiagent schema-based robot navigation”, Journal of 
Robotic Systems, 9(3): 351-364, 1992. 


[10] Brian P. Gerkey and Maja J Mataric´. Intl. Journal of 
Robotics Research, 23(9):939-954, September 2004. (Also 
Technical Report CRES-03-013). 


[11] Dmitri P. Bertsekas, “The Auction Algorithm for 
Assignment and Other Network Flow Problems”, A Tutorial. 
Interfaces, 20(4):133-149, July 1990. 


 
 


 








  


Florida Conference on Recent Advances in Robotics, FCRAR 2009  -  Boca Raton, Florida, May 21-22, 2009                                        1 


Signals of Pneumatic Systems during the Perfect and 


Defective Operation 


Mustafa Demetgul         
Marmara University 


Mechanical Department 
Technical Education Faculty 


Istanbul, TURKEY 


mdemetgul@marmara.edu.tr 


Ibrahim Nur Tansel 
Florida International University, 
Department of Mechanical and 


Materials Engineering, 10555 W. 
Flagler St., EC 3400, Miami, FL 


33174, USA 


tanseli@fiu.edu 
 


Sezai Taskin 
Celal Bayar University, Industrial 
Automation Department, 45400 


Turgutlu, Manisa, Turkey 


sezai.taskin@bayar.edu.tr 
 


Osman Yazicioglu  
ITICU, 


 Department of Industrial Engineering, 
Uskudar, 


Istanbul, TURKEY 


oyazicioglu@iticu.edu.tr 
 
 


ABSTRACT 


In this study the operation of the didactic modular production 
system (MPS) of the Festo Company was monitored by using 
eight sensors. A linear potentiometer, magazine optic sensor, 
vacuum analog pressure sensor, material holding P/E switch, 
material handling arm pressure sensor, vacuum information P/E 
switch, optic sensor, and pressure sensor of main system were 
recorded while the system was operating in the perfect condition 
and various defects were artificially created.  Some of the defects 
were empty magazine, zero vacuum, inappropriate material, no 
pressure, closed manual pressure valve, missing drilling stroke, 
poorly located material, not vacuuming the material and low air 
pressure.  In all cases, almost one or more sensors clearly 
indicated the defect.  The results indicated that the system could 
be monitored by artificial intelligence systems. 


Keywords 
Fault diagnosis, modular production system, pneumatic. 


1. INTRODUCTION 
International competition has forced manufacturers to update 
their automated systems continuously to achieve the best quality 
and productivity.  Sensors have been installed to the systems to 
monitor the system effectively and to take the necessary 
corrective measures as soon as problems are detected. [1]. 
Condition based maintenance requires multidisciplinary efforts 
to select sensors, to interpret the signals and to manage the 
manufacturing operation.  The three main objectives of the 
condition based maintenance are keeping the quality of the 
manufactured products high, boosting the productivity and 
minimizing the unnecessary downtime [2-4]. 


The modular production systems (MPS) are generally used for 
the production of low to medium technology consumer products 
including the children's toys and kitchen appliances. It is a 
challenge for the manufacturers to operate the MPS effectively 
since it has multiple sensors and actuators [5-8].  Depending of 
the manufacturing operation, MPS may get extremely 
complicated.  Some of the previous work on the fault diagnosis 
were presented in Refs. [9–14]. 
In this study, operation of the Festo MPS unit was monitored 
with 8 sensors.  Twelve different problems were simulated to 
evaluate how the sensory signals change with their influence. 


2. EXPERIMENTAL SETUP 
In this study the operation of the didactic Modular Production 
System (MPS) from the Festo Company was used to evaluate the 
characteristics of the features of 8 sensors at the normal and 
problematic operating conditions [15].   The picture of the MPS 
is presented in Fig.1. 
The principal objective of the developed didactic prototype was 
to examine the cylindrical work pieces for proper height and 
material type.  It also, drilled a hole on each workpiece and 
sorted them according to their material. As the name implies, the 
plant consist of five stations. A brief description of the five 
stations and their operation are outlined in the following sections 
and presented with a schematic in Fig.1.  


2.1. The stations of the Festo MPS Didactic 
Plant 
Distribution Station: This section of the plant consists of a 
pneumatic feeder and a transfer module. The feeder module 
pushes one workpiece at a time from the magazine and moves it 
the range of the transfer module.   
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Figure1. General view of the Festo MPS didactic plant  


 
The transfer module picks up the workpiece with a vacuum 
suction cap and moves to the next station after rotating it 180°.  


Testing Station: The testing station consists of a test spot, a 
lifting apparatus, a linear potentiometer to measure the thickness 
of the workpieces and a conveyor module. The test spot is 
equipped with 3 different types of proximity sensors, namely, 
inductive, capacitive and optical. The capacitive proximity sensor 
detects whether there is a workpiece or not. The inductive 
proximity sensor detects whether the workpiece is metallic or 
non-metallic and the optical proximity sensor detects whether the 
workpiece is black or not. The lifting module moves the 
workpiece up and brings it in front of the linear potentiometer.  
After the thickness of the workpiece is measured, a pneumatic 
cylinder mounted on the lifting module pushes the workpiece 
either to the conveyor or to the slider and off to the scrape area 
depending on whether or not it passes the thickness test. 


Processing Station:  A hole is drilled on the workpiece at this 
station.  The station consists of a rotary indexing table, a drilling 
module and an inspection module to confirm the drilled hole.  
The rotary indexing table has 4 sections.  These sections are 90° 
apart from each other.  Position 1 is for receiving the workpiece 
from the conveyor belt.  The drilling operation takes place at the 
position 2.  There is an inspection module for the drilled holes at 
position 3.  Position 4 is for delivering the workpiece to the next 
station. 


Handling Station:  This station is used to transfer the materials 
to the last unit of the MPS: the sorting station. It picks up the 
workpiece by using a suction cap from position 4 of the rotary 
table.  It rotates the workpiece 180° and places it on the sorting 
conveyor belt. 


Storing Station: This station stores processed pieces in different 
magazines according to their material type. The defective parts 
are guided through a slider to the scrape area.  


3. OPERATION OF THE SYSTEM AND 
DATA COLLECTION 
The system was controlled by LabVIEW 7.1 and  Matlab 7.0 was 
used to collect the experimental data.  


Data Acquisition Card collected the data from sensors which 
were located at the different sections of the pneumatic system.  
Users selected the operation values on the user interface of the 
flow diagram. Eight sensors were used in the experiments to 
collect the data.  The sensors are listed in Table 1.   
                                          
        Table 1. Sensors used for the diagnostics of the 
considered MPS system. 


Symbol                            Sensor 


1 Pressure Sensor of Main System  
2 Magazine Optics Sensor 
3 Vacuum Information P/E Switch 
4 Material Handling P/E Switch     
5 Linear Potentiometer 
6 Material Handling Arm Pressure Sensor 
7 Vacuum Analog Pressure Sensor 
8 Material in the Stock Optic Sensor 


 


3.1. Characteristics of the Signals of the 
Sensors at different operating conditions 
In this study, the pneumatic system was operated at the normal 
conditions and at 11 different faulty conditions.  The imposed 
problems are listed in Table 2.  
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     Table 2. Faults in the System 


Faults                                                                                                                   
              Symbol 


 
Normal operation of the  MPS                                                       a       
Magazine is empty                                                                        b                                             
Vacuum couldn't be started at the first unit of MPS                       c                                    
The work piece is dropped                                                        d 
The work piece is separated                                          e       
No pressure at the valve of the handling arm                                f       
Handling station manual pressure is  closed                                 g          
Drilling doesn't working                                                        h      
Work piece isn’t located properly at the processing unit the         i      
Work piece couldn't be vacuumed from the processing unit          k                   
The material is transported to the sorting unit of MPS, but it didn't 
pass to the stock                                                                          l      
The pressure of the MPS is low                                                  m                                                                                            


 
 
The signals of the linear potentiometer (Fig.2), magazine optic 
sensor (Fig.3), vacuum analog pressure sensor (Fig.4), material 
holding P/E switch (Fig.5), material handling arm pressure 
sensor (Fig.6), vacuum information P/E switch (Fig.7), optic 
sensor (Fig.8), and pressure sensor of main system (Fig.9).  Most 
of the sensors had unique patterns for the problems except the 
pressure sensor of the main system and the optic sensor.  The 
level of the signal of the main pressure sensor was almost flat 
and around the 6.5 V except the one fault: the pressure level of 
the main pneumatic system was low.  Optical system only 
detected when the drilling did not work and work piece was 
removed from the magazine but separated. 


The signals of the linear potentiometer (Fig.2), vacuum analog 
pressure sensor (Fig.4), material holding P/E switch (Fig.5), 
material handling arm pressure sensor (Fig.6), and vacuum 
information P/E switch (Fig.7) looked like irregularly located 
square waves with different widths.  The magazine optic sensor 
(Fig.3) had spike type output.  Almost the signal of each one of 
these sensors was informative enough to detect the defects.  
When the experiments were repeated at the same conditions, the 
signals were almost identical.  Use of almost identical cases was 
like using the duplicate data for training.  


0   
20


40
60


80


0


5


10


0


1


2


3


4


5


Time (s)Experiments


Li
ne


er
 P


ot
en


si
om


et
er


 (m
m


)


 
 


Figure 2. Linear Potentiometer 
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Figure 3. Magazine Optics Sensor 
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Figure 4. Vacuum Analog Pressure Sensor 
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Figure 5. Material Holding P/E Switch 
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Figure 6. Material Handling Arm Pressure Sensor 
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Figure 7. Vacuum Information P/E Switch 
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Figure 8. Optics Sensor 
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Figure 9. Pressure Sensor of Main System 
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4. CONCLUSION 
A pneumatic Modular Production System (MPS) was prepared to 
evaluate the characteristics of the sensory signals when the 
system has various problems.  The pneumatic systems repeated 
the identical sequence like many other automated assembly 
systems.  The experimental data of each sequence was almost 
identical at the perfect operation.  Similarly, each fault had a 
unique sensor output which repeated itself.  It was possible to set 
up rules for identification of rules to identify the problems from 
the sensory signals of each complete cycle.  The data can be used 
for training of neural networks. 
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ABSTRACT
In this article, the authors examine the problem of designing
nominal manipulator Jacobians that are optimally fault-
tolerant to multiple joint failures. In this work, optimality is
defined in terms of the worst case relative manipulability in-
dex. Building on previous work, it is shown that for a robot
manipulator working in a three-dimensional workspace to be
equally fault-tolerant to any two simultaneous joint failures,
the manipulator must have precisely six degrees of freedom.
A corresponding family of Jacobians with this property
is identified. It is also shown that the two-dimensional
workspace problem has no such solution.


Keywords
Kinematic redundancy, fault tolerance, manipulability.


1. INTRODUCTION
Fault-tolerant design of serial or parallel manipulators is
critical for tasks requiring robots to operate in remote and
hazardous environments where repair and maintenance tasks
are extremely difficult [1]-[10]. In such cases, operational
reliability is of prime importance. By adding kinematic
redundancy to the robotic system, the robot may still be
able to perform its task even if one or more joint actuators
fail [11]. However, simply adding kinematic redundancy to
the system does not guarantee fault tolerance [12]. One must
strategically plan how the kinematic redundancy should
be added to the system to ensure that fault tolerance is
optimized [13].


One approach to the problem of designing fault-tolerant
robots is to optimize some measure of fault tolerance. This
measure can be either global, i.e., over a specified region
of the workspace, or local, i.e., at a specific configuration.
Global measures, such as those in [14], [15] are more
appropriate for tasks that require large motions throughout
the workspace, whereas local measures [11], [16] are more
appropriate for dexterous operations in a relatively small
location, e.g., laser pointing [6] and manipulation of nuclear
material [9]. In this article we focus on a local measure called
the relative manipulability index, which was first introduced
in [12] to quantify the fault tolerance of kinematically
redundant serial manipulators. Relative manipulability
indices have also been used to study the fault tolerance of
redundant Gough-Stewart platforms [17].


In the next section, we describe relative manipulability


indices and their relationship to the null space of the
manipulator Jacobian. In Section 3, bounds are derived
for the minimum relative manipulability index. These
bounds motivate the goal of finding optimally fault-tolerant
manipulator configurations in Section 4. Examples of op-
timally fault-tolerant configurations are presented. Lastly,
conclusions appear in Section 5.


2. RELATIVE MANIPULABILITY INDICES
For a serial manipulator, the relative manipulability index
is defined in terms of the manipulator Jacobian J , which
relates the manipulator’s joint velocity θ̇ to its end-effector
velocity v by the equation


v = Jθ̇. (1)


In this work, we will assume that the manipulator is not
operating at a kinematic singularity so that J has full rank.


A joint failure significantly affects the kinematics of the
robot. Two types of joint failures for serial manipulators
have been examined in the literature. One type is a free-
swinging failure. In this case, the failed joint becomes
passive. The other type, which we will study in this work,
is a locked-joint singularity. When a locked-joint failure
occurs, say in joint i, that component of the joint velocity is
zero. Consequently, the end-effector motion is characterized
by iJ , i.e., the Jacobian J with its i-th column removed.
Multiple locked-joint failures are handled in the same way,
i.e., the corresponding columns of the Jacobian are removed.


The relative manipulability index corresponding to locked-
joint failures in joints i1, . . . , if is defined to be


ρi1,··· ,if =
w(i1···if J)


w(J)
, (2)


where i1···if J denotes the manipulator Jacobian after the
columns i1, . . . , if corresponding to the failed joints are re-


moved and where w(J) =
√


det(JJT ) is the manipulability
index of J [18]. This quantity is a local measure of the
amount of dexterity that is retained when a manipulator
suffers one or more locked-joint failures. The value of a
relative manipulability index ranges from zero to one. A
zero value would indicate a loss of full end-effector motion
at that configuration after the failed joints are locked. In
other words, a zero relative manipulability index means that
the reduced manipulator Jacobian i1···if J does not have
full rank. A relative manipulability index of one would
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indicate that no dexterity is lost at that configuration. In
this case the joints in question do not contribute to end-
effector motion at the operating configuration prior to their
failure, i.e., those joints only produce self-motion [12], [19].


The inverse Jacobian equation for a Gough-Stewart platform
(GSP) is given by


q̇ = Mv, (3)


which has a similar structure as (1). A GSP is a parallel
mechanism consisting of a base, a moving platform, and
struts. For a GSP, the inverse Jacobian M maps the
generalized velocity of the payload to the corresponding joint
velocities of the individual struts. The matrix M has the
same form as the transpose of a manipulator Jacobian J . In
other words, the first three components of each row forms
a unit vector that is orthogonal to the vector given by the
last three components of that row.


The types of failures for the GSP considered here are called
hard failures and torque failures [10]. A hard failure is
caused by mechanical fatigue or blown-off struts. When
this occurs, the system acts as if the failed struts are totally
lost. In this case, not only is actuation lost, but so are the
mechanical constraints implemented by the strut. A torque
failure, also known as a free swinging failure [3], refers to
a hardware or software fault in a robotic manipulator that
causes the loss of torque (or force) on a joint. Examples
include a ruptured seal on a hydraulic actuator, the loss
of electric power and brakes on an electric actuator, and a
mechanical failure in a drive system. A joint with torque
failure can move passively. Like a hard failure, a torque
failure can be tolerated by designing the original system
to be kinematically redundant. Similar to the case of
a serial manipulator, the kinematic equations for a GSP
following a hard or torque failure are obtained by removing
the corresponding row of M . In [17], a class of GSPs was
identified that possess optimal fault-tolerant manipulability
for single joint failures based on maximizing the minimum
relative manipulability index about an operating point.


Our analysis is applicable to serial and parallel mechanisms
with the types of failures described above, so throughout
this work we will use M and JT interchangeably. Let J be
a full rank m×n matrix with m < n and let r = n−m. For
a manipulator, m denotes the dimension of the workspace,
n denotes the number of joints, and r denotes the degree of
redundancy. We will call an n × r matrix N a null space
matrix of J if the columns of N form an orthonormal basis
for the null space of J . Although the null space matrix N
is not unique for a given J , any two null space matrices N
and N ′ of J are related by an orthogonal matrix Q in the
following way: N ′ = NQ. We will see later that we can
use Q to place N into a canonical form that can help us
to properly view the null space and its relationship to fault
tolerance.


In [12], it was shown that the relative manipulability index
is related to the null space matrix by the relationship


ρi1,··· ,if = w(Ni1···if ) =
√
|Ni1···if NT


i1···if
|, (4)


where Ni1···if is the f × r matrix consisting of rows
i1, . . . , if of the matrix N . We thus have the interesting


observation that the relative manipulability indices are
strictly a function of the null space of J . This important fact
motivates the problem of designing operating configurations
for robotic mechanisms based on choosing the manipulator
Jacobian to have a prescribed null space. We will build
on this result to address the issue of designing manipulators
that are optimally fault-tolerant to one or more joint failures.


3. BOUNDS ON THE MINIMUM RELATIVE
MANIPULABILITY INDEX


The relative manipulability index squared,


ρ2
i1,··· ,if


= |Ni1···if NT
i1···if


|, (5)


is perhaps best viewed as a principal minor of the null space
projection operator PN = I − J+J , where J+ denotes the
pseudoinverse of J . The n × n matrix PN represents the
orthogonal projection of the joint space onto the null space
of J . Unlike a null space matrix, PN is unique for a given
J ; however, given a corresponding null space matrix N , we
have PN = NNT . It then follows from (4) that the relative
manipulability index squared is equal to the determinant of
the submatrix consisting of the i1, . . . , if rows and columns
of PN .


Recall that a k× k minor of an n×n matrix A = [aij ] with
k < n is a subdeterminant of the form


A


(
i1 · · · ik
j1 · · · jk


)
,


∣∣∣∣∣∣∣∣∣


ai1j1 ai1j2 · · · ai1jk


ai2j1 ai2j2 · · · ai2jk


...
...


. . .
...


aikj1 aikj2 · · · aikjk


∣∣∣∣∣∣∣∣∣
, (6)


where 1 ≤ i1 < · · · < ik ≤ n and 1 ≤ j1 < · · · < jk ≤ n.
If (j1, . . . , jk) = (i1, . . . , ik), then this quantity is called a
principal minor of A. Hence, we have that ρ2


i1,··· ,if
is the


(i1, . . . , if ) principal minor of PN = NNT :


ρ2
i1,··· ,if


= PN


(
i1 · · · if
i1 · · · if


)
. (7)


It is well known that the coefficients of the characteristic
polynomial pA(λ) = |λI −A| of A are given in terms of the
sums of the principal minors of A. To be more specific, for
pA(λ) = λn + an−1λ


n−1 + · · ·+ a0, we have that


an−k = (−1)k
∑


1≤i1<···<ik≤n


A


(
i1 · · · ik
i1 · · · ik


)
. (8)


Since PN is a projection, it is idempotent, i.e., P 2
N =


PN , so its only possible distinct eigenvalues are 0 and 1.
Furthermore, because rank(PN ) = r < n where r = n −m,
it follows that the characteristic polynomial of PN is


p(λ) = λm(λ− 1)r =


r∑


k=0


(
r


k


)
(−1)kλn−k. (9)


Equations (7), (8), and (9) then imply that


∑


1≤i1<···<if≤n


ρ2
i1,··· ,if


=


(
r


f


)
. (10)


This result, written as a slightly different but equivalent
expression, was also proved in [17]; however, the proof
provided there was based on repeated application of the
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Binet-Cauchy theorem and was less direct than applying
principal minors. It is important to note, however, that
the approach just given is not merely a different proof of
the result in [17]. More importantly, it provides us with an
approach that will be used in Section 4 to address multiple
joint failures.


As noted in [17], equation (10) can be used to obtain an
upper bound for the worst case relative manipulability index
by noting that the minimum value of any set of numbers
must be less than or equal to the average so that


min
1≤i1<···<if≤n


ρi1,··· ,if ≤
√√√√


(
r
f


)
(


n
f


) . (11)


4. OPTIMALLY FAULT-TOLERANT MANI-
PULATOR JACOBIANS


Some parallel mechanism configurations such as the one
shown in Fig. 1 are naturally fault-tolerant due to symmetry.
In this particular example, it is clear that each strut has
the same overall influence on the motion of the device.
Consequently, this manipulator is equally fault-tolerant to
any single joint failure. This can be verified analytically
by examining the corresponding null space matrix for the
8-DOF manipulator shown in Fig. 1:


N =
1


2






1 0
0 1


−1 0
0 −1
1 0
0 1


−1 0
0 −1






. (12)


It can be observed that each row of N has the same
length, and that the relative manipulability index ρi for
each joint is equal to 0.5. In light of the bound given in
(11), this configuration is optimally fault-tolerant in terms
of maximizing the minimum relative manipulability index
ρi. However, it is equally easy to see that this design can be
fault intolerant to two joint failures. From (12), it is clear
that locking the joints corresponding to two even numbered
struts or to two odd numbered struts results in a reduced
Jacobian that is singular, e.g., ρ13 = 0. Thus, additional
care must be given if one wants to address fault tolerance to
multiple failures.


Equation (11) served as a motivation in [17] for defining a
manipulator operating about a single point in the workspace
to be optimally fault-tolerant to f ≤ r failures if all of its
relative manipulability indices ρi1,··· ,if are equal, i.e.,


ρi1,··· ,if =


√√√√
(


r
f


)
(


n
f


) (13)


for 1 ≤ i1 < · · · < if ≤ n. In this article, we will
prefer to say that a manipulator is equally fault-tolerant to
f ≤ r failures at an operating configuration if (13) holds
for 1 ≤ i1 < · · · < if ≤ n at that configuration. Note that
equal fault tolerance is a local property since it would apply
to specific configurations and would be most applicable
for manipulators operating in a small workspace. If a


Figure 1: A symmetric 8-DOF GSP. The geometric
symmetry ensures enough algebraic symmetry in
the manipulator Jacobian and the null space matrix
that optimal fault tolerance is guaranteed for single
joint failures. However, in spite of having two
degrees of redundancy, the manipulator is fault
intolerant to certain combinations of failures in two
joints.


manipulator is equally fault-tolerant to f ≤ r failures, then
by (11) it is optimally fault-tolerant in a worst case relative
manipulability index sense to f ≤ r failures. However, while
it is clear that an optimal value exists, it is possible that a
manipulator may not have a configuration that is equally
fault-tolerant to f failures. In this case, the optimal value is
smaller than the bound given in (11). It is the goal of this
section to show that this is typically the case.


In order to study equally fault-tolerant configurations, we
use the following result, which was proved in [20]:


Theorem 1. If a manipulator is equally fault-tolerant to
f failures where 1 < f ≤ r, then it is also equally fault-
tolerant to f − 1 failures. Furthermore, the manipulator is
equally fault-tolerant to k failures for k = 1, 2, . . . , f .


Theorem 1 has some important implications. This follows
from the fact that the theorem forces PN to have a par-
ticularly simple structure when the manipulator is equally
fault-tolerant to more than one failure. To see this, first
note that if J is equally fault-tolerant to a single failure,
then the diagonal elements of PN are all equal to r/n. If J
is equally fault-tolerant to f ≥ 2, then by Theorem 1 it is
equally fault-tolerant to single failures and to two failures.
Hence, the (i, j) principal minor of the symmetric matrix
PN is


∣∣∣∣
r/n pij


pji r/n


∣∣∣∣ =
r2


n2
− p2


ij =
r(r − 1)


n(n− 1)
, (14)


where we have used the fact that pji = pij , and where
the last equality follows from the assumption of equal fault
tolerance to two failures. Solving for pij gives pij =
±1
n


√
r(n−r)


n−1
for all 1 ≤ i < j ≤ n. Hence, when J is equally


fault-tolerant to f ≥ 2 failures, the diagonal elements of
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PN are all equal and the off-diagonal elements of PN all
have the same magnitude. To simplify matters further, note
that multiplying any of the columns of J by −1 does not
affect the fault tolerance properties of J . In doing so, the
corresponding rows and columns of PN are also multiplied
by −1 so that we can assume without loss of generality that
PN has the form


PN =






a b b · · · b
b a ±b · · · ±b
b ±b a · · · ±b
...


...
...


. . .
...


b ±b ±b · · · a






(15)


where a = r
n


and b = −1
n


√
r(n−r)


n−1
. We use the property that


PN is a projection to determine restrictions on the number
of degrees of redundancy that a fully spatial manipulator
can have for the equal fault tolerance property to hold. As
a projection, P 2


N = PN so that for j > 1,


b = p1j = (PN )1j = (P 2
N )1j = 2ab + qb2, (16)


where q is an integer given by n1−n2−1, where n1 denotes
the number of elements in the j-th column of PN that are
equal to b and n2 denotes the number of elements equal to
−b. Clearly n1 +n2 = n−1 as (PN )jj = a and (PN )ij = ±b
for i 6= j. Since b 6= 0, (16) yields


q =
1− 2a


b
. (17)


For a fully spatial redundant manipulator, m = 6 and n =
r+6. Substituting the expressions for a and b into (17) gives


q =
1− 2r


n


−1
n


√
r(n−r)


n−1


= (r −m)


√
r + m− 1


mr
. (18)


The requirement that q is an integer is a necessary condition
for the existence of a manipulator having r > 1 degrees
of redundancy with the property that it is equally fault-
tolerant to two failures.


Unfortunately, the requirement that q is an integer automat-
ically eliminates most spatial manipulator designs since only
specific values of r are feasible. Indeed, it was shown in [20]
that regardless of a manipulator’s geometry or the amount
of kinematic redundancy present in a manipulator, no fully
spatial manipulator Jacobian can be equally fault-tolerant
to two joint failures. In this article, we will examine the
cases when the workspace has dimension m = 2 and 3.


We begin by identifying those positive integers r such that
the resulting q is an integer. We will do this by first solving
a simpler problem. If q is an integer, then so is


mq2 = r2 − (m + 1)r −m(m− 2) +
m2(m− 1)


r
. (19)


Since the first three terms in the expansion of mq2 are
integers, so is the last term, m2(m − 1)/r, i.e., r divides
m2(m− 1).


In the case of a fully spatial manipulator, m = 6. There are
exactly 18 positive integers that divide m2(m− 1) = 180 =
22 · 32 · 5, each having the form r = 2i3j5k with i, j = 0, 1, 2
and k = 0, 1. Those positive integers r for which q is an


integer are among these 18 candidates. Testing all 18, we
find that q is an integer only for r = 1, 3, 6, and 10. We are
not interested in the case r = 1 since the manipulator could
only be fault-tolerant to single joint failures (in this case
the manipulator is equally fault-tolerant to two failures in
the undesirable sense that the relative manipulability index
is zero for any combination of two distinct failures). The
remaining candidate values of r can be eliminated based on
the requirements of the row structure of N . Details can be
found in [20].


For m = 2, we have that r divides 4 so that r = 2 or
4. These two possibilities correspond to q = 0 and


√
5/2,


respectively. As q is an integer, we are left with r = 2 as the
only possible candidate for m = 2. Unfortunately, a careful
examination of the structure of the corresponding null space
matrix excludes this candidate as well. Thus we have the
result that no full rank 2 × n Jacobian with n ≥ 4 can
be equally fault-tolerant to two failures. In particular, no
planar nR manipulator configuration can be equally fault-
tolerant to two or more locked-joint failures.


Lastly, we consider the case m = 3. In this case, m2(m−1) =
18 so that the candidate values for r are 2, 3, 6, 9, and 18.
The requirement that q is an integer further reduces the
candidate list to r = 3 and 6. Furthermore, the required
structure of the null space matrix eliminates the case r = 6.
It turns out that there are suitable null space matrices for
r = 3. A particular example is


N =






0 0 1√
2


0
√


2
5


1√
10


−
√


5+
√


5
20


√
5−1


2
√


10


1√
10


−
√


5−√5
20


−√5−1


2
√


10


1√
10√


5−√5
20


−√5−1


2
√


10


1√
10√


5+
√


5
20


√
5−1


2
√


10


1√
10






. (20)


In this case, there is a nice geometric interpretation for
the rows of N , which is illustrated in Fig. 2. The rows of
N correspond to points on a sphere of radius 1/


√
2 with


the first row of N corresponding to the North Pole and
the remaining five rows corresponding to the vertices of a
pentagon located at a latitude of 90◦ − arccos(1/


√
5).


Figure 2: A geometric representation of the null
space matrix N given in equation (20). The labeled
points represent the corresponding rows of N , e.g.,
the point labeled 1 corresponds to the first row of
N .
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The null space matrix (20) determines a family of equally
fault-tolerant 3 × 6 positional Jacobians. A particular
example is


J =






0.7071 0.0000 0.0000
−0.3162 0.0557 −0.6300
−0.3162 0.3253 0.5424
−0.3162 −0.5820 −0.2476
−0.3162 0.6164 −0.1418
−0.3162 −0.4153 0.4770






T


. (21)


Other Jacobians can be generated from (20). For example,
one can permute the rows of N or multiply one or more of
the rows by −1. This will not affect fault tolerance, but it
will generally result in a different Jacobian.


5. CONCLUSIONS
Designing kinematically redundant manipulators that are
optimally fault-tolerant to multiple joint failures is an
important problem for tasks requiring robots to operate
in remote and hazardous environments. In previous work,
it was shown that no manipulator configuration can be
equally fault-tolerant to three or more failures and that
no fully spatial manipulator can be equally fault-tolerant
to two locked-joint failures. However, the case of a two
or three dimensional workspace was not addressed. In this
work, it was shown that no manipulator working in a two-
dimensional workspace can be equally fault-tolerant to two
or more failures while one can design a family of Jacobians
for a six degree-of-freedom manipulator operating in a three-
dimensional workspace that are equally fault-tolerant to two
simultaneous locked-joint failures.
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ABSTRACT
An omni-directional vehicle is described. The system architecture
is detailed with consideration of the power system, drive system,
and control system. The vehicle’s design is being implemented
and current progress is discussed.


The power system consists of a modified off the shelf generator-
IC engine pair coupled with lead acid batteries. The generator-IC
engine pair has been repackaged and electric start added. The
generator produces alternating current that is rectified and
conditioned to supply a DC buss. This buss is backed up by lead
acid batteries that have approximately 1 KW/hr of storage. The
DC buss provides power to the drive motors, steering motors,
cooling system, and control system.


The drive system consists of three drive wheels. The drive wheels
are of a custom hub driven type and were fabricated for this
application. They are propelled by a frameless brushless dc motor
that drives the wheel rim via an epicyclic gear train. The drive
motors are cooled by a closed coolant loop cooling system that
includes a radiator mounted on the vehicle chassis. The drive
wheels are mounted on a spindle that is actuated by a steering
motor, allowing a minimum of 400 degrees of steering angle for
each wheel. The steering motors are sourced from Animatics and
include a dedicated controller and amplifier. The steering/drive
train is mounted on a sprung swing arm to the vehicle’s chassis.


The control system is composed of a hardware control component
and an Autonomy component. Two COTS Micro-ATX mother-
boards and an embedded microcontroller are utilized to implement
the control system. The motherboards host a quad core and dual
core processor and are used to run the higher level hardware
control and the autonomy. The embedded micro-controller
manages the drive motors and hardware system control. The
autonomous control of the vehicle is implemented utilizing the
JAUS 3.3 standard. The architecture is a derivative of past
CIMAR work utilized in the DARPA Grand and Urban
Challenges and is discussed.


Keywords
Omi-directional, autonomous ground vehicle


1. INTRODUCTION
The Center for Intelligent Machines and Robotics (CIMAR) at the
University of Florida is developing an omni-directional ground


vehicle. The vehicle will utilize CIMAR’s autonomy that has
been developed over the course of the three DARPA Ground
Vehicle Challenges. The size and speed capability of the vehicle
are tailored to allow competition in the Association for Unmanned
Vehicle System International’s (AUVSI’s) intelligent ground
vehicle competition.


2. Background
Many conventional wheeled type vehicles have fixed drive wheels
and change the direction of the vehicle by orienting the steering
wheels. The fixed configuration of the drive wheel constraints the
mobility of the vehicle to one as it typically follows Ackerman
steering. The omni-directional vehicle platform presented in this
paper has three steerable drive wheels allowing the vehicle to
maneuver in any direction instantaneously. The steerable wheel
mechanism used in this platform is considered as having non-
holonomic mobility [7] as it requires a finite amount of time
before the steering mechanism can reorient the wheel to the next
projected curve. Some special wheel designs such as Mecanum
wheels have been introduced [5] to tackle this problem by adding
rollers on the wheels. However the rolling mechanism often
increases power loss due to conflicts among other actuators [8]
and are hard to build for bigger applications, thus we have chosen
steerable wheel mechanism for the omni-directional mobility.


3. Platform
3.1 Drive
CIMAR undertook the design and development of a drive wheel
for omni-directional use. Fulmer [2] successfully demonstrated
the performance of an hub drive wheel for the omni-directional
vehicle in his paper. The hub drive wheel developed at CIMAR
consists of a brushless motor embedded in the hub of a wheel with
a two stage epicyclic gear train. Active cooling of the motor is
integral. Figure 1 shows the dynamometer test set-up for the drive
wheel done by Fulmer. Figure 2 details the results of the
dynamometer testing with seven forced cooling rates. The
performance of the drive is consistently better than 280 in-lbs of
torque. This converts to a propulsive drive force of approximately
46 lbs. The vehicle is required to traverse a 15 degree slope and
accelerate to and maintain a speed of 5 mph. The drive is
adequate for these requirements.
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Figure 1. Dynanometer Testing of Drive Wheel


Figure 2. Dynanometer testing results


3.2 Power System
The power system architecture for the omni-directional vehicle is
illustrated in figure 3. The system is a serial hybrid approach with
a gasoline powered Honda generator for electrical power
generation. Lead acid batteries serve as power storage. The
primary DC buss is 48 volts. Secondary busses are sourced from
the primary via DC-DC converters. A common ground is
maintained for all DC busses. The generator can be replaced with
wall power to facilitate static testing in the lab without the internal
combustion engine running.


3.3 Computational Resources
The omni-directional vehicle autonomy is implemented on two
COTS motherboards. One motherboard supports a quad core Intel
Q9400 and the other a dual core Intel 8200 E8200. Both systems
are powered by dc-dc atx power supplies. Inter system
communication and development are facilitated with a gigabit
router.


Figure 3. Power system layout


4. Sensors
The environment of the autonomous vehicle is explored using
several types of sensors. A single LADAR is utilized for terrain
classification and obstacle detection. Two cameras are used to
find lines and obstacles. An inertial measurement unit, a GPS
with RTK correction, and wheel odometry are utilized for
localization.


4.1 Localization
Localization of the autonomous vehicle is critical for our
implementation of the Smart Sensor concept and the reactive
planner. The architecture requires that the sensor data be placed
in a common reference frame for fusion. We use the global frame
for this purpose. Several sensors are utilized to estimate the
current position and orientation of the vehicle in the global frame.
A Microstrain 3DM-G Inertial Measurement Unit (IMU), a
Novatel Propack V3, and wheel odometry are used to estimate
position and orientation.


4.2 Obstacle Detection
The CIMAR architecture implements reactive autonomy. This
requires characterization of the environment local to the vehicle.
Detection of objects and classification of drivable areas are
needed.


4.2.1 LADAR
A Sick LMS-291S05 laser range finder is mounted to the front of
the vehicle with an actuator to continuously adjust the pitch angle
of the sensor. The purpose of using a ladar for mapping the
vehicle environment is twofold: obstacle detection and terrain
traversability estimation. Obstacle detection is possible by
extracting objects from the surrounding ground plane point data
while terrain traversability is evaluated by applying a heuristic
method to the slope and curvature of the terrain. Figure 4 shows
the configuration of the sensor.
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Figure 4. Ladar mounting configuration


The process of recreating the environment from the ladar data
involves first transforming the polar data to the vehicle’s
reference frame and then transforming these points to the global
reference frame. The advantage of storing and processing the
time persistent data in the global reference frame is that the point
data transformation is only required once whereas keeping the
data in the vehicle reference frame would require transforming old
data points as the vehicle moves and rotates. The data is stored as
z-heights in a regular grid structure as opposed to an irregular
network so the points must be snapped to the nearest grid point
before being stored. Since the data is kept persistent over time,
new data must be merged with this older data. A weighting factor
based on age is used so that older data has less confidence than
newer data. If two points are merged that are close (i.e agreement
between old and new data), their weighting factor becomes
higher. Figure 5 below illustrates the usage of addable and
removable tiles that store the point data as well as the local region
that will be processed shown in yellow.


Figure 5. LADAR local fusion scheme


A 30 m by 30 m region of the point data is selected and processed
at each time step in order to evaluate traversability and obstacle
boundaries. This region of the laser range data is processed and a
traversability grid is formed. The traversability grid is a 121 by
121 element grid that is mapped to this region, yielding a 0.25
meter resolution. Each entry in the traversability grid is scalar
value that represents that area’s traversability based on
smoothness, slope, and elevation. This general value can be
interpreted by the planning element based on the vehicle type so a
region to be avoided by one vehicle type might be easily covered
by a larger vehicle. Finally, the objects that have been extracted
from the ground plane based on their height above the
surrounding ground space is vectorized into a polygon and stored
in the knowledge store as an obstacle.


4.2.2 Vision
The Line Finding Sensor is a vision based component which
extracts line information from the local environment. For the
OMNIGATOR, we use two mvBlueFox 120aC cameras which
perform the roles of finding lines as well as obstacles. The
extraction of lines is performed by using Hough transform. This
is implemented using openCV libraries.


Detection of painted demarcations is accomplished by considering
multiple environment cues which include intensity, color, shape
and orientation. These points of interest are searched for and
linear dominant elements are reported. The input image which is
a three channel image is reconstructed into a single channel image
and the Canny algorithm is applied to it in order to detect the
dominant edges. The Canny algorithm computes first derivatives
in x and y, which are then combined into four directional
derivatives, where each of the maxima are assembled into edges.


The Probabilistic Hough Transform is applied to the binary image,
which is a slight variant of the Standard Hough Transform. The
Standard Hough Transform calculates the ‘rho’ and ‘theta’ value
of all the lines present in the frame, where ‘rho’ and ‘theta’ are the
distance and angle respectively, of the line from the origin (0, 0).
In our case the starting position was the top right of the frame,
which indicates a negative value of ‘rho’ meant the line was on
the right half of the frame. The Progressive Probabilistic Hough
Transform is a variation as it accumulates only a fraction of the
points in the accumulator plane. This results in line segments
with starting and ending points instead of an infinitely long line
with the given slope. This was chosen over the Standard Hough
transform as the first derivative of the set is more accurate than
the ones derived by Standard Hough Transform.


For the line finding algorithm, we set an initial slope value and
then perform a constant comparison with the previous slope to see
that there is no major deviation from the previous slope, thus
following the same line though it may have slight changes in
slope as in the cases of curves. Once these points are extracted,
the information is sent to the Knowledge Store. The points are
packed in a particular order to indicate that one side of the line is
traversable while the other is not.


Obstacle detection with the cameras has been reduced to a
polygon recognition and reporting one. The obstacle in the path is
found by detecting the contour. This is implemented using
openCV libraries. The binary image with the edge pixels is
classified into positive and negative regions. Depending on the
intensity, the area is classified as either a contour or a hole. The
contour is the approximated into an approximate polygon. This is
done by taking the extreme ends of the contour and drawing a line
between them. The point which is farthest from this line is taken
as the third point and so on. The iteration stops when the distance
between the point and the line is lesser than a specified value.
Also while finding the polygons, noise may interfere with the data
capture, so we assign another condition that the area of the
contour detected must be greater than a particular value (to
indicate that there is a polygon).


The points are found in a random order which is packed into a
predefined clockwise order and sent to the Knowledge Store.


-90° < θ < 0°


Tiles


Traversability
Grid Zone


Cells with
vertices which
have not been
assigned values
are marked as
unknown in the
Traversability
Grid.


All other cells are
given
traversability
values based on
slope, curvature,
and elevation.
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5. Control


5.1 Low Level Control
As an omni-directional mechanism, three hub drive BLDC motors
are attached to a L-shaped bracket. Each wheel bracket is
connected to the steering servo motor with a 48:1 gear head.
Figure 6 shows the physical arrangement of the mechanisms.


Figure 6. Drive configuration


In order to control the vehicle platform, certain inputs have to be
converted to a power to drive the actuators.
the JAUS architecture, the primitive driver (PD) provides the
method of interpreting plans to actuator command. PD require
low level or hardware level control system.
architecture designed to interface with actuation systems.


Figure 7. Control system layout
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directional mechanism, three hub drive BLDC motors
Each wheel bracket is


servo motor with a 48:1 gear head.
shows the physical arrangement of the mechanisms.


. Drive configuration


In order to control the vehicle platform, certain inputs have to be
converted to a power to drive the actuators. In the hierarchy of


primitive driver (PD) provides the
ting plans to actuator command. PD requires


low level or hardware level control system. Figure 7 shows the
architecture designed to interface with actuation systems.


. Control system layout


A SmartMotor SM3440D from Animatics is used for the steering
actuator. It is a complete servo system equipped with individual
embedded motor controller, amplifier,
SmartMotor is commanded through RS
Physical alignment of the drive wheel
controlling the steering angle of the omni
of the wheels are not correctly aligned towards the omni
directional motion, abnormal
mechanism and that can potentially damage or destroy it.
prevent such a catastrophic event
device is turned on the SmartMotor
operation. This initialization process includes homing and
alignment. An optical sensor switch is mounted on one side of the
gear head block looking down to the
tape is placed on top of the bracket which enables the sensor
detect the light emitted from its source and


Controlling the three wheel motor requires different techniques
it lacks both motor amplifier and
motor driver from Advance Motion is used to power the motor.
This motor driver converts analog reference input to switching
currents for the brushless motor.
to complete the motor feedback control sy
provides an economical and reliable solut
computing power (up to 16MIPS at 16MHz
motor contains an optical encoder with 1000 counts per revolution
(CPR) attached to the motor shaft.
encoder is fed back to the controller by its embedded
timer/counter. A discrete PID control algorithm is implemented
in the microcontroller to compensate the errors with newly
updated encoder counts. The error obtained here can be expressed
as


GoalRPME 


Where GoalRPM is desired velocity of the motor and
CurrentRPM is the latest encoder
sampling time. The sampling time in this case is set to 8ms, a
sampling rate of 125 Hz. With this feedback system, the d
time PID control law is shown as f


EKOutput PPID 


Where KP, KI and KD are the controller gains of proportional,
integral and derivative terms respectively.
simplified diagram of the PID control system developed for the
omni-directional wheel motor.


Figure 8. Control system block diagram
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A SmartMotor SM3440D from Animatics is used for the steering
t is a complete servo system equipped with individual


amplifier, and an encoder. Each
SmartMotor is commanded through RS-232 serial communication.


of the drive wheel is very important in
ng angle of the omni-directional wheel. If any


wheels are not correctly aligned towards the omni-
abnormal forces will be applied to the


mechanism and that can potentially damage or destroy it. To
prevent such a catastrophic event from happening, every time the


SmartMotor must be initialized prior to
. This initialization process includes homing and


An optical sensor switch is mounted on one side of the
gear head block looking down to the wheel bracket. A reflective
tape is placed on top of the bracket which enables the sensor to
detect the light emitted from its source and find the home.


Controlling the three wheel motor requires different techniques as
it lacks both motor amplifier and controller. A BE40A8 BLDC
motor driver from Advance Motion is used to power the motor.
This motor driver converts analog reference input to switching
currents for the brushless motor. An embedded controller is used
to complete the motor feedback control system. An ATmega128


and reliable solution with enough
p to 16MIPS at 16MHz [1]). The wheel


motor contains an optical encoder with 1000 counts per revolution
(CPR) attached to the motor shaft. Each pulse out from the


fed back to the controller by its embedded
A discrete PID control algorithm is implemented


in the microcontroller to compensate the errors with newly
The error obtained here can be expressed


CurrentRPMGoalRPM  (1)


Where GoalRPM is desired velocity of the motor and
encoder count measured during a


The sampling time in this case is set to 8ms, a
sampling rate of 125 Hz. With this feedback system, the discrete-


ntrol law is shown as follows:


 
dt


E
KtEK DI



 


(2)


are the controller gains of proportional,
integral and derivative terms respectively. Figure 8 shows
simplified diagram of the PID control system developed for the


. Control system block diagram
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Adjusting the gains used for the PID controller often becomes trial
and error especially when trying to control motors with unknown
characteristics. Since the nature of the omni-directional mobility
requires synchronous motion, tuning of the PID motor controllers
were focused on ensuring paralleled motion. The step responses of
all three motors are shown in Figure 9. This result shows the
performance of the newly implemented PID motor controller.


Figure 9. Step response


5.2 Autonomy
The autonomy deployed on this omni directional ground vehicle is
derived from the CIMAR architecture that was developed over the
course of the DARPA Ground Vehicle Challenges. The
architecture implemented traversability grids in the second Grand
Challenge[2], and multiple behavior modes were implemented in
the Urban Challenge. The development of the architecture is
ongoing. The current work focuses on improving situational
awareness through utilization of a knowledge store.


The architecture is implemented in a JAUS 3.3 compliant manner.
JAUS defines a component as a collection of software that
performs a defined task. JAUS specifies a group of messages that
allow components to communicate. The standard leaves room
for custom messages and experimental components. Some of the
architecture is experimental.


The Smart Sensor Concept developed for the Second Challenge
takes raw data from the sensor level and converts it into a format
that is fusable with other sensor data, whether the sensor is of the
same type or not[2][6]. The traversability grid provided the
means for this fusion to happen. Tested heuristics were utilized to
fuse the data to allow planning based on multiple sensor input
with varying time and space resolutions. The addition of a
knowledge store is requiring modification of the Smart Sensor
output. We have maintained the traversability grid and the
appropriate representation of the reactive environment in which


we plan in. We have the Smart Sensors extract terrain data and
represent it as a traversability grid. Obstacle data is reduced to
vector representation and stored in the Knowledge Store. This
data is fused with the traversability data in a process call the
Arbiter.


The fused result is then used in a receding horizon planner based
on an A* search [4]. This component has previously been utilized
for skid steered and Ackerman steered vehicles. The generational
trajectories utilized by the A* search are derived from a vehicle
kinematics model. The omni-directional vehicle’s kinematics are
theatrically unrestrained in the plane (3 degrees of freedom). As
mentioned in section 2, the steering and wheel velocities cannot
be controlled instantaneously, so the vehicle dos have slightly
non-holonomic behavior. A ray based kinematic model is utilized
as the kinematic model for the omni-directional model at the
reactive planning stage, and the low level control is scheduled to
compensate for the non-holonomic behavior by retarding linear
velocity in favor of correct heading.


The vehicle is expected to complete two primary behaviors:
waypoint following and corridor following. In waypoint
following, the vehicle is given a list of waypoints in Latitude and
Longitude. The vehicle is then expected to navigate from point to
point, avoiding obstacles. In corridor following, the vehicle is put
in a corridor defined by lines on the terrain, and expected to
follow the corridor avoiding obstacles until the corridor ends.
Both of these navigational behaviors can be implemented by
driving the optimization scheme of the receding horizon planner.
A desired path is imposed on the traversability grid that the
Arbiter produces, leading to the desired path being found by the
planner provided no environmental factors (from sensors) restrict
the plan.


Figure 10 illustrates the system diagram. The perception elements
consist of the LADAR and vision smart sensors and the GPOS
component. The LADAR component utilizes the input from a
LADAR sensor and the GPOS data to define the traversability of
the terrain local to the vehicle. It also detects obstacles and
commits them to the knowledge store component. The vision
component extracts line objects and obstacles from the field of
view of two cameras. This information is vectorized and stored in
the knowledge store. The GPOS component produces a current
estimate of the vehicle’s global position and pose.


The subsystem commander establishes which navigational
behavior is active and monitors system health. The corridor
driver queries the knowledge store for line data to define a
corridor. It establishes a series of goals for any instant in time
based on the line data. These goals are sent to the high level
planner which directs the local path planner. The waypoint driver
takes an a priori list of waypoints and sends them to the high level
planner in a similar manner.


Motor Control Response
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ABSTRACT 


This paper presents a method for autonomous urban navigation 


which uses lane center estimation to plan trajectories down the 


middle of a driving lane. This estimation is generated from a set 


of sensing elements utilizing cameras and laser range scanners. 


The goal of this method is to allow for effective autonomous 


navigation in the absence of reliable GPS data. The lane center 


estimation takes the form of offset corrections at different 


distances in front of the vehicle. The motion planning algorithm 


then uses these corrections to generate a series of intermediate 


goal points to plan towards to generate a solution trajectory that 


closely follows the estimated lane center. 


Keywords 
Autonomous motion planning, Lane center estimation, Mobile 


robots, Urban navigation. 


 


1. INTRODUCTION 
The challenges associated with autonomous urban navigation 


necessitate sophisticated algorithms in order to achieve success. 


The tasks of localization and motion planning are integral to this 


success. While Global Positioning Systems (GPS) technology has 


been instrumental in localization for robots, its data may not be 


accurate or reliable enough when attempting to autonomously 


generate control inputs to follow the center of a lane. In 


addressing these concerns leading up to and following the 2007 


DARPA Urban Challenge [2], a method has been developed in 


which multiple sensors compute estimated offsets from the lane 


center assuming constant heading. Cameras and lasers have 


previously been used for lane midline detection in several studies 


[7, 8]. These offset values are fused by carrying out a statistical 


regression analysis to fit a polynomial to the data to estimate the 


lane center. The offsets from the arbitrated lane center  are then 


used by the planning algorithm to generate control inputs to keep 


the robot as close to the center of the lane as possible. A similar 


method was previously used to facilitate lane following on a small 


DC motor driven mobile robot [4]. This method builds off of a 


previous study seeking to correct for GPS drift using vision to 


modify the local world model [6]. This paper describes how the 


motion planning algorithm can likewise use these lane center 


corrections to generate trajectories that closely follow the center 


of the desired lane of travel. The autonomous platform used for 


this study is shown in Fig. 1.   


 


Figure 1. The Urban NaviGator autonomous vehicle 


developed by Team GatorNation for the 2007 DARPA Urban 


Challenge 


  


2. LANE ESTIMATING SENSORS 


2.1 Cameras 
Two color Matrix Vision USB 2.0 cameras are mounted on either 


side of the vehicle looking down at the painted road lines with a 


viewing range of 14m ahead of the vehicle. These cameras are 


used to detect the location of the road lines in order to report the 


lane width and lane center estimates. The captured images are 


processed by applying a Canny filter edge detection algorithm to 


the raw image with normalized RGB color values.  A Hough line 


transformation algorithm is then used to extract a set of candidate 


lines from the most dominant line segments in the filtered image. 


These candidate lines are compared to a model of painted road 


lines considering orientation and proximity to the vehicle to select 


the best candidates. The lines are then transformed from the 


camera reference frame to the global reference frame where lane 


center and width can be calculated at various distances ahead of 


the vehicle. The output takes the form of offset values which 


represent the estimated lateral distance from the vehicle center to 


the perceived lane center assuming a constant vehicle heading. 


For the camera-based component, these offsets are reported at 


distances of 4, 9 and 14 meters ahead, measured in the vehicle 


frame of reference. The confidence in the reporting of these 
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offsets is dependent upon the number of lines that were detected. 


If both lines are detected, full confidence is reported; whereas if 


only one line is detected, the confidence is reduced because the 


lane center must be estimated based on an assumed lane width.  


 


2.2 Laser Range Finders 
A SICK LMS-291 laser range finder was used to detect the lateral 


distance from the curb to the vehicle center.  By assuming a 


standard road width, the location of the lane center relative to the 


vehicle can be estimated by measuring the distance to the curb.  


Laser range scanners are mounted above the vehicle on both the 


driver and passenger side and are oriented such that the scanning 


plane is perpendicular to the ground plane.  For this study, the 


driver side scanner was unused and the passenger side scanner 


was slanted backwards so as to measure the curb as close to the 


rear axle as possible. Curb detection is accomplished by 


evaluating the angle between the horizontal plane and the line 


passing through two laser strikes measured four degrees apart.  If 


this angle and the relative height difference are above specified 


threshold values, then the curb is mapped at this point and the 


lateral offset is reported based on the assumed road width and 


curb layout. The laser-based sensor component reports the offset 


of the origin of the vehicle reference frame (i.e. center of rear 


axle) from the estimated lane center. 


 


Fig. 2. Hough candidate lines drawn in filtered image and best 


candidate line drawn in original raw image 


 


3. LANE ESTIMATING ARBITER 
Lane center data can be very accurate if the sensor data is fused 


from a number of independent sources.  Additionally, by using the 


data collected at one point in time with newer data collected in 


subsequent time steps, a more accurate estimation of the lane 


center along the entire lane can be generated.   This estimated lane 


information can then be sent to the planning element of the 


autonomous system to augment GPS navigation. In order to solve 


the problem of fusing sensor data from various components within 


the system, an arbitration component was used [5].  This arbiter is 


scalable to accept lane center estimates from any number of 


different sensors.  For this study, inputs were received from the 


vision-based sensor, which reported lane center estimates at three 


different distances ahead of the vehicle, and from the laser 


scanner-based sensor, which estimated the lane center only at the 


vehicle’s current location.  Fig. 3. shows a visualization of the 


Lane Estimating Arbiter with a highly confident curve fit showing 


the vehicle approaching a leftward curve in the road. 


 


Fig. 3. Lane Estimating Arbiter visualization screen with a 


confident fit  
 


Each sensing element reports the confidence associated with each 


lane center estimate to the arbiter.  As lane center estimates are 


added to the list stored in the arbiter component, they are assigned 


a weighting value based on these confidences.  Since the lane 


center estimates are reported and stored in the vehicles local 


reference frame, the points must be transformed through time to 


take advantage of the benefits of persistent data.  Roughly twenty 


times a second, new data points are added to the list and old data 


points are updated to their new relative locations to the vehicle as 


well as given a decayed weighting value.  Once the weighting 


factor has decayed below a certain threshold, the point is removed 


from the list and no longer used in the estimation process.   


In order to fuse the data, a second order curve is fitted to the 


points using a weighted least squares regression.  The weighting 


factor used is based on the confidence initially reported with each 


point and the amount of time each point has resided in the list 


which becomes exponentially lower as time goes on.  Once this fit 


has been performed, the reduced chi squared value is calculated.  


If this value is between 0.1 and 5, then the algorithm deems that 


there is enough certainty in the curve fit to report lane center 


estimates based on this curve.  This method allows other elements, 


such as the motion planner, to request the lane center estimates to 


be reported at arbitrary distances ahead of the vehicle.  The arbiter 


uses these requests to evaluate the curve at these points and report 
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the values of the lane center offsets at these distances.   The 


reported confidence in these estimates is a function of the reduced 


chi squared value, with a better fit producing a higher reported 


confidence. 


 


4. MOTION PLANNING ALGORITHM


4.1 Receding Horizon Control Strategy
The Motion planning algorithm combines a receding horizon 


control strategy with a heuristic search algorithm. The goal for the 


vehicle is calculated at the time horizon from a series of mission 


waypoints that come from a Road Network Data File (RNDF). 


The RNDF is built from GPS waypoints that are surveyed in the 


road network. The state representation of the vehicle can be 


expressed as  


   


 


     


 


    
where x and y are the global position of the vehicle, ψ is the 


global heading angle, v is the velocity, and φ is the steering effort. 


The time horizon typically places the goal at the edge of the 


robot’s known environment, as represented by a traversability grid 


shown in Fig. 3. The entire sequence of control inputs is


generated to move the vehicle from its current state to the goal 


state. Upon successful calculation of this sequence, the first input 


is implemented. The entire process is then repeated with updated 


position feedback and a recalculated goal state. 


Fig. 3. Traversability grid 


4.2 A* Search Algorithm 


An A* search algorithm is run to calculate the sequence of state 


changes. This algorithm was first developed in 1968 by Hart, 
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where x and y are the global position of the vehicle, ψ is the 


lobal heading angle, v is the velocity, and φ is the steering effort. 


The time horizon typically places the goal at the edge of the 


robot’s known environment, as represented by a traversability grid 


shown in Fig. 3. The entire sequence of control inputs is then 


generated to move the vehicle from its current state to the goal 


state. Upon successful calculation of this sequence, the first input 


is implemented. The entire process is then repeated with updated 


 


An A* search algorithm is run to calculate the sequence of state 


changes. This algorithm was first developed in 1968 by Hart, 


Nilsson, and Raphael [3]. It effectively explores and evaluates a 


list of search nodes to find the least-cost path from an initial node 


to a final goal node. For this method, the search


potential vehicle states as denoted in Eq. 1. The initial node is the 


current vehicle state and the final goal node is the


calculated by the motion planning algorithm from the RNDF 


waypoints. Each node can be expanded to a number of s


nodes by discretizing the steering range of the vehicle. The nodes 


are expanded through a kinematic vehicle model to calculate the 


change in position associated with each of these discrete potential 


steering efforts. The model is described in equa


          


    


 


    


 


    


 


In Eq. 2, 3 and 4, ∆x and ∆y are the change in global position, ψ 


and ∆ψ are the global heading angle and change in global heading


angle, and kavg  is the average curvature of the arc traveled by the 


vehicle for a steering effort of φ and a wheelbase of


As the nodes are expanded through this vehicle model, they are 


assessed a cost of the form: 


    


where f(n) is the total node cost, g(n) is the sum of all the costs to 


get to the particular node, and h(n) is a cost estimate to get from 


the node of interest to the goal node. Both g(n) and h(n) are 


evaluated based on a number of factors.  One of the primary 


parameters used to define the node cost is associated with the 


traversability value assigned to the cell in the traversability grid, 


as seen in Fig. 3, within which a newly expanded node resides. 


The traversability grid used by the motion planning algorithm is 


the product of the fusion and arbitration of multiple grids coming 


from various sensor elements. The grid is a rasterized 


representation of the immediate environment around the robot 


It takes the form of a two-dimensional array of cells of size 121 


rows by 121 columns. The resolution of each cell is 0.5 meters 


square. Each cell is assigned a value of “traversability” which 


describes the quality of the driving surface contained within


particular cell. The other primary parameter used in evaluating a 


search node is the distance to the planning goal point. 


Once a node is expanded and evaluated, it is placed in a priority 


queue which is organized based on node cost. The least


node always sits at the top of the queue and is selected for 


expansion. This process of expansion and evaluation continues 


until a search node is expanded near the final goal region or until 


the node list is exhausted. Assuming the latter is not the case,


node that falls within the goal region is traced back to the initially 


expanded node. The steering effort associated with this initial 


node is selected as the next steering control input. 


    


4.3 Intermediate Lane Center Goal Points
The new method calls for the planning algorithm to consider the 


lane corrections provided by the Lane Estimating Arbiter when 


carrying out its search in an attempt to select nodes which will 


provide a path down the center of the lane. The planner initially
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. It effectively explores and evaluates a 


cost path from an initial node 


to a final goal node. For this method, the search nodes are 


potential vehicle states as denoted in Eq. 1. The initial node is the 


current vehicle state and the final goal node is the goal state 


calculated by the motion planning algorithm from the RNDF 


waypoints. Each node can be expanded to a number of successor 


nodes by discretizing the steering range of the vehicle. The nodes 


are expanded through a kinematic vehicle model to calculate the 


change in position associated with each of these discrete potential 


steering efforts. The model is described in equation form as: 
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∆x and ∆y are the change in global position, ψ 


and ∆ψ are the global heading angle and change in global heading 


is the average curvature of the arc traveled by the 


vehicle for a steering effort of φ and a wheelbase of lw. 


s the nodes are expanded through this vehicle model, they are 
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as seen in Fig. 3, within which a newly expanded node resides. 
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representation of the immediate environment around the robot [1]. 
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describes the quality of the driving surface contained within that 
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search node is the distance to the planning goal point.  
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queue which is organized based on node cost. The least-costly 


node always sits at the top of the queue and is selected for 


expansion. This process of expansion and evaluation continues 


until a search node is expanded near the final goal region or until 


the node list is exhausted. Assuming the latter is not the case, the 


node that falls within the goal region is traced back to the initially 


expanded node. The steering effort associated with this initial 


node is selected as the next steering control input.  
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carrying out its search in an attempt to select nodes which will 


provide a path down the center of the lane. The planner initially 
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requests correction values for a set of distances in front of the 


vehicle. These requested distances are associated with the 


distances between each generation of expanded search nodes and 


extend out to the motion planner’s search time horizon. The 


reported corrections are then used to generate a series of 


intermediate goal points in the global frame of reference for the 


planning algorithm. The geometry for calculating these 


intermediate goal points is shown in Fig. 4.  


 


Fig. 4. Lane center intermediate goal point geometry 


 


The equations for these calculations are as follows: 


��� �  	
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where ���and ���are the global positions of the �#$ intermediate 


goal point, D is the distance in front of the vehicle the correction 


is provided at, �is the correction at the distance D, � is the 


correction at the robot’s rear axle, � is the current vehicle 


heading, and � and � are intermediate angles between the current 


vehicle heading and the intermediate goal point. All distances are 


measured from the inertial measurement unit located on the 


vehicle’s rear axle. The number of intermediate goal points 


calculated, i, is dependent on the search algorithm maximum 


search depth and the node expansion distance. Fig. 5.   shows the 


search algorithm painting the intermediate goal points along the 


center of the lane. 


Each goal point is associated with a generation of search nodes 


expanded as described in the previous section. A cost is added to 


each node based on the distance between it and its respective 


intermediate goal point. This penalizes nodes that are further away 


from the estimated lane center and increases the chance of a 


solution trajectory closely following the middle of the desired 


lane.       


      


5. Results 


Preliminary testing has been conducted to validate this method of 


using lane center estimation as a means of correcting for position 


sensor error when carrying out the motion planning process. The 


tests were conducted by manually driving the robotic vehicle with 


poor GPS data being provided to the system. Lane center offset 


values for the requested distances were recorded, as well as the 


calculated intermediate goal points. Fig. 5 shows a visualization 


saved from one of these tests conducted on a road with well 


defined lane lines and curbs.  The desired lane is painted blue and 


is plotted according to the GPS-based waypoints provided in the 


RNDF. Fig. 5 shows the vehicle experiencing a GPS offset of 


approximately five meters. The sensed lane center is being 


reported to the motion planning component in order to calculate 


its intermediated goal points. These intermediate goal points are 


painted in yellow in Fig. 5. Also shown are the expanded search 


nodes painted in brown, and the selected solution trajectory 


painted in light blue. 


 


 


Fig. 5. Traversability grid showing incorrect, GPS-defined 


road and intermediate goal points calculated from lane center 


estimation 


 


The positions of these intermediate goal points are listed in Table 


1. The positions are calculated in a global UTM frame of 


reference according to the geometry described in Fig. 4. The UTM 


coordinate frame describes positions in terms of Northing (Y) and 


Easting (X). The traversability grid image in Fig. 5 is built in this 
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UTM frame with North always as the vertical axis and East as the 


horizontal axis. These intermediate goal positions describe the 


lane center following a slight rightward curve in the road, which 


matches what is seen in Fig. 5. 


 


Table 1. Intermediate Goal Points 


Intermediate Goal 


Number 


X Position 


(m) 


Y Position 


(m) 


1 0.6 5.98 


2 0.73 9.98 


3 0.85 13.98 


4 0.98 17.98 


5 1.11 21.98 


6 1.23 25.98 


 


6. CONCLUSIONS 
This paper has presented a new motion planning method 


for autonomous vehicles in urban environments that uses 


lane center estimation to plan a path down the center of the 


desired lane.  Multiple sensing components consisting of 


lasers and cameras are used to calculate estimated offset 


distances from the perceived lane center to the vehicle 


position assuming a constant heading angle. The 


corrections from these different sources are then fused in an 


arbitration component where a curve is fit to the provided 


data points in order to estimate the offset at any distance 


requested.  The motion planning algorithm then uses these 


corrections to generate a series of intermediate goal points 


which follow the estimated lane center. These goal points 


are then used in the objective function of the A* algorithm 


to find a least cost path that closely tracks this perceived 


lane center.  


This method proved effective in allowing a manually 


driven robotic vehicle to plan a path down the center of its 


desired lane with in the absence of accurate positioning 


information.  Future experiments are being planned to 


allow this method to autonomously drive the vehicle 


through a road network with well defined lines and curbs. 


Testing will also be conducted to study the sensitivity of 


the method to varying speeds and lighting conditions. 


Effort is also being put into using the driver–side laser 


range scanner to detect the curb on the opposite side of the 


road. This capability would improve confidence in the lane 


center offset values supplied by the curb finding sensor by 


providing an accurate estimation of the road width rather 


than using an assumed lane width, which could then be 


used to generate the offset values. Lastly, the method is 


being modified to allow the motion planner to switch, in a 


stable manner, between relying on the GPS-defined road 


network and relying on the lane center offset values to 


define the desired path. 
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ABSTRACT 
 


The modifications of an existing design for a rehabilitation system 
are discussed.  The major change is the reduction of the numbers 
of controlled cables from three to two by keeping one cable 
loaded with a constant tension. This change simplifies the design 
and the controls of the device. 


Keywords 
 


Rehabilitation, Cable-drive, Robotic Therapy 


1.INTRODUCTION 
 


In [1] a tri-cable design for a two dimensional planar manipulator 
was described in details. A schematic of this system is shown in 
Figure 1. 


 


       


Figure 1. General layout of the rehabilitation robot 


 


Experiments with the system revealed that in order to maintain the 
required tension in the cables as well as to control the position of 
the end-effector, a very tight control is required which is 
impractical. One solution to this problem is to integrate in to each 
cable a flexible element which absorbs the inaccuracies in the 
cables’ length. Thus the resulted tension is accurate too. 


In this paper two different solutions, in which one cable is 
maintained under a constant known tension, is proposed. 


2. SOLUTION I  
 


The diagram of the proposed system is shown in Figure 2, 


 


 


Figure 2. General layout of Solution I 


 


As shown the end-effector is supported by three cables with 
tensions T1, T2 and T3. However, in this case only the tensions T1 
and T2. are being controlled while the tension T3  is kept constant 
(by means of weight). Also, T3 is supported by a fixed pulley 
located at the middle of the top of the frame. The force F is the 
force being applied by the user while the tension provides the 
balancing force. In equilibrium: 


0321 =+++ FTTT     (1) 


Expending Eq. 1 yields: 
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Since the tension T3 is a know constant, the tensions T1 and T2   
can be determined: 
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The solution above is valid as long as the values of T T1 and T2 
are positive (maintaining tension in the cables).  


The determination of the workspace where the above solution is 
valid was achieved numerically. The workspace was divided to 
the grid shown in Figure 3. 


 


Figure 3. Workspace grid 


The numerical procedure follows these steps: 


1. The ration T3/F is fixed.  


2. The angle of the force F is fixed. 


3. The tensions T1 and T2 , at each grid point, were calculated 
and their validity was checked out. 


4. The angle of the force was changed in increments of π/6 and 
the process repeated itself. 


Figure 4 represents the results obtained for T3/F=2:  


1. The red points (squares) represent locations with unfeasible 
solution 


2. The green points (circles) represent locations with feasible 
solution for any direction of the force F. 


3. All other points represent locations with feasible solution 
only for the indicated direction of the force F. 


 


Figure 4. Results for Solution I (T3/F=2). 


 


Figure 4 indicates that the workspace of the robot is basically 
limited to the triangle defined by the location of the cables 
“anchors”.  


3. SOLUTION II 
 


To increase the workspace of the robot, it is proposed to control 
the anchoring position of T3 so that it follows the X position of 
the end-effector (see Figure 5).  


The equilibrium equation in this case are given by: 
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The solution for tensions T1 and T2   can be determined: 
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Figure 5. General layout of Solution II 


 


The same numerical procedure mentioned above used to 
determine the workspace and dexterity of the robot in this case. A 
solution for T3/F=2 is shown in Figure 6. As shown, a major 
improvement in the workspace was achieved, obviously for the 
cost of the additional actuator needed to move the anchor point of 
T3. Similarly, the results in Figure 6 indicate: 


1. The red points (squares) represent locations with unfeasible 
solution 


2. The green points (circles) represent locations with feasible 
solution for any direction of the force F. 


3. All other points represent locations with feasible solution 
only for the indicated direction of the force F. 


 


 


 


Figure 6. Results for Solution II (T3/F=2). 


4. SENSITIVITY TO T3/F   
 


The solutions shown in Figures 4 and 6 are valid only for on 
particular tension, T3, and a load F. changes in the ratio T3/F will 
affect the workspace and dexterity of the robot.  


 


Figure 7. Results for Solution II (T3/F=5). 
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Figure 7 shows the workspace and the dexterity of the robot for 
T3/F=5. As shown a major improvement in the workspace as well 
as in the dexterity of the robot. The cost for this improvement is 
the higher tension in the other two cable and the associated 
increase in cost on their actuators. 


5. CONCLUSIONS   
 


A tri-cable robot where the tension in one of its cable is 
maintained constant is described. The workspace and the dexterity 
of the robot were investigated and presented for two different 
implementations. The results show an improvement in both 
measures workspace and dexterity.  
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ABSTRACT 


In this paper we present a novel concept of shared autonomous 


and teleoperation control of a remote manipulator with laser-


based assistance in unstructured remote environments for people 


with disabilities to perform activities of daily living (ADL). The 


laser mounted on the remote arm end effector enables the user 


controlling the master to make high-level decisions, such as 


target object selection, and the range information from the laser 


enables the system to generate a trajectories and virtual 


constraints. The trajectories generated drive the remote arm 


autonomously whereas the virtual constraints assist the user in 


controlling the remote arm along specified paths as the user 


teleoperates with the master. Operating modes such as 


autonomous, position-teleoperation and velocity-teleoperation, 


scaled teleoperation and virtual fixture teleoperation have been 


implemented in the control code and the user can select the 


appropriate mode depending on his preference to execute a task. 


A real-time QNX operating system has been used to develop 


control code for controlling a PUMA 560 robotic arm which is 


the slave. A Phantom Omni interfaced to the PUMA through a 


TCP/IP port is used as the master. A SICK laser range finder was 


used to for the telerobotic control. Three healthy human subjects 


were trained to use the system for a pick-and-place task. Data 


were collected and presented for different control modes, and a 


comparison between these modes based on the time to complete 


the task was presented. Future work integrating a CCD camera to 


the telerobotics system to implement intelligent dynamic 


trajectory generation and obstacle avoidance is discussed. The 


use of general purpose GPU computing to provide the 


computational power for processing the RGB data from the CCD 


camera is also mentioned. 


Keywords 


Teleoperation, Autonomous, Virtual Constraints 


1. INTRODUCTION 
According to the 2006 US Census Bureau report [1], 51.2 million 


Americans (18.1 percent of the US population) had some level of 


disability and 32.5 million of them (11.5 percent) had a severe 


disability. About 10.7 million Americans older than 6 years of 


age needed personal assistance with one or more activities of 


daily living (ADL) such as pick and place tasks. Under these 


circumstances, it is necessary to develop a system that would 


provide some level of autonomy for people with disabilities to 


carry out their ADLs independently.  


This work focuses on enhancing the capabilities of individuals 


with disabilities using intelligent autonomous and teleoperation 


robotic shared control to combine human decisions with 


computer intelligence on a hard real-time master-slave system 


that will help users to execute their activities of daily living in an 


easier and faster manner. The human decision making 


component comes from locating the target objects in the 


environment using a single-point laser and selecting a 


combination of different modes of operation like the autonomous, 


position or velocity based teleoperation and scaled teleoperation 


control modes. 


Sheridan [2] defined telerobotics as an advanced form of 


teleoperation in which a remote manipulator is controlled by a 


human supervisor through a computer intermediary. The remote 


manipulator is semi-autonomous with some level of local 


autonomy, but the human is always in the loop controlling the 


robot. The high level activities like task planning and target 


object selection are performed by the human, and the computer 


controlling the robot is responsible for low level activities such 


as trajectory generation and obstacle avoidance. 


Various forms of control strategies have emerged to combine 


human decision making with computer intelligence and to 


provide a strategy of control sharing between the computer and 


the human user. In the past, people have worked on developing 


systems to combine human decision making with machine 


intelligence. Hayati and Venkataraman [3] developed a system 


that used a control sharing strategy to share the control between 


the autonomous and teleoperated modules. The sharing strategy 


was such that it implemented the positive features of both 


modules. Backes [4] presented a control scheme in which inputs 


from various modules like teleoperation, trajectory generation, 


and sensors were combined to control the arm. Yokokohji et al. 


[5] developed operation modes that combined the manual 


operation and autonomous modes and showed that the task 


efficiency is improved and the burden on the operator is reduced. 


Tarn et al. [6] have described a control scheme for co-operation 


of human and machine intelligence using event-based planning 


and control by superimposing the machine and human inputs. 


Hirai et al [7] described a strategy of superimposing both 


autonomous and teleoperation control modes by integrating a 


task-knowledge base with commands from various input devices. 


Hayati and Balaram [8] had developed a telerobotic test-bed that 
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has various modes of control like supervisory or shared control 


modes depending on the level of unstructuredness on the 


environment. 


Assistance functions have been used to aid the users to operate 


the master in a telerobotic system. These assistance functions are 


a form of machine intelligence as the users motion is enhanced or 


filtered for better control using programmed constraints. Joly and 


Andriot [9] used the idea of virtual mechanisms that constrain 


the motion of the slave so that the user is able to teleoperate with 


the master without bothering about the trajectory that should be 


traced by the slave. The type of virtual mechanism depends on 


the trajectory to be generated. Aigner [10] discussed the idea of 


assisting the user by means of potential fields. The velocity 


commands generated by potential fields, which are virtual fields, 


are superimposed over the users‟ motion of the manipulator so 


that obstacles are avoided. 


Norali et al. [11] - [13] demonstrated the application of 


assistance function strategies like virtual constraints and scaling 


on a telerobotic system that augments the performance of motion-


impaired users. It allowed the users with disabilities to perform 


complex tasks, reduce their execution times and increase their 


operational accuracy. 


Sensor-based teleoperation with online trajectory generation and 


execution have been used by Hirzinger et al. [14] to operate their 


sensor-based robot that uses an array of nine laser sensors and 


stereo cameras. There have also been efforts to develop real-time 


telerobotic control systems, but they are not PC based thus 


limiting their scalability and are based on expensive workstations 


[15], [16]. 


Here we have described a PC based real time system with 


limited sensors that will assist people with disabilities to carry 


out ADLs. People with disabilities can use the master to 


teleoperate the remote arm. The 3D Cartesian based mapping 


from master to slave makes it very easy and quick for the users to 


point to objects in the environment with the laser. Once the 


object is located by the laser point, it is locked by the system by 


the press of a key and then the slave can proceed towards the 


object in automatic mode or by teleoperating. Here again the 


assistance whether it be scaled teleoperation or virtual fixture 


based control, is provided by the laser data only. 


The remainder of this paper will be distributed as follows: In 


section II, the system design from hardware and software 


architecture point of view will be described. In section III, we 


present the concept and implementation of laser based control of 


the remote robot. In this section we describe the implementation 


of the automatic and teleoperation control modes and how laser 


data is used to generate trajectories and apply virtual constraints. 


Description of the tests carried out based on the activities of 


daily living tasks are presented in section IV, and the test results 


are discussed. This is followed by the conclusions in section V. 


2. SYSTEM DESIGN – HARDWARE AND 


SOFTWARE ARCHITECTURE 


2.1 Hardware 
The slave (remote) arm is a 6-DoF PUMA560 manipulator 


interfaced to a 666 MHz Pentium II single processor computer 


via a TRC205 controller manufactured by Mark V Automation 


Corporation and interfaced to the PC through a Servo-to-Go 


motion board. The control algorithms were written on the same 


machine using the G++ Open Source compiler for C++ [17] on a 


QNX real-time operating system [18]. The master control device 


is a 6-DoF Phantom Omni haptic device manufactured by 


SensAble Technologies [19] and interfaced to a 2.4 GHz Pentium 


4 computer running on Windows XP. A Logitech MT Orbit CCD 


camera and a DT60 SICK laser range finder were mounted on 


the arm at the end effector, and interfaced via a serial ports to a 


2.4 GHz Intel Core 2 computer running on Windows XP. A 


graphical user interface that shows a real time laser readings and 


video stream for user visual feedback also runs on this machine. 


A programmable 4-DoF gripper manufactured by Barrett 


Technology Inc. is mounted on the end-effector. This gripper is 


interfaced to and controlled by the same PC to which the Omni is 


interfaced. Figure 1 shows the gripper, laser range finder and 


camera mounted on the PUMA manipulator. 


 


Figure 1.  PUMA 560 Setup with the Barrett Gripper, Laser and 


Camera 


2.2 Software Architecture 
A Microsoft Visual C++ program has been developed to run the 


Omni controller and render the virtual environment using 


OpenHaptics [20] and OpenGL [21] library functions and APIs. 


Commands for creating and interfacing Visual C++ based sockets 


for sending and receiving information between the Omni and the 


PUMA controller via TCP/IP ports on a local network are also 


embedded in the same program. 


The program running on the Omni controller is multithreaded. 


These threads include the main application thread, the graphics 


thread, the haptics thread, the collision detection thread and the 


communications thread for receiving data from PUMA controller. 


The main application thread starts the other threads, initializes 


Omni, creates sockets for communication and integrates the 


whole application. The graphics thread renders the graphics 


scene, which is a virtual environment at approximately 30 Hz 


refresh rate. The haptics thread provides the haptics feedback to 


the user at a refresh rate of 1000 Hz and the collision detection 


thread does the computations for haptics force rendering. 


As shown in Figure 2, the communication thread uses sockets-


based communication between the PC running PUMA and the 


PC running the Omni. 







 - 3 - 


2009 Florida Conference on Recent Advances in Robotics, FCRAR 2009 Boca Raton, Florida, May 21-22, 2009 


 


Figure 2.  The Threads on the PUMA Controller 


The real time OS allows for the development of  real time 


applications by providing a very rudimentary kernel with 


minimum system calls and less overheads compared to a general 


purpose OS like Windows or Linux (without RT extensions). A 


C++ program based on G++ compiler from GNU Compiler 


Collection [17] runs the control algorithms on the PUMA, 


integrates the data coming from the sensors, the Omni and the 


PUMA encoders, interfaces with the amplifiers and PUMA 


motion controllers and drives the PUMA. This program is also 


multithreaded with six threads each of which is described below: 


1) Main Application Thread: The main thread, which starts 


the program and calls the function “Start Thread” that creates 


and starts the other threads. 


2) Trajectory Generation Thread: This thread computes the 


trajectories depending on the mode of operation and sends the 


computed joint angles to the “Torque Generation Thread” to 


drive the PUMA. 


3) Torque Generation Thread: This thread computes the 


torques based on a PD+G (Proportional, Derivative plus Gravity 


Compensation) Control algorithm using the computed joint 


angles. The torque values are then sent to the PUMA amplifiers 


and controllers. 


4) Sensor Data Thread: This thread receives the data from 


the PC that interfaces with the sensors and uses this data for 


trajectory generation. 


5) Communication Thread – Send: This thread sends the 


data to the Omni. 


6) Communication Thread – Receive: This thread receives 


the data from the Omni. 


The multithreaded software architecture makes it possible for all 


the processes to run concurrently without any conflicts of 


resources among processes and without any data corruption. The 


real time system design helps in integrating heterogeneous 


devices‟ data and sensor data, generating and executing online 


trajectories and giving the user real time feedback. The real time 


capabilities of the system enable to be used for executing ADL 


tasks using a telerobotic system. 


The interface for the camera view and the laser readings is 


written using Microsoft Visual C#. The system was integrated 


together based on the block diagram shown in Figure 3. 


 


Figure 3.  Block Diagram of System Architecture 


2.3 User Interfaces 
The graphical user interface that gives a virtual environment 


to the user facilitates the engaging and disengaging of the master 


and the slave and provides indexing for easier control. To engage 


the PUMA the user presses a button on Omni pen and engages 


the virtual cube with Omni pen as shown in Figure 4. The user 


can move the PUMA in its workspace by holding the button on 


the Omni pen and moving the virtual simultaneously. When the 


user releases the button the PUMA disengages. Indexing, which 


allows the user to use the entire PUMA workspace by moving the 


Omni is also achieved from this graphics. 


 


Figure 4.  The Virtual Environment Used in PUMA Control 


3. LASER BASED TELEROBOTIC 


CONTROL – THEORY AND 


IMPLEMENTATION 
The laser data were used to calculate desired trajectory in the 


automatic, scaled and virtual fixture based teleoperation control 


modes. Position and Velocity based control modes without 


scaling were executed based on user‟s motion of the Omni and 


the laser data was not used in these modes. We followed Craig‟s 


convention [22] to calculate the kinematics. 


3.1 Autonomous Control Mode 
In this control mode, the user points the laser to an object in the 


environment by teleoperating the remote arm. Then the user 


selects the automatic mode option to move the gripper towards 


the object along the linear trajectory generated by the laser as 


shown in the Figure 5. After reaching a certain threshold, the 


arm moves along a secondary trajectory to account for the laser 


offset distance from the gripper. 
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Resolved Rate approach for Cartesian motion [23] has been used 


to compute the joint velocities from the Cartesian velocities at 


the end-effector. When the user selects the „Automatic Mode‟, a 


linear trajectory in the form of transforms at each of the sampling 


points is computed between the current end-effector position and 


the target position in Hand Co-ordinates. If the transform of the 


current end effector position with respect to the base is , 


which can be computed by forward kinematics of the PUMA, 


then the transform of the target position, , can be computed by 


the following transformation operation: 


 =   *                                     (1) 


use where  =  and  D is the distance given by 


the laser. Equivalent angle-axis method [22] is used for obtaining 


the rotation part, and linear interpolation to obtain the linear part 


of transforms at the sampling points. Cartesian velocity vector, V, 


is computed from two consecutive sampling transforms taken 


from the set above every 200 Hz, which is the refresh rate of the 


QNX Real Time clock. Then the joint angles, , are computed 


using the inverse of the Jacobian as follows: 


                                    (2) 


These joint angles are sent to the “Torque Generation” thread to 


calculate joint torques to drive the arm. 


 


Figure 5.  Conceptual Representation of Laser based Telerobotic 


Control 


3.2 Position based Teleoperation: 
This is the default control mode of the telerobotic system. In this 


mode, as the Omni moves in its workspace, its transformation 


matrices are computed using forward kinematics, and mapped to 


the PUMA base frame. The differential rotations, dR, and 


differential translations, dP, of the Omni are computed between 


every two consecutive sampling points as: dR =  *  and 


dP =  - . Knowing the current PUMA POSE, TP1, the new 


end-effector POSE of the PUMA is computed as: 


                          TP2 = TP1 * [  | dP ] (3) 


For teleoperation, we have used closed form inverse kinematics 


to yield the joint angles which are then sent to the torque 


generator for computing joint torques. 


3.3 Velocity based Teleoperation: 
This mode of teleoperation is similar to the position based 


teleoperation mode except that the differential rotations, dR , and 


differential translations, dP, of the Omni are computed between 


the initial Omni stylus position when its button is pushed, and its 


current position. This way, the Omni pen behaves like a joystick, 


the further the joystick moves away from the center, the faster 


the device moves. This is also suitable to wheelchair bound users 


who are accustomed to using a wheelchair for mobility. 


In this mode, the Omni transform when the user clicks the stylus 


button is recorded as  = [  |  ] . Then as the Omni 


moves in its workspace, the current transforms are sent to the 


PUMA controller and are mapped to the PUMA base. The 


differential translation is computed as: dP = (  -  ) * 


* , where  is a constant velocity factor and  


is the real time clock refresh rate. This means that further the 


Omni pen is from the start position, the faster the PUMA moves 


as  is constant and only  is updated at the cycle refresh 


rate. The differential rotation, dR, is computed as: dR =  * 


,   being the transpose of , Small increments of dR 


are then computed from equivalent angle-axis method and are 


used to transform  at the cycle refresh rate to yield new 


rotation components of the PUMA end effector transform. Then 


the new transforms are computed in the same way as in position 


based teleoperation and inverse kinematics yields joint angles at 


the cycle refresh rate. 


3.4 Scaled Teleoperation 
Scaled teleoperation is used to scale the user‟s input for 


assistance and create virtual constraint using the laser data. After 


the user selects the target object from the environment using the 


laser pointer, the reference trajectory vector.   is calculated. As 


the user moves the Omni in its workspace, translation vectors, 


, are computed from the Omni tip transforms and sent to the 


PUMA controller in every cycle. If Pi and Pi+1 are the translation 


vectors of the transforms of two consecutive Omni tip points, 


then the translation vector, =  - , can be projected on 


the reference vector, , to obtain a new vector, , as follows: 


 =   .     (4) 


This vector  is scaled up by multiplying it by a scaling 


matrix, , as follows: 
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   = *  (5) 


Similarly, projections of the current translation vectors are 


determined on the other two axes perpendicular to the reference 


vector, . However the components of these vectors are scaled 


down.  becomes the new differential translation vector 


computed every cycle. Inverse Kinematics on the new transform 


yields the new Joint angles that are sent to the torque generator. 


3.5 Virtual Fixtures based Teleoperation 
Virtual fixtures were created by completely constraining the 


PUMA motion along the reference trajectory vector,  locked by 


the laser. This is done by scaling up the components of the 


current projected vector, , on the reference vector, , scaling 


down to zero, the components of the current projected vector,  


on the axes perpendicular to , and maintaining the orientation 


of the end effector frame constant throughout the teleoperation. 


This way the user‟s motion is completely constrained in the 


Cartesian space except along the axis parallel to the desired 


trajectory. The differential translation vectors to be sent to the 


PUMA are computed in a manner similar to the Scaled 


Teleoperation, keeping the rotation fixed and the new transforms 


yield joint angles at the cycle refresh rate to drive the PUMA. 


4. TEST RESULTS 
Testing on three healthy human subjects was conducted to 


perform a “pick-and-place” task, which is a common ADL task. 


Human subjects were trained to use the Omni device and to 


move the PUMA arm in all control modes to familiarize 


themselves with the system. The test setup included a platform in 


front of the arm, with two markers indicating the pick-up (start) 


position and the drop-off (end) position. These two positions 


were offset from each other in all the three Cartesian directions 


as shown in Figure 6. The two positions were changed for the 


test 2 so that they were further apart. A coffee cup was used as 


the intended target to be grasped and moved from the start to the 


end positions. 


 


Figure 6.  ‘Pick and Place’ Task Experimental Setup 


Two tests were conducted. In the first test, position and velocity 


based teleoperation modes were compared to scaled and virtual 


fixture based teleoperation modes. In the second test, virtual 


fixture based teleoperation modes in both position and velocity 


were compared to the Automatic mode. When the user starts the 


operation under the supervision and observation of the attendant, 


the robot is commanded to go from the “parked” position to the 


“ready” position by the attendant. The user starts to control the 


arm from the “ready” position. The user always starts with the 


position based teleoperation mode and then switches the test 


mode. While performing an ADL task the user can switch to any 


mode, however for the purposes of testing the user toggles 


between the positions based teleoperation and the test mode. The 


user has to toggle to position based teleoperation every time to 


orient the hand so that it is able to point to target objects, grasp 


the cup and drop the cup at the final point as these steps require 


reorientation of the end-effector.  For automatic, scaled and 


virtual fixture based teleoperation mode, once the object is 


located by teleoperating, the user pushes the Omni stylus button 


to lock the target and generate the desired trajectory. Once the 


user reaches the target vicinity, the user teleoperates the arm to 


adjust the gripper and grasp the object. The user then points to 


the destination marker and pushes the Omni stylus button again 


to lock the destination coordinates and move in the same fashion 


to the drop-off point and release the object. 


In the Scaled Teleoperation mode, the user input was scaled 3x 


when it was along the trajectory generated by the laser, and 0.2x 


when it was perpendicular to the trajectory. In the case of virtual 


fixtures, all positions and orientations coming from the user 


input were frozen except the position parallel to the trajectory, 


which was scaled to 3x. Each control mode was tested three 


times, and the average of the data was calculated. The trajectory 


generator thread generates a log file recording the transformation 


matrices of the tip, the elapsed time and the gripper status at 


every loop. Data from this file were conditioned, and used for 


analysis. Figure 7 shows the absolute position increments 


traveled by the end effector through the task-execution process 


versus time. From the plot we can see that virtual fixture based 


teleoperation modes completed the task faster than the other 


modes and also the end effector traversed lesser distance with 


these two modes. The position and velocity based teleoperation 


modes, that were not laser assisted took the maximum time to 


complete the task and travelled the most distance. 
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Figure 7.  The Absolute Position Increments Traveled During 


the First Test 


From the second test we observe that the automatic mode is 


faster than the virtual fixture based teleoperation modes and the 


end effector traverses the least in the automatic mode to 


complete the task. 
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Figure 8.  The Absolute Position Increments Traveled During 


the Second Test 


 


Other ADL tasks can be performed using this system with the 


laser pointing strategy to minimize the cognitive load on the user 


with disabilities. Figure 9 shows a trial of such tasks that 


includes opening a door, a faucet, a drawer, a cabinet as well as 


flipping switches. 


 


Figure 9.  Other ADL Tasks that can be Performed Using the System 


5. CONCLUSION: 
We have presented a concept of laser assisted telerobotic control 


on a real time system that enables people with disabilities to 


carry out their activities of daily living. The users can locate 


objects in the environment with the laser and the system 


generates trajectories and provides assistance to the users to 


execute the tasks by using the laser data. Various modes of 


control like automatic mode, position and velocity based 


teleoperation mode, scaled and virtual fixture based teleoperation 


mode have been implemented on the system. A comparison of 


these modes of operation with regards to the time it takes to the 


user to complete an ADL task and the distance the end effector 


traverses has been carried out with a pick-and-place task. The 


initial results demonstrate that the laser assisted modes of 


operation enable the user to complete the tasks in a shorter span 


of time and the end effector traverses less distance than in 


position or velocity based operating modes. 


Future work will entail utilizing the camera data in conjunction 


with the laser data to calculate the spatial orientation and 


centroid of the target object and generate dynamic trajectories 


based on ADL task execution. Such capabilities will allow the 


user to locate a target object with the laser and specify a task. 


The system will then be able to execute the task autonomously or 


provide assistance in a teleoperation mode. The camera data will 


also be used to implement obstacle avoidance allowing the 


system to automatically recalculate a valid trajectory around the 


obstacle without input from the user. A GPU (Graphical 


Processing Unit) would be utilized to increase the computational 


power of the system. This will enable the system to process 


vision information as well as high level robotic algorithms. 
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ABSTRACT 
This paper will cover the unique features of Woody, a firefighting 
robot (Fgure 1), which was designed for IMDL (EEL 5666: 
Intelligent Machines Design Laboratory), a graduate course at the 
University of Florida. 


 


Figure 1. Woody the firefighting robot 


Keywords 
Scanning, encoder, Wii, stepper, infrared 


1. INTRODUCTION 
IMDL is a course where students design and build autonomous 
robots from scratch.  The students are required to invent a robot 
and a task for it to fulfill.  Woody was built with the simple task 
to seek out and extinguish an oil lamp flame.  What makes 
Woody interesting is his unique array of sensors and mechanisms 
including a scanning infrared sensor for obstacle avoidance, 
homemade encoders for RPM control, a speaker used to 
extinguish the flame, and a Nintendo Wii Remote used for 
seeking infrared hot spots created by the flame. 


2. SCANNING INFRARED SENSOR 
It should come at no surprise that the more information a robot 
can gather about it surrounds the better it navigates.  Herein lays 
the problem.  Currently, there are two choices when considering 
inexpensive rangefinders: infrared and sonar.  Infrared 
rangefinders, such as those made by Sharp [1], cast infrared light 
and output an analog voltage representative of the light reflected 
back. The intensity of the reflected light can then be translated 
into a distance measurement.  These sensors have a very thin 


beam and consequently small obstacles creep by undetected.  
Sonar has the opposite problem.  Sonar has a very wide sensing 
angle.  This means that when an obstacle is sensed the robot 
cannot discern the angular position of the obstacle.  This type of 
sensing can lead to a shy robot, which will often trap itself. 


The solution is to create a scanning sensor as shown in Figure 2.  
The robot Woody, designed for the Spring 2009 IMDL course, 
used a Sharp GP2Y0A02YK sensor mounted on a stepper motor 
to collect 56 data points over a range of approximately 100 
degrees.  The stepper motor allowed for exact and repeatable 
alignment of the sensor, and the thin beam of the Sharp sensor 
created a detailed array of data.  The scanning sensor also 
included two limit switches used for initializing the position of 
the stepper between the two extremes of the sensor’s range of 
motion.  (The extreme positions of the scanning infrared sensor 
were the drive wheel locations that would have obstructed the 
infrared sensor.)   


 


Figure 2. Sharp infrared scanning sensor mechanism 


The stepper motor was not required; a hobby servo would have 
been sufficient.  In this case, a stepper motor was chosen because 
of its superior speed, accuracy, and unlimited range of motion.  
Servos are cheaper, and require no addition drive circuitry; but 
servos are slower, and do not have the ability to rotate beyond a 
fixed range of angles.  


With a scanning mechanism such as a stepper or servo, a single 
sensor can do the work of many.  In order to collect the same 
amount of data as the sensor turret above, 56 Sharp infrared 
sensors would need to be utilized and (somehow) mounted to the 
robot.   
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3. HOME MADE ROTARY ENCODERS 
Another useful sensor that can be easily and cheaply made is a 
rotary encoder, as apposed to buying one for $30 or more.  These 
sensors are excellent for monitoring the speed of motors, 
necessary for feedback for a PID controller.  The IMDL robot 
implemented a PD controller for smooth and responsive 
movement of the robot.  The PD controller also allowed the robot 
to maintain a rather straight path regardless of the terrain. 


The cost of each of the homemade encoders was $4; their 
performance was amazing.  Each encoder consisted of photo 
interrupter (purchased from Sparkfun.com) and homemade code-
wheels affixed to the back shaft of the drive motors.  Photo 
interrupters like the ones pictured in Figure 3 work like a switch 
that is toggled if an object (or a hole) passes between the arms of 
the device.  In this case, holes were cut into the code wheels to 
generate a signal.  The code wheels are pictured in Figure 4. 


 
Figure 3. Sparkfun photo interrupter [2] 


 


Figure 4. Code wheels attached to the motors. 


There are some considerations when designing an encoder 
system.  The following equation can be used to determine encoder 
and controller characteristics. 


cwgr
rpm


ressperiodsample
*2**


60


1
*__ 


  , 


where 


 sample_period = period the controller acquires data 


 res = the maximum ticks read during the sample period 


 rpm = max rpm (revolutions per minute) of the motor 


 gr = gear ratio 


 cw = # of holes in the code wheels. 


The most important variables are rpm and the gear ratio because 
these are constants associated with the selected motor.  The 
resolution dictates the precision of the speed (rpm) measurements.  
The sample period is the controller refresh rate.  The number of 
code wheel holes required is therefore a function of the sample 
period and the resolution.  It should also be noted that the 2 in the 
denominator is only valid when the interrupt driven by the 
encoder is change driven.  If the interrupt was driven by a rising 
or falling edge, the denominator would not be multiplied by two. 


The motors on the IMDL robot had an speed of 150 rpm and a 
gear ratio of 80:1.  The sample period selected for the controller 
was 50ms and the resolution was 200.  The resulting number of 
code wheel holes was 10 (as shown in Figure 4). 


3.1 PD controller  
The first step in creating the controller was to relate the PWM 
duty cycle to motor RPM.  The microcontroller unit (MCU) was 
programmed to take this data then send it over its hardware 
USART.  The USART was connected to a FTDI 232RL TTL to 
USB chip in order to send the data to Microsoft’s Hyper 
Terminal.  Once there, the data was plotted in Microsoft’s Excel 
to generate an equation for PWM as a function of encoder ticks / 
50ms (Figure 5). 
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Figure 5. PWM VS. ticks / 50 ms 


The next step was to build the PD controller and tune it with 
Hyper Terminal and Excel.  This was achieved by running the 
motors for 10 seconds while taking data, and saving it to the 
internal flash of the MCU.  After the 10 seconds, the data was 
sent to Hyper Terminal and graphed in Excel just as before.  The 
end result after tuning was a controller with 0% overshoot, a 300 
ms rise time, and a steady state error of less than 5% (Figure 6). 
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Figure 6. PD controller output 


4. A SPEAKER AS AN ACTUATOR 
The task for IMDL required a mechanism to extinguish a flame.  
The extinguisher had to be compact (to fit on the robot), simple 
(to minimize additional circuitry), and allow for an unlimited 
number of attempts to extinguish the flame. 


The first prototype was a rubber diaphragm attached to a 
rectangular box, with a hole (shown in Figure 7).  The idea was to 
have a hobby servo pull back a hammer that would slam into the 
diaphragm.  This would cause a sudden rush of air out of the 
box’s small hole.  This gust of air would be used to extinguish the 
flame.  This design proved too complicated mechanically and the 
design took up too much real estate on the robot platform. 


 


Figure 7. Mechanical extinguisher  


 


Figure 8. Focused speaker 


The second prototype was a focused speaker, shown in Figure 8.  
The principle was the same, but instead of a mechanical firing 
mechanism, the speaker just needed a voltage pulse.  The speaker 
was fitted with a tin can to focus the air, and a hole for it to pass 
through.  A 5W, 4Ω speaker was selected.  A single Darlington 
transistor was used to drive the speaker from the MCU.  During 
initial experiments, the speaker was fired as a single pulse, just 
like the mechanical diaphragm mentioned earlier; testing proved 
that that a blast of a constant frequency would be more effective.  
Further experiments showed that a lower frequency produced 
larger volumes of air, ample for blowing out an oil lamp.  This 
was likely because a lower frequency allowed for a larger 
deflection of the speaker diaphragm.  Another thought was to 
determine the resonant frequency of the tin can and to drive the 
speaker with a pulse at this rate.  Unfortunately, there was not 
enough testing done to confirm that this hypothesis would 
improve the results. 


5. NINTENDO WII REMOTE 
The Nintendo Wii Remote, shown in Figure 9, is filled with a 
variety of sensors.  These sensors include a three-axis 
accelerometer, an infrared camera, and a handful of push buttons.  
Even better, the remote has come to be a hot ticket item for 
hackers because the device communicates over Bluetooth, and is 
relatively easy to interface with a personal computer (PC).  The 
software used for this project was GlovePIE.  GlovePIE is 
freeware software intended for gaming [3].  The program was 
originally intended for the P5 glove and has since come to support 
many other devices including the Nintendo Wii Remote.  
GlovePIE is a scripting program that enables the user to map the 
functions of input devices to functions of their PC, such as 
keyboard presses, and mouse movement. 
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Figure 9. Nintendo Wii Remote [6] 


For this project, the robot made use of the Wii remote’s infrared 
camera to track the flame of the oil lamp and to transmit the 
flame’s position back to the robot.  This was achieved by using a 
plug-in called PPJOY [4] (Parallel Port Joystick) to create a fake 
joystick that Windows recognizes as a hardware device.   The 
joystick was mapped with the horizontal position of the Wii 
Remotes infrared center of mass calculation.  Once the data was 
converted, another program called Processing was used to send 
the joystick data to the robot’s MCU over a separate Bluetooth 
connection.  Processing [5] is used for its ability to send data over 
virtual com ports such as those created by a Bluetooth serial port.  
Turing the Wii Remote’s data into a joystick was simply a way of 
allowing both programs to communicate.  Once the data was sent 
over the Bluetooth line to the MCU, the robot was able to center 
itself in front of the flame.   


7. CONCLUSION 
The robot design, construction, and deployment was a huge 
success.  The scanning infrared sensor worked very well.  It was 
the only sensor on the front of Woody that prevented him from 
ramming into obstacles.  This is especially impressive when 
considering that Woody has a 16-inch round frame.  The only 
possible issue could be that the Sharp sensor was not allowed its 
response time, quoted by the data sheet [1], between data 
collections. 


The encoders worked brilliantly, as did the PD controller.  The 
robots movements were extremely smooth and accurate.  This was 
most noticeable when Woody drove toward the flame.  There 
were no jerky movements as Woody closed in on his target while 
constantly aligning himself.  The process was entirely graceful. 


The speaker functioned perfectly until the battery voltage began 
to diminish.  After 10 or so fire extinguishing missions, Woody 
would often fail to extinguish the flame with his first attempt. 


The Wii Remote also did its job, but it seemed to act a tad 
inconsistent.  This may have been due to different lighting 


conditions, but more testing would be necessary to verify the 
cause of this problem.  The communication to the remote was also 
a little shaky, but neither problems seemed to hinder Woody’s 
overall performance.  The only real problem was the air 
conditioning system in the testing arena.  If the flame was blown 
around Woody had trouble aiming accurately.  Also the flame was 
occasionally judged to be out when it flickered in the wind. 


8. FUTURE WORK 
Future research for the scanning sensor would be to put multiple 
infrared sensors on the same turret to increase the amount of data 
taken at once.  This could serve to also slow down the data 
collection period to the datasheet specified time for the sensors. 


The encoders could be upgraded to quadrature so that direction 
could be sensed.  The encoders would also benefit from shielding.  
The phototransistors tend to pick up infrared from sunlight. 


The speaker currently only runs at half it rated wattage due to a 
math error when calculating what value resistors should be placed 
in series with the speaker.  The circuitry was left alone because 
the system worked. 


The Wii remote could definitely use more research.  C# may be 
able to replace the GlovePIE and Processing combo.  This would 
simplify and possibly improve the performance of the sensor.  
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ABSTRACT 
This paper proposes a new method for face recognition by using a 
single 2-D image, taken from any direction and under any 
illumination, to probe images stored in a 3-D face database. Each 
of the 3-D face images from the face database contains both 3-D 
shape and texture information of the face. When a 2-D probe 
image is presented to the system, each 3-D image in the face 
database will be rotated to the same pose angle and applied with 
the same illumination as the 2-D probe image. These rotated and 
illuminated 3-D images are in turn projected onto the 2-D image 
plane, and then compared with the 2-D probe image. After this 
procedure, a gallery of 2-D face images with the same pose and 
illumination is obtained.  Any conventional 2-D face recognition 
method can at this stage be applied to find the closest match to the 
2-D probing image. A merit of this approach is that the probing 
face image can be taken by a 2-D camera at any pose and under 
any illumination condition; only the images in the gallery need to 
be taken by a 3-D camera. Results from an experimental study 
demonstrate the effectiveness of the proposed approach.   


Keywords 
Face recognition; 3D data; Pose; Illumination; Biometrics. 


1. INTRODUCTION 
Over the past 30 years, the problem of 2-D face recognition has 
received significant attention from researchers in the areas of 
pattern recognition, compute vision and biometrics. Early 
methods focused on 2-D face recognition.  A major problem 
associated with any 2-D approach is that the 2-D appearance of a 
face changes significantly when either pose or illumination 
condition varies. In a 2-D face recognition system, even only the 
illumination condition changes or only the pose changes, the 
performance of state-of-the-art systems can be greatly decreased 
[1]. Therefore for robust face recognition, it is necessary to utilize 
a 3-D face model to compensate for the variation of pose and 
illumination differences prior to feature extraction.  


In order to effectively conducting a face recognition task on 2-D 
images, processing of 3-D gallery face images is essential. Early 
work included developing algorithms to match a small number of 
feature vertices to image positions, to interpolate deformations of 
the surface in between [2], using deformation models [3], and to 
analyze images with shape-from-shading [4]. An excellent 
deformable 3-D model was presented in [5], which was combined 
with a computer graphics simulation of projection and 
illumination. Given a single image of a person, the algorithm 


proposed in [5] was able to estimate 3-D depth, texture, and other 
relevant 3-D scene parameters. To cope with pose variations in 2-
D face recognition, Hager and Belhumeur devised a method to 
deform the target image into the fronto-parallel pose using a 2-D 
motion model [6]. In this method, projection of the target image 
into a standard image space would be problematic due to large 
pose variation. To describe an illumination condition with only a 
small number of parameters is difficult because of the infinite 
degrees of freedom in types or amount of light sources.  However, 
previous works have shown that face images obtained from 
various illumination conditions can be sufficiently approximated 
by a low-dimensional linear subspace [7] [8].  The problem of 
face recognition under varying pose and illumination was 
addressed in [9]. Robustness to appearance variations is achieved 
mainly by using face geometry information to cope with pose and 
illumination variations. A face recognition system that is invariant 
to both viewing directions and facial expressions was proposed in 
[10]. Landmarks are used to relate 2D features with 3D features of 
the face. To classify test faces under varying views or varying 
facial expressions, a Structural Hausdorff Distance is proposed to 
deal with the case of matching incomplete data under some 
structural constraints.  


In our approach, 3-D images are taken to form a gallery database 
and only 2-D images are needed for probing. When a 2D image of 
a subject in question is provided to the system, each 3-D gallery 
image is first rotated to the pose which matches the pose of the 2-
D probe image using a 2D-3D pose determination algorithm, and 
illumination shading is added to the 3-D gallery image by using 
the Phong reflection model and the z-buffer rendering method.  
Finally the pose adjusted and light compensated 3-D images are 
all projected onto the 2-D image plane. Consequently, these 
projected images all have similar pose and illumination as the 
probe image. A feature extraction algorithm such as Gabor 
filtering or Principal Component Analysis (PCA) can then be 
applied to perform face recognition with a very high success rate. 


The remainder of the paper consists of the following sections. 
Section 2 outlines the method we proposed, Section 3 provides 
the algorithms we developed and the major implementation 
details, and Section 4 presents comparison results of experimental 
studies. The paper ends with summaries and future research 
directions. 


2. SOLUTION METHOD 
To create a robustness system to recognize any subject given a 2-
D probe image, it is necessary to compensate for the variation of 
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pose and illumination differences prior to face recognition.  Given 
the 2-D probe image, the 2D-3D pose determination algorithm is 
first applied to estimate the pose of the probe image, and then the 
3-D gallery images are rotated to the same pose. Illumination 
compensation is then applied to the 3-D gallery images to 
simulate the same light environment of the 2-D probe image. 
They are then projected to the 2-D image plane, and the 2-D PCA 
algorithm (or other feature extraction procedure) is performed to 
transform the 2-D projected image to another parameter space, on 
which each projected gallery images is compared with the 2-D 
probe image. 


The proposed method is thus based on the following three 
building blocks: pose determination, illumination compensation, 
and optimization, which will be discussed in the next section. The 
overall face recognition diagram is shown in Figure 1. 


 


 
Figure 1. Face Recognition Diagram 


 


3. MAJOR ALGORITHMS 
3.1 Pose Determination 
Our starting point in this study is to assume that as the face 
changes its pose, the corresponding change in the 2-D positions of 
the projected features can be approximated by an affine 
transformation. The estimation of the pose angle of the 2-D probe 
image uses the affine coordinate transformation between the 
feature positions in the 2-D probe image and their corresponding 
positions in the 3-D face model in which the view of the face is 
fronto-parallel [11]. In our study, the 4 feature points we use are 
the center of each eye, the middle of the lips, and the nose tip. 


 Let  be the image point coordinates and be 
object point coordinates. The resulting 3-D model needs to be 
rotated to match the probe image. Under the weak perspective 
transformation assumption, can be related to  
below: 
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where is the scaling matrix, )(sS )( ψθφ ,,R  is the rotation 
matrix in roll, pitch and yaw angles, and  is the 
translation matrix [12]. 
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To find the solution for the unknowns, Huttenlocher and Ullman 
proposed a closed form solution under the weak perspective 
transformation assumption [13], where 3 points in both the 2-D 
probe image and 3-D gallery image are used for face 
alignment. However, the drawback of this method is the error will 
propagate from one variable to another and adds significant error 
to the last variable to be solved.  
We implement an alternative iterative method also under the weak 
perspective transformation assumption. For an initial condition of 
the iterative algorithm, we can assume the roll angle is small, and 
the yaw angle can be roughly compensated in the 2-D image. 
Therefore Equation (1) is simplified to 
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The translation part can be removed:  ),,( 000 zyxT


 )-(sin  )-(cos  - 212121 zzsxxsuu ××+××= θθ   (3) 
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From Equation (4), s can be solved, and from Equation (3), the 
pitch angle θ  can be solved.  Then x0 and y0 can be determined.  
Note that under the weak perspective transformation, z0 is not 
relevant. Once the initial condition is obtained, a nonlinear least 
squares algorithm can then be applied to find all the unknown 
parameters more accurately. 


3.2 Illumination Compensation 
The Phong reflection model [14] is a shading model used heavily 
in 3-D computer graphics for assigning shades to each individual 
pixel of an object. It was developed by Bui Tuong Phong in 1973. 
It considers the reflection from a surface to consist of three 
linearly combined components, ambient, diffused, and specular: 


componentspecular                               
component  diffuse light ambient  light   Reflected


+
+=      (5) 


The ambient term is a constant and simulates global or indirect 
illumination. This term is necessary because parts of a surface that 
cannot “see” the light source, but can be seen by the viewer, need 
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to be lit. Otherwise they would be rendered as black. In reality 
such lighting comes from global or indirect illumination. 


It is useful to consider what type of surface such a model 
simulates. Linear combination of a diffuse and specular 
component occurs in polished surfaces, and specular reflection 
results from the transparent layer and diffuse reflection from the 
underlying surface [15]. 


  


 
                        (a)                                             (b)  


Figure 1: (a) 3-D Face Shape with (b) Phong Reflectance Model 


 


Suppose the illumination is in the direction l, with 
irradiance ),()( l−= λλ II . Let n be the surface normal, and m be 
the mirror reflection direction. Then the reflected radiance used 
by the Phong reflectance model at a surface point , per unit 


area perpendicular to the viewing direction v, is 
px


∑ ⋅+⋅+=
Lights


k
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where )(λr is the diffuse spectral reflectance distribution for the 


surface, are non-negative coefficients for the ambient, 
diffuse, and specular reflection terms, respectively; is the 
spectral exponent, controlling the spread of the specular reflection 
(rougher surfaces modeled by smaller ); and 


sda ,, kkk


ek


ek )(λS is the 
spectral distribution of the specular reflection. It is just )(λI  for 
painted or plastic surfaces. For metals it can be approximated by 
some linear combination of )(λI and )(λr . 


The basic way of rendering of a scene is on a polygon-by-polygon 
basis, where each polygon is rendered in turn, in isolation from all 
the rest. The order of rendering a scene places restrictions upon 
which hidden surface algorithms can be used, but is of itself 
independent of the method employed for hidden surface removal. 
Polygon-by-polygon rendering is simple to implement, and it 
requires little data active at any one time. Because of this, it 
places no upper limit on scene complexity. The common hidden 
surface removal algorithm that is compatible with this method is 
Z-buffer Catmull (1975). 


The combination of the Z-buffer algorithm, the Phong model and 
interpolator represents one of the most popular rendering option 
[16]. Pixels in the interior of a polygon are shaded, using an 
incremental shading scheme, and their depth is evaluated by 
interpolation form the z values of the polygon vertices after a 
viewing transformation has been applied. This algorithm is 
equivalent, for each point (x, y) to a search through the associated 


z values of each interior polygon point, to find that point with the 
minimum z value. This search is conveniently implemented by 
using a Z-buffer, which holds for a current point (x, y) the 
smallest z value so far encountered. During the processing of a 
polygon we decide to either write the intensity of a point (x, y) 
into the frame buffer or not, depending on whether the depth z, of 
the current point, is less than the depth so far encountered in the 
Z-buffer. 


3.3 Optimization Method 
Nonlinear least squares problems are generally described as 
follows: Give a function with . We want to find: mRR →n:f nm ≥
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Nonlinear least squares problems can be solved by a number of 
optimization methods [17]. In this research, we use a hybrid 
method that presented by Madsen [18], which combines the 
Levenberg-Marquardt (L–M) algorithm with the Quasi–Newton 
algorithm. The general L-M method gives quadratic convergence 
if , however, it gives linear convergence otherwise. 
And the general Quasi–Newton method, gives super linear 
convergence even if . The iteration starts with a series 
of steps with the L-M method. If the performance indicates that 


is significantly nonzero, as described at the above, this can 
lead to slow, linear convergence, in which case we switch to the 
Quasi–Newton method for a better performance. This switch is 
made if the condition [18]  


0)x(F * =
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                             (9) 


is satisfied in three consecutive, successful iteration steps. This is 


interpreted as an indication that we are approaching  with 
and significantly nonzero. 


*x
0)( *' =xF )( *xF


For the readability of the paper, both Quasi-Newton method and 
L-M method are briefly summarized in Appendix. 


4. EXPERIMENTAL STUDY 


4.1 System Setup 
The 3-D camera system, developed and patented by Genex 
Technologies, Inc., consists of a 3-D facecam camera that takes 
3D pictures, a digital camera that takes 2-D photos, a 3-D 
computer platform with an integrated frame grabber board, and a 
video card.  It comes also with capture software that controls the 
operation of the 3-D camera and allows viewing, editing and 
saving of 3-D pictures. A snapshot of the camera system at the 
FAU Signal Processing Lab is given in Figure 3. 
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Figure 2: A Snapshot of the 3-D Camera System in the FAU Signal 


Processing Lab 


 
With the camera system described above, a 3-D face model 
database was created.  About 46 persons with different ages, 
sexes, and races were modeled. For each subject, nine 3-D 
pictures were taken from various poses under different lighting 
conditions.  Meanwhile, 2-D digital pictures of each subject were 
also taken.  These 3-D and 2-D pictures were the basis for our 
experiments. 


In the first experiment, we implemented the scheme presented in 
Sections 2 and 3 without pose and illumination compensations.  In 
the second experiment, the 3-D gallery images were rotated to the 
same pose as the 2-D probe image.  And in the last experiment, 
both pose and illumination compensations were applied to 
examine the robustness of the proposed method. 


4.2 Pre-Processing 
Pre-processing consists of the following five steps in converting a 
Genex GTI 3-D image to a normalized image: 
1. GTI format to pseudo stereo-lithography conversion – 


Convert the raw data into the pseudo stereo-lithography 
format which is a list of triangular surfaces that describe both 
the depth and texture information for each vertex. 


2. Geometric normalization – Use human chosen eye 
coordinates to align all the 3-D images to the fronto-parallel 
view. 


3. Generating 2-D depth and texture matrices – Apply 3-point 
interpolation to the pseudo stereo-lithography file to generate 
separate depth matrix and texture matrix. In the future work, 
we will use 6-point interpolation to fit the curved surface 
better. 


4. Masking – Crop the 2-D depth and texture matrices using an 
elliptical mask and image borders such that only the face 
from forehead to chin and cheek to cheek is visible. 


5. Histogram equalization – Equalize the histogram of the 
unmasked part of the image. 


Figure 4(a) shows an example of the depth image, and Figure 4(b) 
shows the corresponding texture image. 
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Figure 3: (a) Example of 2-D Depth Image, and (b) Example of 2-D 
Texture Image 


4.3 Pose Acquisition 
Figure 1(a) is the 2-D fronto-parallel projection of the 3D texture 
image, Figure 1(b) is the test 2-D image.  We applied the pose 
determination algorithm outlined in Section 3.1 to calculate the 
pose of the 2-D probe image.  We then rotated the 3-D gallery 
image to the computed pose and projected it to the 2-D image 
plane. The resulting 2-D image is shown Figure 1(c). 
 


   
(a)                          (b)                           (c) 


Figure 4: Sample Image of Rotation. (a) The Frontal View from the 3-
D Gallery Image, (b) The Original 2-D Probe Image, and (c) The 


Projection of the 3-D Gallery Image after Pose Compensation 


 
Comparing Figure 5(b) and 5(c), one observes that the two have 
almost identical viewing angles.  This will contribute to a better 
performance for 2-D face recognition. 


4.4 Illumination Compensation 
The Phong reflection model and the Z buffer rendering method 
described in Section 3.2 were used in this experiment. Due to the 
nature of human faces, based on the experimental studies, the 
coefficients were chosen as follows: the ambient reflection 
coefficient was set to 0.1, the diffuse reflection coefficient 0.1, the 
specular reflection coefficient 1.0, the spectral exponent 5.0, and 
the specular color reflectance 0.5.  
For the number of light sources, the experimental investigation 
revealed that the result improved when adding new light sources 
from 1 to 3, and slowed dramatically the improvement when more 
light sources were added. The intuitive explanation for this result 
is that 3 light sources are sufficient to describe any illumination 
condition for the face – one from above, one from left and one 
from right. Therefore three light sources were chosen in our 
experiments. 
Figure 6(a) shows a 3-D face image without any illumination 
compensation, and 6(b) shows that compensated utilizing 3 lights 
with the Phong reflection model. 
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(a)                                               (b)        


Figure 5: Illumination Compensation Example. (a) No Compensation, 
and (b) Compensation with 3 Light Sources 


 


4.5 2-D PCA for Dimensional Reduction and 
Parameter Extraction 
Principal Component Analysis (PCA) is a powerful technique for 
reducing a large set of correlated variables to smaller number of 
uncorrelated components. It has been applied extensively for both 
face representation and recognition [19] [20] [21] [22]. The 
eigenfaces correspond to the eigenvectors associated with the 
largest eigenvalues of the face covariance matrix. Therefore, these 
eigenfaces define a “feature space” to drastically reduce the 
dimensionality of the original space.  Face recognition is then 
carried out in the reduced space. However, it has to be mentioned 
that the PCA method only encodes variances and covariances of 
face images, and these second order statistics provide only partial 
information about the statistics of images. In this research, we 
used the 2-D PCA method to extract face features for 2-D face 
recognition.  Future works include extending PCA to nonlinear 
feature extraction methods to incorporate higher order statistics 
[23] [24].  Since the PCA is a very popular and easy-to-access 
method, we refer the reader to references such as [19] for details. 


4.6 Experiment Results 
In our 3-D gallery face database, there were pictures of 46 
subjects, and each subject had 9 3-D pictures from various 
viewing angles, expression and illumination conditions. Each 
subject’s 2-D pose angle view pictures were also taken and used 
as the probe image. Three experiments were conducted: In the 
first experiment, each 3-D gallery image was simply projected to 
the 2-D image plane and the 2-D PCA recognition algorithm was 
performed to see how well the algorithm could recognize the 2-D 
pose angle view probe image.  In the second experiment, we first 
applied the 3D-2D pose determination algorithm described above 
in Section 3.1, to estimate the pose angle of the probe image, and 
then all the 3-D gallery images are rotated to the same pose angle 
followed by projecting to the 2-D image plane.  And in the third 
experiment, we further compensate the illumination of the gallery 
images by applying the algorithm described in Section 3.2. 


4.6.1 Experiment with simply 2-D PCA face 
recognition 
Figure 7 shows an example of 2-D probe images in a semi-profile 
view and the projection of its corresponding 3-D gallery image in 
the fronto-parallel view. In this example we showed the picture of 


the same person, but the variation of pose angle makes them looks 
quite different for computers. 
 


  
 (a)                                           (b) 


Figure 6: (a) A 2-D Probe Image (b) Projection of a Gallery Image 
from the Frontal View 


 
For each 2-D probe image, the PCA algorithm is applied on each 
of the 46 3-D gallery images. And the test is repeated also for 
each of the 46 probe images.  
To judge the performance of the face recognition algorithm, an 
error is defined as the Euclidean norm of the (PCA feature) vector 
difference between a probe image and a projected gallery image.  
Figure 8 shows the errors generated by testing all 46 probe 
images.  Note that the PCA feature vector of each probe image is 
compared with those of all 46 gallery images. For the recognized 
faces, the mean vector distance is 16.19 and the standard 
deviation is 3.45; for the other faces, the vector distance mean is 
27.27 and the standard deviation is 4.13. And the recognition rate 
is 91.30% since 4 out of 46 images are not correctly identified. 
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Figure 7: Error Norms between Each of the Probe and Gallery 


Images: The horizontal axis denotes the image index, and the vertical 
axis denotes the error norm in terms of the PCA feature vectors 


 


4.6.2 Experiment with pose compensation 
Figure 9(a) shows another example of the 2-D probe images in a 
semi-profile view, Figure 9(b) shows the projection of its 
corresponding 3-D gallery image in the fronto-parallel view, and 
Figure 9(c) is the 2-D projection of the same 3-D gallery image 
after pose adjustment.  
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(a)                          (b)                           (c) 


Figure 8: (a) The Probe 2-D Image (b) the 2-D Projection of its 3-D 
Gallery Image from the Fronto-parallel View (c) the 2-D Projection of 


the 3-D Gallery Image after Rotation to the Same Pose 


 
The same experiment method is used as the above - a total of 46 
gallery images are used in each test, and the test is repeated for 
each of the 46 probe images. 
Figure 10 shows again the errors feature vectors between the 
probe images and the projected gallery images. For the 
recognized faces, the mean vector distance is 14.10 and the 
standard deviation is 2.93; for the other faces, the vector distance 
mean is 28.01 and the standard deviation is 4.16. And the 
recognition rate is 97.83% since one out of 46 images is not 
correctly identified.  Comparing to the first experiment described 
in 4.6.1, one observes that the difference of the average error 
distances between the recognized face and the unrecognized ones 
is larger, and the standard deviation of errors within each group is 
smaller as well. This means that within both the recognized and 
unrecognized face groups, the members are closer, but the two 
groups are more separated, which can lead to a better recognition 
rate. 
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Figure 9: Error Norms between Each of the Probe and Gallery 


Images: The horizontal axis denotes the image index, and the vertical 
axis denotes the error norm in terms of the PCA feature vectors 


 


4.6.3 Experiment with both pose and illumination 
compensation 
In this experiment, we first positioned each 3-D gallery image to 
the same pose as the 2-D probe image, and then applied the Phong 
reflection model with the optimization algorithm outlined in 
Section 3.2 for light compensation. After this procedure, the 
projected gallery images are used for face recognition given any 
probe image. 


 
Figure 11 shows again the errors feature vectors between the 
probe images and the projected gallery images. For the 
recognized faces, the mean vector distance is 7.45 and the 
standard deviation is 2.99; for the other faces, the vector distance 
mean is 24.79 and the standard deviation is 4.06. And the 
recognition rate is 100% since all of 46 images are correctly 
identified.  The average error distance for the recognized face is 
significantly smaller than those in the previous two experiments, 
which leads to the most accurate recognition result.  
The results from these three experiments are compared in Table 1. 
The False Positive Rate here describes here the error of matching 
a probe image to a wrong gallery image. 
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Figure 10: Error Norms between Each of the Probe and Gallery 


Images: The horizontal axis denotes the image index, and the vertical 
axis denotes the error norm in terms of the PCA feature vectors 


 


Table 1. Recognition Rate Comparison 


 Recognition Rate False Positive Rate 


Experiment 1 91.3% 8.7% 


Experiment 2 97.83% 2.13% 


Experiment 3 100% 0% 


5. CONCLUSION AND FUTURE WORK 
A method for face recognition using a 2-D probe photo along with 
a 3-D gallery face database has been presented in the paper. This 
method has applications in biometric authentication and 
recognition. The key of the proposed method is to compensate 
pose and illumination before the images are used for face 
recognition, which is feasible when gallery images are three-
dimensional. The method is practical as it does not use 3-D probe 
images, and 2-D photos are easy to collect.  Experimental studies 
have revealed that the proposed method can achieve a superior 
performance over methods without pose and/or light 
compensation.  Future studies include employing more advanced 
feature extraction algorithms, and adding face expression 
compensation to the overall scheme. 
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ABSTRACT 


Design of an automation line is a multi-objective optimization 
problem involving throughput, yield, floor space and cost 
constraints. This paper examines the feasibility of computer-aided 
automation design for biotechnology applications using Arena™ 
software. A generic case study chosen for this paper involves a 
sequence of steps in a preparation process of RNA from tissue-
cultured cells.  These steps involve repetitive usage of 
centrifuging operations to perform separation of biochemical 
substances.  A centrifuge typically operates on multiple sample 
tubes that are loaded symmetrically within the centrifuge. The 
tubes must be loaded onto the centrifuge by a pick-and-place 
device (typically a robot manipulator). Consecutive centrifuging 
steps may involve multiple centrifuges as well as robots, or some 
measure of equipment sharing. Automation design necessarily 
involves a tradeoff among conflicting objectives. Ultimately all 
objectives (throughput, yield, space utilization and process cost) 
may be cast in a unified cost structure to allow an optimal design 
decision. The paper demonstrates such a design process. 


Keywords 
Biotechnology, Automation, System Modeling, Arena™ software, 
Throughput, Cost 


1. INTRODUCTION 
Biotechnology processes, as other industrial processes, require 
specialized equipment to be able to handle the specific samples 
intrinsic to the field, their quantities, and obviously the actual 
operations that take place in the processes. When assembling 
these processes into production lines various challenges and 
constraints have to be encountered. Following the completion of 
genome sequencing of many organisms, and in order to decipher 
the function of genes and proteins, demand for automated 
experimentation and protocols became large. 


In [1] the importance of and need for automated solutions for 
biotechnology processes is illustrated by means of a specific 
process for preparation of RNA from tissue-cultured cells. Some 
constraints that biotechnology equipment has were highlighted. 
Biotechnology operations have to be very accurate as there is no 
possibility of automatically monitoring every single step in a 
process. In order to assure that the output is within specifications, 
the essentially open-loop operations require precision. Another 


feature of many biotechnology processes is the relative high cost 
of processed materials. The samples and reagents involved in such 
processes tend to be expensive and sometimes very scarce and 
therefore waste must be kept to a minimum. Many biotechnology 
process steps may require stringent environmental conditions and 
tight timings constraints. 


A centrifuge is used to separate solids suspended in liquid. The 
apparatus rotates at very high speed and the centrifugal forces 
separate particles that are suspended in a substance according to 
their relative mass. This process varies in time depending on the 
substance that is being separated. It could take as few as 15 
seconds, but there are substances that require higher speeds and 
longer times. 


The need to use a centrifuge within an automated biotechnology 
process imposes a need to employ pick-and-place devices, 
typically robotic arms to be able to load the centrifuges. 
Centrifuges available nowadays for biotechnology applications do 
not allow any other means of integration. 


This paper discusses protocols that use multiple centrifuge steps. 
Common configurations of repeating centrifuge steps are analyzed 
and generalized. Section 2 describes the specific biotechnology 
process, which is the subject of this study; the complete process is 
briefly outlined along with a more detailed description of the 
process subset that requires computer-aided optimization of 
automation design. Section 3 describes the models used in the 
Arena™ simulations. Section 4 describes the throughput, cost and 
footprint considerations when selecting an automation 
configuration. Section 5 focuses on high-throughput 
implementation. Section 6 explores open issues and future 
research directions.  


2. PROCESS DESCRIPTION 
As in [1] this paper involves a generic case study of a procedure 
for the isolation of RNA from Drosophila Schneider 2 cells that 
were transfected with a plasmid expressing dact mRNA 
(RE37047) [2]. The overall goal of the procedure is the 
preparation of RNA from tissue-cultured cells. This process when 
done manually consists of 20 steps: 


1. Retrieval of one tube full of frozen cells. 
2. Adding of 350 µl of RLT buffer followed by gentle 


vortexing until cells are lyzed. 
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3. Transferring of the lysate into a QIAshredder spin 
column placed in a 2ml collection tube. 


4. Centrifuging of symmetrically arranged tubes for 2 
minutes at 14,000 rpm in a 4°C incubator. 


5. Adding of 350 µl of 70% ethanol to the lysate in the 
collection tube. 


6. Transferring of the combined 700µl, including any 
precipitates that may have formed, to an RNeasy mini 
column in a 2ml collection tube. 


7. Centrifuging of tubes for 15 seconds at 14,000 rpm. 
8. Discarding of the flow-through and reattaching the 


collection tube to the mini column. 
9. Addition of 700µl of buffer RW1 
10. Centrifuging of tubes for 15 seconds at 14,000 rpm. 
11. Discarding of the flow-through and the collection tube. 
12. Transferring of the RNeasy mini column to a new 2ml 


collection tube. 
13. Adding of 500µl of the wash buffer RPE into the 


column. 
14. Centrifuging of tubes for 15 seconds at 14,000 rpm. 
15. Discarding of the follow-through and reattaching the 


collection tube to the mini column. 
16. Addition of another 500µl of the wash buffer RPE into 


the column. 
17. Centrifuging of tubes for 2 minutes at 14,000 rpm. 
18. Adding of 50µl of RNase free water and attaching a new 


collection tube. 
19. Elution of the RNA from the column by centrifugation 


for 2 minutes at 14,000 rpm. 
20. Storage of the collecting tube in a freezer at -20°C. 
 


These 20 steps can be grouped into 17 consecutive automation 
stations when setting a conceptual manual-labor production line 
[1]. Such manual-labor production line is shown in Figure 1. 


The subset of operations chosen for computer-aided design 
optimization demonstrated in this paper (Stations 14 through 17) 
represents a set of operations present in the isolation of RNA as 
well as in many other biotechnology protocols that require pick-
and-place manipulation. This group of process steps is also 
interesting from an optimization point of view due to the 
possibilities for shared equipment. This subset of operations is 
included in biotechnology protocols whenever washing or eluting 
a sample, or simply if more than one reagent is added and a 
subsequent separation operation is needed. The set of operations 
consists of five stations: the first station is where the sample 
arrives into the system. It could be coming from storage, or from a 
previous step in the protocol. The second station is a centrifuge 
station. In this station the sample is centrifuged for a certain 
amount of time (two minutes in our case study). The third station 
is a dispensing station. In this case study a wash buffer is added to 
the sample. The fourth station is a second centrifuge station. 
Finally, the fifth station is where the sample exits the system, 
possibly to the next station or, like in this case, to a storage unit 
because the output of this station is the overall final product. A 
block diagram of the subset of operations is shown in Figure 2. 


Four possible configurations for batch production of RNA are 
explored. In order to have a consistent optimization study, the 
same equipment and lab ware is used for all configurations 
simulations. This ensures that the conclusions drawn are due to 
the difference in automation configuration and not due to the 
difference in equipment and/or lab ware. Evaluating different 


types of equipment to realize specific process steps is a future 
research direction that will not be discussed in this paper. The idea 
is to evaluate these four possible configurations comparing 
throughput, floor space and cost: the cost of producing the 
samples and the value that these samples represent. The set-up 
with the best return on investment for a given product pricing 
strategy might be considered the best. 


 
Figure 1. Conceptual design for a production line for the 


preparation of RNA from tissue cultured cells 


 
Figure 2. Subset of operations studied.  


The above batch production automation layout candidates all 
represent a “low-throughput” solution, whereas a high-throughput 
solution is explored in a later section. It is important to keep in 
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mind that any high-throughput automation strategy necessitates 
customized equipment. The investment in customized tooling 
makes sense if the actual increase in potential revenue is 
significant due to the considerable increase in throughput. 


2.1 Candidate Configurations for Automation 
Design 
Configuration 1: Dual robots and centrifuges arranged linearly  


The first configuration involves a robot for each centrifuge. Each 
of the robots loads and/or unloads just one centrifuge as it 
transfers the lab ware to and from the centrifuge station. Below is 
a detailed description of each of the stations for Configuration 1: 


Station 1: Represents the previous station where the sample enters 
the system. In this specific case and for the purpose of modeling 
and simulation the sample is assumed to be in storage prior to 
entering the system.  


Station 2: In the Centrifuge Station the sample is centrifuged for 2 
minutes. In the simulations a standard centrifuge is used that has a 
rotor that can fit up to six 1.5ml collecting tubes.  


Station 3: The Dispensing Station consists of a commercial 
dispensing unit where a reagent is added to the column and the 
collecting tube. 


Station 4: A second centrifuge station is identical to Station 2.  


Station 5: A storage unit is where the sample exits the system. The 
samples are kept in a storage unit for future use.  


Since centrifuges can only be loaded and unloaded from the top, 
and tubes need to be put symmetrically into slots, a pick-and-
place device is needed to perform such an operation. The best 
solution is to use a robotic arm capable of loading and unloading 
the equipment, and help with the manipulation of lab ware among 
stations. The layout for Configuration 1 is shown in Figure 3. 


 
Figure 3. Block Diagram for Configuration 1 


 


Figure 4. Layout Diagram for Configuration 2 


Configuration 2: Single robot serving two centrifuges in a 
circular geometry. 


Relatively speaking robots are among the more expensive 
hardware in the automation line, if not the most expensive. The 
second configuration is a setup aimed at cost reduction. The two 
centrifuge stations share one robot that loads and unloads tubes to 
and from both centrifuges. A circular geometry enables all 
stations to lie within the workspace of the robot. The circular 
geometry enables also the share of storage units, and this is the 
main difference stations-wise with the previous configuration. 
Configuration 2 layout diagram is shown in Figure 4. 


 


Figure 5. Layout Diagram for Configuration 3 


Configuration 3: Dual robots and two centrifuges arranged in a 
circular geometry  


Configuration 3 conceptually retains the throughput obtained 
whenever a centrifuge utilizes a dedicated robot for each 
centrifuge. The only caveat is to prevent the robots from having 
intersecting workspaces. Configuration 3 layout diagram is shown 
in Figure 5. Configuration 3 has the same stations and structure as 
Configuration 2. 


 
Figure 6. Layout Diagram for Configuration 4 


Configuration 4: Single Robot and single centrifuge strategy in a 
circular geometry 


The fourth configuration aims at reducing both footprint and 
equipment cost, at the expense of lower throughput. Reachable 
robot workspace constraints dictate a circular geometry. The same 
storage unit is used to store “samples” – initial product, and RNA 
the “final product”. The layout diagram of Configuration 4 is 
shown in figure 6.  The single centrifuge station performs both 
centrifuging process steps. 
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2.2 Equipment used in the Numerical Example 
In order to allow quantitative assessment typical present costs of 
commercially available equipment (obtained from web resources 
or by direct price quotes) are listed below: 


Robot (certified for biological applications):  
Fanuc M-430iA [3] (Figure 7) 
Price: $54,900 
Footprint: 320 x 320 mm  


 
Figure 7. Fanuc M-430iA [4] 


Centrifuge: 
Kizker MZ011 [4] (Figure 8) 
Price: $3933 
Footprint: 275 x 347 mm 
Rotor: 
Kizker MZ011_2424 
Price: $305 


 
Figure 8. Centrifuge Kizker MZ011 and Rotor Kizker 


MZ011_2424 


Standard Equipment: 


Dispenser: 600 x 400 mm 


Storage Unit: 1100 x 600 mm 


Labware: 


Columns & Reagent: 


QIAGEN – Rneasy Mini Kit [5] (Figure 9) 


Price: $227.00 per 50 units 


Centrifuge tubes: 


Kizker G013 True-Lock 1.5ml Tubes (Figure 9) 


Price: $36.50 per 1000 units [4] 


 
Figure 9. Shows the lab-ware used. Centrifuge [4] tubes and 


Columns [5] 


3. SIMULATION WITH ARENA™ 
Arena™ software by Rockwell Automation has the capability of 
executing detailed analysis of complex manufacturing processes. 
Arena™ calculates all timings, queues, and time usage 
information for the various resources in the model, all costs 
associated with the entities, and it can also associate statistical 
attributes to each element of the model (that might include 
realistic sub-system failure probabilities accounting for less than 
perfect yields) [6].   


The four candidate configurations (discussed in Section 2) were 
modeled in Arena™ to obtain throughput and cost information. 
The total footprint information was calculated based primarily on 
the robots workspaces. The ArenaTM block diagram for the first 
three configurations is shown in Figure 10. 


The difference between the first three evaluated solutions has to 
do with the way lab ware is handled and manipulated. 
Configurations 1 and 3 use two robotic arms, whereas 
Configuration 2 uses only one. Advance transfer library templates 
available in Arena™ describe the robots and their motion. Robots 
are modeled using the Transport template, allowing the 
specification of path type, the distance covered, and manipulator 
velocity, initial position, and initial status. The robots actions are 
described using ArenaTM “request” “move”, and “free” blocks. 
This allows each modeled robot to be requested, loaded, be moved 
from one station to the next, be unloaded, and finally be freed up 
to be able to tend another station that may request its services. 


It is important not to get misguided by the Arena™ block names. 
For Transport operations the names are: “Station”, “Request 
Pickup”, “Load Robot”, “Move to Station”, “Unload Robot”, and 
“Free Robot”. The block numbers enumerate the different blocks 
that perform the same operation, but it does not mean (watching 
Figure 10) that there are five robots to be unloaded in the system. 
It just means that five robot operations are performed within the 
system. Arena™ cannot work with replicate names and that is 
why the blocks have to be numbered. Which robot is attending 
which block is not explicitly shown in the diagram. This type of 
information is included in the blocks setup and is described for 
each configuration below. 
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Figure 10. Arena™ model for Configuration 1, Configuration 2 


and Configuration3 


Configuration 1: Dual robots and centrifuges arranged linearly 


The required ArenaTM modeling steps for any sample to go 
through the system are as follows: 


1. The sample enters the system to Station 1 


2. Station 1 requests the pick-up of the sample by Robot 1 


3. Robot 1 Picks-up the sample 


4. The sample is moved to Station 2 


5. The sample is dropped in Station 2, Robot 1 is freed, 
and the sample waits for another five samples, which 
come in the same way, so that Centrifuge 1 can start 
running. 


6. Once six samples are ready inside Centrifuge 1, 
Centrifuge 1 runs for 2 minutes. 


7. The samples are unloaded one at a time and the request 
for Robot 1 to pick-up the sample is issued. 


8. Robot 1 picks-up the sample 


9. The sample is moved to station 3 


10. The sample is dropped in station 3, the Robot is freed, 
and the sample is left in the Transfer Center queue. 


11. The Transfer Center dispenses 50ul of RNase free water 
into the column with the sample. 


12. Station 3 requests the pick-up of the sample by Robot 2 


13. Robot 2 picks-up the sample 


14. The sample is moved to Station 4 


15. The sample is dropped in Station 4, Robot 2 is freed, 
and the sample waits for another five samples, which 
come in the same way, so that Centrifuge 2 can start 
running. 


16. Once six samples are ready inside Centrifuge 2, 
Centrifuge 2 runs for 2 minutes. 


17. The samples are unloaded one at a time and the request 
for Robot 2 to pick the sample is issued. 


18. Robot 2 picks-up the sample 


19. The sample is moved to station 5 


20. The sample is dropped in Station 5, Robot 2 is freed and 
the sample is stored leaving the system. 


Configuration 2: Single robot serving two centrifuges in a 
circular geometry. 


In this configuration, every station requests Robot 1, and Robot is 
in charge of manipulation every piece of lab ware throughout the 
equipment. 


Configuration 3: Dual robots and two centrifuges arranged in a 
circular geometry 


The required steps for the samples to move through the system are 
the same as in Configuration 1. 
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Figure 11. ARENA™ model for Configuration 4 


The Arena™ model used to simulate Configuration 4 is 
considerably different than the ones discussed above. Figure 11 
shows this model.  


Configuration 4 maximizes equipment sharing. It uses a single 
robotic arm performing the task of two and similarly for the 
centrifuge.  


Configuration 4: Single Robot and single centrifuge strategy in a 
circular geometry 


Configuration 4 has one Robot that moves the samples and lab 
ware from one station to the next, and also it has only one 
centrifuge station that is used for both centrifuge runs. 


Simulations assumed a single eight hours shift a day. The entities 
(modeling the tubes) were assumed to be entering the system at a 
normally distributed period, having a mean of 60 seconds and a 
standard deviation of 10 seconds.  


4. AUTOMATION CONFIGURATION 
SELECTION 
The candidate automation configurations are evaluated through a 
comparison of throughput, cost and footprint. 


Production line cost is calculated by adding the cost of the various 
equipment modules, and the “cost of the layout footprint”. There 
is also a cost associated with the lab ware involved depending on 
how many samples are processed. An approximated model of the 
production line cost is:  
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Where each C denotes a “cost per unit” and each N denotes the 
“number of units” for the production line, robot, centrifuge, 
storage unit and dispenser, respectively. FP is the total floor space 
area  (needed based on the system footprint), and CFP is the cost 
per unit area.  


The most common method of integrating the multiple objectives 
is via a return on investment constraint. That is, by stipulating a 
specific return on investment time period.  


To set the price for the product, one needs to ensure that after the 
investment is returned profit exceeds the line operating costs. 
These variable operating costs include the cost of the lab ware and 
the cost of the “input samples”. The variable daily cost CV is 
calculated using: 
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Where CVU is the variable cost per unit, and NU is the number of 
units produced per day.  


The daily income I is: 
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Where P is the price per unit sold and NU are the number of units 
sold. It is assumed that every unit made is sold. 


The daily revenue R after the investment is returned is: 
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Note that P and CVU are independent of the automation 
configuration choice.  


The revenue earned per day divides the cost of the production line 
to give T the number of days to return the investment.  


! 


T =
C
PL


R
     (5) 


Assuming that the only costs considered is the hardware cost. It 
has to be clear that this is a highly simplified model and this is 
why this figure is used instead the classical return on investment 
value. Many cost items are not taken into consideration such as: 
the set up of equipment, the design of the line, the monthly 
utilities, and transportation cost among many others. It is safe to 
assume that the real time that it takes to return the investment is 
several times longer than the one calculated above. 


Some interesting observations can be drawn from the above cost 
model. The return on investment is of course inversely related to 
the set price. In many biotechnology applications the demand for 
samples is relatively inelastic with respect to product unit price. 
That is, changes in product price has little affect on the quantity 
demanded, thus increasing the price increases the total revenue.  


Whenever comparing different automation implementation 
configurations, what dictates which configuration is better, is the 
ratio between the two respective values of the times to return the 
investment T denoted as SR (the Selection Ratio criterion). 


! 


SR =
N
U


C
PL


     (6) 


The configuration to be selected is the one maximizing SR. 
Choosing the best configuration does not depend on the price set 
to the product. Finding the best configuration depends on the cost 
of the equipment used and the throughput of the configuration.  


Numerical example 


Table 1 provides simulations throughput results for an 8-hour 
shift. Throughput is defined as the total number of units prepared 
per single shift. Time per sample is the average time to produce 
one sample. 


Table 1. Simulation Throughput Results 


Configuration Throughput 
(number of samples) 


Time per sample 


1 645 45 sec 
2 523 55 sec 
3 645 45 sec 
4 534 54 sec 


If the only objective of automation is to maximize throughput, the 
configuration that uses two robotic arms, one to handle each 
centrifuge station, will have a greater throughput. In one 8-hour 
shift a two-robots solution will produce 122 samples more than a 
single robot implementation. Another way to quantify the 
optimality of the two-robot solution is to say that each sample is 
produced 10 seconds faster, compared with the single robot 
implementation. Throughput for two-robot solutions is not two 
times larger than for one-robot solutions. What dominates the 
throughput in this numerical example is the time that the 
centrifuges need to run which is independent of the configuration 


selection. The queues to each centrifuge do vary with the 
configurations but their impact on the total throughput is 
secondary. The cost of the product line in this example is 
dominated by the unit cost of the robot arm. Doubling the number 
of robots almost doubles the production line cost, however the 
throughput does not increase by the same rate. 


Using (1) – (5) the cost of the production lines, income, revenue, 
and return of investment can all be calculated. 


Table 2. Equipment Prices 


Equipment Price ($) 
Robot 54,600 


Centrifuge + Rotor 4,238 
Dispenser 2,500 


Storage Unit 1,200 


Typical equipment prices are found in Table 2. Since Arena™ 
cannot automatically layout the equipment, computation of the 
floor space has to be done manually. In order to calculate the 
footprint the configurations are sketched, and the total square 
footage needed to setup the equipment is found. The total area is 
then multiplied by 1.5 to have space to accommodate other 
equipment not included in the model like storage for the lab ware, 
and additional space for operators to work. For the sake of 
example the capital cost per square foot is assumed to be $40.00. 
An alternate way to include the floor space cost is to add it to the 
line operating cost (e.g. $0.5 per square foot per one day shift for 
commercial rented space). When laying out the equipment, the 
first consideration made is that the robot should be able to reach 
the different units that it serves. The robot used in this paper’s 
example can reach any point within 90cm from its base center. 
The equipment modules were spaced 20cm apart. As a method of 
providing safety margin as well as a simple way of estimating the 
production line area, a rectangle containing the robots circular 
reachable space is created. Total area is then multiplied by a factor 
of 1.5 as explained earlier. Figure 12 to 15 shows the layout and 
total area for the different configurations. The resulting peripheral 
margin, area and FP value for each configuration appear in Table 
3. In this example the cost associated with floor space plays a 
negligible role. This may be the situation for most biotechnology 
applications. In other words, tight floor space constraints may be 
used just to screen out candidate automation configurations, but 
play only a minor role in the selection process of best 
configurations among those that do meet the floor space 
constraint. 


Let us now compute the variable cost per unit. Since the initial 
sample in this case is cultured-cells its cost is neglected in this 
example: the cells are samples taken from patients and grown to 
get the desired quantities. This is not always the case though. 
Biological raw samples may sometimes be expensive. The price 
for an RNeasy mini kit is $227.00 and it contains 50 units. The 
variable cost for each unit is $4.54. 


Table 3. Layout Results 


Configuration Peripheral 
Margin (cm) 


Area (sq-ft) FP value 
(sq-ft) 


1 1080 69.75 104.63 
2 720 34.87 52.30 
3 760 38.75 58.12 
4 720 24.87 52.30 
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Figure 12. Configuration 1 layout 


 
Figure 13. Configuration 2 layout 


 
Figure 14. Configuration 3 layout 


 
Figure 15. Configuration 4 layout 


The final factor missing is the price set per unit produced. For the 
purpose of calculating numerical values to compare the 
performance of the configurations a P = $6.00 is assumed. Recall 
that P does not affect the configuration selection process. 


By (1)-(5) production line cost, variable cost, revenue and the 
time needed to return the investment can be calculated for the 
sake of comparing the configurations. Table 4 shows the cost 
results for each of the configurations. 


Table 4. Cost Results 


Configuration CPL ($) CV ($) R ($) T (days) 
1 126,761.20 2,928.30 941.79 135 
2 68,866.00 2,374.42 765.58 90 
3 123,700.80 2,928.30 941.79 132 
4 64,630.00 2,424.36 779.64 83 


Obviously CPL4 < CPL2 < CPL3 < CPL1. If the only objective were 
to minimize cost then the best answer would be Configuration 4.  


Configurations 2 or 4 with only one robot return the investment 
twice as fast as Configurations 1 or 3 that use two robotic arms. 
This is as the robots are by far the most expensive pieces of 
equipment used, constituting about 80% of the cost of the 
production line. Further analysis of the simulation results reveals 
that the utilizations of the robots in a two-robot configuration are 
much lower than that of the utilizations in the one-robot 
configurations.   


For a severe cost constraint scenario Configuration 4 appears to be 
optimal. 


The results obtained when using (6) to compare all the 
configurations among them appear in Table 5.  


Table 5. Comparison Results 


Configuration SR 
1 0.0051 
2 0.0076 
3 0.00.52 
4 0.0082 


Configuration 4 maximizes the SR selection measure.  


In cases of severe floor space constraint, Configuration 3 might be 
the best solution since it has the largest throughput with the 
smaller footprint.  


If hypothetically money and footprint are not an issue, and the 
constraint is that the solution has to have two robotic arms 
(possibly dictated by other parts of the entire automation line) the 
best solution may be neither Configuration 1 nor 3. Instead the 
best solution in such a case might be to build two Configuration 4 
setups in parallel. The footprint of a double-configuration-4 is 
only one tenth larger; the cost of the production line increases by 
only 1%, however the throughput increases by 40%. 


5. SIMULATION RESULTS OF HIGH-
THROUGHPUT IMPLEMENTATION  
The above configurations are plausible candidates for batch 
production systems. To explore a High-Throughput (HT) strategy 
solution to the same configurations some design adjustments have 
to be made. Most HT systems require customized tooling and 
other equipment. A common format of the arriving samples is that 
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of a 96-well plate containing 96 samples (Figure 16); the 
centrifuge needs to be capable of running with these plates, and 
the dispenser should use a different tip capable of dispensing 96 
wells at a time. This tooling and equipment changes necessitate a 
significant increase in cost (see Figure 17). 


 
Figure 16. 96-well plate [5] 


There are four HT configurations that can be analyzed using the 
previous Arena™ simulation setups. The main change with 
respect to the low-throughput simulations is that the centrifuge is 
ready to run with two entities (arranged symmetrically 180o 
apart), and each entity passing through the system represents a 96-
well plate. 


 
Figure 17. 96-plate rotor for High-Throughput centrifuge 


Table 6 shows the throughput for an 8-hour shift for the various 
converted-to-HT configurations, and Table 7 shows typical prices 
of HT equipment. 


Table 6. HT Simulation results 


Configuration Number of wells 
in 8-hours 


Number of 
samples 


Time per 
well 


1-HT 966 92,736 30 sec 
2-HT 764 73,344 38 sec 
3-HT 966 92,736 38 sec 
4-HT 762 73,152 54 sec 


Table 7. High Throughput equipment costs 


Equipment Price ($) 
Robot + Gripper 57,600 


Centrifuge + Rotor 13,106 
Dispenser 10,500 


Storage Unit 1,200 


Tables 1 and 6 reveal that entities throughput for HT 
implementation increases by almost 50%. This is due to the 
difference in the total queuing time. For low-throughput solutions, 
entities need to wait inside the centrifuge until all six slots are 
filled. In the HT case on the other hand since the rotor can only 


accommodate two entities, the total queuing time becomes 
significantly shorter.  


The price for a QIAquick96 kit is $632.00 and it contains 4 plates. 
The variable cost for each plate is $158.00 or $1.65 per sample. 
The variable cost for an 8-hour shift (per day) for each of the 
configurations is calculated using (2). The variable cost per day 
for Configuration 1-HT is CV1-HT = $157,368.00, for Configuration 
2 is CV2 = $120,712.00, for Configuration 3 is CV3 = $157,368.00, 
and for Configuration 4 is CV4 = $120,396.00. 


Modified cost of the production line and revenue for each of the 
HT configurations is shown in Table 8. 


Table 8. High-Throughput Cost Results 


Configuration CPL-HT ($) RHT ($) (per day) 
1-HT 158,356.40 399,048 
2-HT 86,983.60 319,352 
3-HT 158,227.20 399,048 
4-HT 86,627.60 318,516 


In this example we observe that the revenue does not significantly 
change from one configuration to another; the cost of a two robot 
implementation is double that of a single robot implementation. In 
a high-throughput solution it appears best to always try to 
minimize the number of pieces of HT equipment.  


The paper explores only five steps from a process that has 20. 
Cost analysis of HT implementation of the complete RNA 
production process is deferred to a later study. 


6. OPEN ISSUES AND FUTURE WORK 
This paper discussed a specific application example and so far it is 
not clear how generic the example is in terms of equipment cost 
and layout of equipment. In this example the robotic arm is the 
most expensive piece of equipment and it represents a high 
percentage of the total cost of the production line. This could not 
always be the case. There are other robots used in biotechnology, 
pharmaceutical and food applications. There are also pick and 
place devices available which could perform just the loading and 
unloading of the centrifuge. The manipulation of the lab ware has 
in such a case to be done by other means like conveyors. Each 
choice has its advantages and disadvantages. The evaluation and 
comparison between an architecture that uses robotic arms, and 
one that uses pick and place devices and conveyors is an open 
issue. 


The paper results are tied to a specific RNA production protocol 
and one may speculate how this same setup and configurations 
work for a different protocol. In biology and chemistry not all 
samples behave the same way. It has to be taken into 
consideration that when dealing with live samples there is only an 
expected tendency, but that does not mean that every single cell 
reacts exactly as the rest, not even mentioning that different 
samples are expected to behave differently; the samples might 
need different timing, and environmental conditions among 
others. If for other type of samples different centrifuge times are 
needed, the results might change drastically. 


This paper was a first approach to understand the different cost 
and protocol factors that have to be taken into account.  


There are additional questions that have not been answered. One 
deals with the potential of Arena™ as a tool to perform 
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automation design optimization. Arena™ has a feature called 
OptQuest that has to be further explored, which allows searching 
for optimal solutions within the simulation model. Automation 
design is a typical example of a decision making problem, where 
the goal is to find the best set of values for a group of available 
variables. OptQuest for Arena™ might be able to address that. 


A second issue is related to the yield of the different protocols. 
Not all protocols produce the same yield. It is very important to 
figure out the best way to add yield considerations to the 
optimality criterion. That would represent a more robust decision 
method. 


To help address the core issues of multi-centrifuge lab setup we 
did not include the statistical variations into our models with the 
only exception of arrival intervals.  The variations in yield, 
centrifuge operation time, load-unload operation, and breakdowns 
were not simulated. However those issues can be easily addressed 
by modifying our basic model. Blockages, as well as the storage 
space were not concerns in such conditions.  


Future works may involve the study of different types of 
equipment for the same configurations explored in this study. It 
may also involve the integration of the different configurations in 
a complete biotechnology procedure  


The cost method used to evaluate the different automation 
configurations should represent more realistically some variables 
that were simplified and others that for the purpose of this study 
were neglected. Variables such as utilities, design and 
construction costs along with maintenance cost should be taken 
into consideration and a weighted cost modeling method should 
be developed. 
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